Introduction

O

ver the last two decades, as a Privacy Commissioner, I have witnessed how the
growth of technology has brought exceedingly new challenges to the protection

of privacy. Individuals are now constantly subjected to new forms of intrusion and
connectivity. Continually evolving and increasingly complex privacy-invasive
technologies such as biometrics and sensors have intensified the need to remain
vigilant and continually evolve new methods to protect our privacy.
Unlike some critics, who strictly see technology as eroding privacy, I have always
taken the view that technology is inherently neutral. While technology has the ability to
diminish privacy, its support can also be enlisted to protect privacy through the use of
Privacy Enhancing Technologies (PETs). The concept of PETs was actually predicated
on a deeper philosophy – that of embedding privacy into the design specifications
of technology itself, thereby ensuring its ongoing presence. I eventually took PETs
one step further to PETs Plus by adding the crucial component of a positive-sum
paradigm. I felt it was necessary to add this element because the prevailing zerosum model, where privacy must be sacrificed for the sake of security, innovation
or business interests, is both false and misleading. If we change the paradigm to
an inclusive positive-sum model, which allows the growth of both privacy and other
functionalities, in tandem, then the future of privacy and freedom grows more certain.
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By the late 1990s, it was clear to me that the time was upon us when regulation and
policy alone would no longer be sufficient to safeguard privacy. With the increasing
complexity and interconnectedness of information technologies, in my view nothing
short of building privacy directly into system design would suffice. So I developed
the concept of Privacy by Design (PbD), to introduce the methodology of embedding
privacy proactively into technology itself – making it the prevailing default condition.
In brief, PbD offers a framework for ensuring that privacy is embedded directly into the
design specifications of information technologies, business practices and operational
processes. When applied, PbD allows for greater privacy and personal control over
one’s information, while enabling organizations to gain a competitive advantage,
that is sustainable over time. These benefits may be achieved by applying the 7
Foundational Principles of Privacy by Design, which will be examined throughout the
following chapters.
Since the passage of the landmark Privacy by Design resolution, recognizing PbD as
an International Standard, unanimously adopted by international privacy regulators in
2010, PbD has received global acceptance from both the public and private sectors.
Now translated into 33 languages, the 7 Foundational Principles of PbD have been
endorsed by such world-renowned organizations as the International Association
of Data Protection Authorities and Privacy Commissioners, the U.S. Federal Trade
Commission, and the European Union.
Such prominent recognition is the result of considerable hard work over the years, with
my office producing over 60 PbD papers, partnering with many well-known experts
ranging from executives, risk managers, lawyers, designers, analysts, software
engineers, computer scientists, applications developers in telecommunications,
health care, transportation, energy, retail, marketing, and law enforcement.
While some of our early papers on PbD could be considered foundational works, over
time we have accumulated a wide collection of papers directly related to specific
areas where PbD has been directly applied. These areas include, surveillance
technologies, biometrics, the Smart Grid and smart meters, mobile communications,
health-care sensors, and Big Data, to name but a few.
We are now at the stage where market and technology leaders, academics, and
regulators are looking at ways of translating the principles of PbD into technical and
business requirements, specifications, standards, best practices, and operational
performance criteria. The central challenge we faced in producing this work on PbD,
over such a wide area of applications, is that there is no “one-size-fits-all” response to
specific privacy requirements.
However, such a goal is laudable and progress is already underway through the work
of a new Technical Committee of the international standards body, Organization for the
Advancement of Structured Information Standards (OASIS), to develop and promote
standards for PbD in software engineering. I am co-chairing OASIS Privacy by Design
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Documentation for Software Engineers (PbD-SE) TC with Dr. Dawn Jutla, a professor of
engineering at Saint Mary’s University, Nova Scotia. In the United States, at Carnegie
Mellon University, Professors Lorrie Faith Cranor and Norman Sadeh have developed
a new graduate program combining engineering and privacy – a Master’s Degree
program in “Privacy Engineering” – a first, no doubt, of many others to follow.
Certainly, as the implementation of strong privacy protections within applications
becomes more common, I expect that a movement toward shared code libraries will
develop, much as developers share code for other commonly required functions.
Within the white papers of this anthology, I frame privacy as being essential to freedom,
revolving around personal control and freedom of choice – the need to maintain user
control over the collection, use and disclosure of one’s personal information. This view
of privacy is perhaps best reflected in the right of “informational self-determination,”
enshrined in the German Constitution in 1983 – that the individual should be the one
to determine the fate of his or her personal information. Recognizing privacy as an
exercise in personal control has always been important, but it is especially critical
today in an age characterized by far-reaching, ubiquitous computing, and invasive
surveillance by the state.
This collection of publications also provides an overview of the partnerships and
joint projects that my office has been engaged in to operationalize PbD – providing
concrete and meaningful operational results. This broad collection of papers
represents insights from a wide range of sectors and draws on the perspectives and
experiences of executives, risk managers, lawyers and analysts, as well as engineers,
software designers, computer scientists, and application developers – all working to
pursue the goal of privacy, building on the principles of PbD. By reflecting on the
experiences of others, it is my hope that privacy leaders will identify with an approach
for their own organizations to follow, or be inspired to create one of their own.
In addition to the organizations that we have already worked with, it is my hope that
new players will come forward to share their experiences, lessons learned, and
accomplishments, arising through the alignment of their organizations and operations
with the 7 Foundational Principles of PbD. This will allow us to continue to build
much-needed expertise, and grow realistic best practices, so that privacy may be
preserved, now, and well into the future.

Ann Cavoukian, Ph.D.
Information and Privacy Commissioner
Ontario, Canada
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I

have been developing software since the early 1980’s. It took me a while – two
decades – to recognize the relationship between my work and privacy.

Call me a late bloomer, but now I know that privacy matters.
It matters especially for technologists focused on data as they create next
generation analytics that will make predictions about people and their opportunity
or risk to the enterprise.
Privacy by Design (PbD) can help technologists and privacy professionals plan
privacy and civil liberties protections in the earliest phases of a project.
Today, as I work on my next generation software that will help organizations make
more sense of their observation space and to make better predictions faster, I find
myself working more vigilantly than ever to design in protection for privacy and civil
liberties as well.
It’s a work in progress. Technology is developing quickly and PbD is not a cookbook
– but an inspiration. I strongly encourage technologists to consider PbD not only to
help themselves innovate more responsibly, but also to make their technologies more
valuable. As organizations and consumers come to realize, as I have, how important
privacy is, they’ll choose technologies that have PbD built in from the start.
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Foreword
I am a great lover of quotes. The 13th century Persian poet Jalal-e-din Mohammad
Rumi once beautifully wrote that it is necessary to “[s]peak a new language so that
the world will be a new world.” If our present era is characterized as the information
age, the world of Big Data is a new world in which we find ourselves. Algorithms are
the lingua franca of this unchartered terrain.
However, algorithms are not the whole story — our existing algorithmic tools struggle
to manage and make sense of mankind’s unprecedented ability to capture and store
data. In response to these new conditions a new class of algorithms designed to
harness Big Data have emerged. Organizations of all sizes are now able to better
leverage their hitherto trapped information assets. These Big Data developments
present us with both opportunities and challenges. While organizations and
consumers will benefit from more efficient operations, better customer experiences,
and less fraud, waste and abuse, organizations must face new challenges if Big Data
is to realize its potential without eroding cherished privacy rights and civil liberties.
One of the true visionaries leading the effort to make sense of Big Data is Jeff Jonas.
Jeff Jonas is the chief scientist of the Entity Analytic Solutions group, and an IBM
Fellow. In these capacities, he is responsible for shaping the overall technical strategy
of next generation entity analytics and the use of these new capabilities in IBM’s
overall technical strategy.
Jeff Jonas applies his real world, hands-on experience in software design and
development to drive innovation while at the same time delivering better privacy
protections. By way of example, one breakthrough developed by Jeff Jonas
involves an innovative technique enabling advanced data correlation while using
only irreversible cryptographic hashes. This new technique makes it possible for
organizations to discover records of common interest (e.g., identities) across systems
without the transfer of any personally identifiable information. This privacy-enhancing
technology, known as “anonymous resolution” significantly reduces the risk of
unintended disclosure while enabling technology to contribute to critical societal
interests such as clinical health care research, aviation safety, homeland security and
fraud detection.
I was delighted to see Jeff Jonas present his work on analytic sensemaking over Big
Data at our annual Privacy by Design event in Toronto, in 2011. As a technologist
5
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who really ‘gets it’ he presented how his latest technology incorporates a number of
Privacy by Design principles by default — demonstrating it is possible to advance
privacy protections while at the same time preserving functionality in a ‘win-win,’ or
positive sum paradigm. This work serves as a great example that consumer privacy
is not simply a compliance issue but is in fact a business imperative. Responsible
innovation practices such as these are critical in order to ensure that the new world
we are now creating is one where privacy and civil liberties continue to prevail.

Ann Cavoukian, Ph.D.
Information and Privacy Commissioner
Ontario, Canada
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Introduction
Ninety per cent of the data in the world today was created in the last two years.
It has been remarked, for example, that “[t]here was 5 exabytes of information
created between the dawn of civilization through 2003, but that much information
is now created every two days, and the pace is increasing.”1 Welcome to the age
of Big Data. This data is being generated by sensors and humans, from practically
everywhere, and at a blistering pace that surely will continue to only increase. As
some refrigerators are now sold Internet-ready and prescription pill vials are now
reporting on their status via the cellular network, there are big changes on the horizon.
The big change is Big Data. More specifically, how organizations will leverage Big
Data analytics to maximize these growing information assets — driven by their deep
interest to maximize their resources and better compete in the market.
While organizations have practical incentives to make the most of their ever-growing
observation space (the data they have access to), they also have a pressing need to
embed in these systems enhanced privacy protections. We outline in this paper just
such an example — how an advanced Big Data sensemaking technology was, from
the ground up, engineered with privacy-enhancing features. Some of these features
are so critical to accuracy that the team decided they should be mandatory — so
deeply baked-in they cannot be turned off.
This paper demonstrates how privacy and responsibility can be advanced in this new
age of Big Data analytics.

The Big Difference with Big Data
Big data is the next frontier for innovation, competition, and productivity. The term “Big
Data” refers to datasets whose size is beyond the ability of typical database software
tools to capture, store, manage, and analyze.2 But as technological advances improve
our ability to exploit Big Data, potential privacy concerns could stir a regulatory
backlash that would dampen the data economy and stifle innovation.3 These
concerns are reflected in, for example, the debate around the recently proposed
European legislation that includes a ‘right to be forgotten’ that is aimed at helping

1

Google CEO Eric Schmidt. Techonomy Conference in Lake Tahoe, CA. August 2010.

2

Manyika, J., et. al. (2011). Big data: The next frontier for innovation, competition, and productivity.
McKinsey Global Institute. Online: http://www.mckinsey.com/Insights/MGI/Research/Technology_and_
Innovation/Big_data_The_next_frontier_for_innovation.
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Tene, O., and Polonetsky J. (2012). Privacy in the age of big data: A time for big decisions. Stanford
Law Review 64, 63.
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individuals better manage data protection risks online by requiring organizations to
delete their data if there are no legitimate grounds for retaining it.4
Organizations are developing a more complete understanding of their customers
than ever before, as they better assemble the data available to them. Public health
authorities, for example, have a need for more detailed information in order to better
inform policy decisions related to managing their increasingly limited resources. The
ability to garner insights from Big Data will without a doubt be of enormous socioeconomic significance. Extracting insights from Big Data has quickly become a focus
area for technologists worldwide.
The term “Big Data technologies” describes a new generation of technologies and
architectures, designed to economically extract value from very large volumes of a wide
variety of data, by enabling high-velocity capture, discovery, and/or analysis.5 Today’s
Big Data will provide the raw material for tomorrow’s innovations. Navigating this massive
volume of information will require us to think about data in new and innovative ways.
While these efforts are to be welcomed, they have potential ramifications for privacy.
By way of example, algorithms can now automatically infer that different digital
transactions in different systems are in fact related to the activity of a single person or
household. A bank that wants to better serve its customers will be eager to know if a
specific customer has three relationships with the bank and has an enormous Twitter
following. In the past, identifying the difference between six people each with one
fact versus one person with six facts was expensive and difficult — something only
the larger organizations could accomplish. Today, the advanced analytics needed to
reconcile like entities over diverse data sets (commonly called Entity Resolution) on a
Big Data scale are becoming available to organizations of all sizes.
As more data, from more sources, assembles around a single individual — despite
de-identification efforts — attempts to reliably protect identity is compromised.6
Imagine a folder that contains no references to the neighborhood you live in, the
neighborhood where you work, your favorite coffee shop, and the make/model/year
of your car. Without personal identifiers, could it be associated with you? As more
and more individually benign facts are assembled, they collectively become strongly
identifying; indeed, the right set of such data can approach your driver’s license
number in its ability to identify you.

8
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Commission Proposal for a Regulation of the European Parliament and of the Council on the Protection
of Individuals with Regard to the Processing of Personal Data and on the Free Movement of Such Data
(General Data Protection Regulation), COM (2012) 11 final (Jan. 25, 2012). Online: http://ec.europa.eu/
justice/newsroom/data-protection/news/120125_en.htm.
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Gantz. J., and Reinsel. D. (2011). Extracting value from chaos. IDC. Online: http://www.emc.com/
collateral/analyst-reports/idc-extracting-value-from-chaos-ar.pdf.

6

Ohm, P. (2009). Broken Promises of Privacy: Responding to the Surprising Failure of Anonymization.
UCLA. Online: SSRN: http://ssrn.com/abstract=1450006.

Privacy by Design in the Age of Big Data

This does not, however, argue against using techniques to de-identify personal
data. Indeed, de-identification techniques remain crucial tools in the protection of
privacy. However, we must not ignore the fact that Big Data can increase the risk of
re-identification — and in some cases, inadvertently re-identify large swaths of deidentified data all at once.

Sensemaking Systems
“Sensemaking” relates to an emerging class of technology designed to help
organizations make better sense of their diverse observational space. This
observation space will often encompass data they have in their possession and
control (e.g., structured master data), as well as data they cannot control (e.g.,
externally-generated and less structured social media).7 Sensemaking systems will
handle extremely large data sets — potentially involving tens to hundreds of billions
of observations (transactions) — being generated from an ever increasing diverse
range of data sources (e.g., from Twitter and OpenStreetMap to one’s cyber security
logs). Obviously these volumes are beyond the capacity of human review.
Sensemaking systems will be used by organizations to make better decisions, faster.8
From a sensemaking point of view an organization can only be as smart as the sum
of its observations. These observations are collected across the various enterprise
systems, such as customer enrollment systems, financial accounting systems, and
payroll systems. With each new transaction an organization learns something. When
something is learned, an opportunity arises to make some sense of what this new
piece of data means, and to respond appropriately.9
The inability of an organization to benefit from the information it has access to or has
generated in the past can result in what has been referred to as ‘enterprise amnesia.’
Studies, for example, conducted for a major retailer found that out of every 1000
employees hired, two had been previously arrested for stealing from the same store
for which they had been rehired.10
7

Jonas, J. (2011). Master Data Management (MDM) vs. Sensemaking. Online: http://jeffjonas.typepad.
com/jeff_jonas/2011/11/master-data-management-mdm-vs-sensemaking.html.

8

More generally in the literature, sensemaking refers to a set of meta-theoretical assumptions that lead
explicitly to an overall approach to framing questions, gathering data, and conducting analyses for
arriving at substantive theory. This approach has been under development, primarily through the
communications research of Brenda Dervin, since 1972, but has since been guided by other disciplines.
Sensemaking’s core assumption is that of discontinuity. There are gaps between entities which include
other people, artefacts, systems, or institutions. Information seeking is associated with these ‘cognitive
gaps’ in our understanding. Filling the cognitive gaps in our understanding is much like asking for street
directions in a foreign country.

9

Jeff Jonas and Lisa Sokol (2009), “Data finds data,” in Segaran, T., and Hammerbacher, J. (eds.),
Beautiful Data The Stories Behind Elegant Data Solutions, O’Reilly Media. p. 105.

10 Jonas, J. (Oct 11, 2010). On how data makes corporations dumb. GigaOm. Online: http://gigaom.
com/2010/10/11/jeff-jonas-big-data/.
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The challenge that organizations face in this regard is growing, because their
observation space is growing too — at an unimaginable rate. Today, these
observations tend to be scattered across different data sources, located in physically
different places, and organized in different forms. This distribution of data makes
it difficult for an organization to recognize the significance of related data points.
Sensemaking seeks to integrate an organization’s diverse observation space — a
growing imperative if an organization is to remain competitive.
Historically, advanced analytics have been used, among other things, to analyze
large data sets in order to find patterns that can help isolate key variables to build
predictive models for decision-making. Companies use advanced analytics with
data mining to optimize their customer relationships;11 law enforcement agencies use
advanced analytics to combat criminal activity from terrorism to tax evasion to identify
theft. Naturally, these methods have their limits; for example, data mining in search of
new patterns in counter-terrorism may yield little value.12
A new class of analytic capability is emerging that one might characterize as “general
purpose sensemaking.” These sensemaking techniques integrate new transactions
(observations) with previous transactions — much in the same way one takes a
jigsaw puzzle piece and locates its companions on the table — and use this contextaccumulating process to improve understanding about what is happening right
now. Crucially, this process can occur fast enough to permit the user do something
about whatever is happening while it is still happening. Unlike many existing analytic
methods that require users to ask questions of systems, these new systems operate
on a different principle: the data finds the data, and the relevance finds the user.13 This
is represented in the figure below.

11 Marsella, A., and Banks, M. (2005). Making customer analytics work for you! Journal of Targeting,
Measurement and Analysis for Marketing. 13(4), 299-303.
12 Jonas, J., and Harper, J. (2006). Effective counterterrorism and the limited role of predictive data
mining. Policy Analysis. CATO Institute, Washington, DC, 584, 1-11.
13 Jonas, J. (2009). Data finds data. Online: http://jeffjonas.typepad.com/jeff_jonas/2009/07/data-findsdata.html
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When context accumulating systems are used with Big Data three surprising
phenomena emerge:
1. False positives and false negatives both decrease as context reduces ambiguity.
This translates directly to higher quality business decisions. Systems that are not
operating on context accumulation tend to see increasing false positives and false
negatives as the size of the data set grows. Context accumulation produces the
opposite effect as data sizes grow.
2. In context-accumulating systems errors in the data (specifically “natural variability”)
are in fact helpful. Plausible variations in a name such as Ann (also spelled Anne)
may be entered by the data operator and the accuracy of context-accumulating
systems can be improved as a result of accumulating this variability. One example
that might be familiar to many people is that when searching Google and Google
responds with “Did you mean _____?” This suggestion is not coming from an internal
static dictionary; rather, it has remembered everyone’s error(s) in the past. If Google
was not keeping this ‘bad data’ it would not be so smart.
3. Finally, perhaps the most counter-intuitive surprise with respect to contextaccumulating systems is that integrating transactions becomes not only more
accurate (point #1) but also faster, even as the data store is getting bigger. The
most simplistic way to think about this is to consider why the last few pieces of a
puzzle are about as easy as the first few when there is more ‘data’ in front of you
than ever before. This phenomenon is apparently new to analytics and is apt to
radically change what is possible in the Big Data era, especially in the domain of
real-time, sensemaking engines.
However, in these new systems the task of ensuring data security and privacy
becomes harder as more copies of information are created. Large data stores
containing context-accumulated information are more useful not only to their mission
holders but also to those with interests in misuse. That is, the more personally
identifiable information Big Data systems contain, the greater the potential risk. This
risk arises not only from potential misuse of the data by unauthorized individuals, but
also from misuse of the system itself. If the analytics system is used for a purpose that
goes beyond its legal mission, privacy may be at risk (for example, if unauthorized
surveillance results). For this reason, organizations that want to take advantage of
game-changing advances in analytics should stand back and ponder the design
decisions that can enhance security and privacy.
By thinking about the privacy implications early on, technologists have a better
chance of developing and baking-in privacy-enhancing features, and facilitating
the deployment and adoption of these systems. Jeff Jonas has done just this.
Below, we outline the privacy-enhancing features of this new technology, a “Big
11
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Data analytic sensemaking” engine.14 This technology has been designed to make
sense of new observations as they happen, fast enough to do something about it
while the transaction is still happening. Because its analytic methods, capacity for
Big Data and its speed are game-changing from a privacy perspective, it has been
designed from the ground up with privacy protections in mind. While the result may
not be perfect, it is clearly superior to one designed without reference to privacy.
We hope it may inspire or guide others in the process of creating their own nextgeneration analytics.

Privacy by Design in the Age of Big Data
As technologies evolve, our experience and expectations of privacy also evolve. In
the past, privacy was viewed as a personal good, rather than a societal one. As such,
privacy was regarded as a matter of individual responsibility.15 Jurisdictions around
the world adopted data protection laws that reflected Fair Information Practices (FIPs)
— universal privacy principles for the handling of personal data.16 FIPs reflected
the fundamental concepts of data management. The first, purpose specification
and use limitation, required the reasons for the collection, use and disclosure of
personally identifiable information needed to be identified at or before the time of
collection. Personal information should not be used or disclosed for purposes other
than those for which it was collected, except with the consent of the individual or
as authorized by law. The second concept, user participation and transparency,
specified that individuals should be empowered to play a participatory role in the
lifecycle of their own personal data and should be made aware of the practices
associated with its use and disclosure. Lastly, FIPs highlighted the need for strong
security to safeguard the confidentiality, integrity and data availability as appropriate
to the sensitivity of the information.
Fair Information Practices provided an essential starting point for responsible
information management practices. Over time, the task of protecting personal
information was seen primarily as a “balancing act” of competing business interests
and privacy requirements — a zero-sum mindset. This “balancing” approach
emphasized notice and choice as the primary method for addressing personal data
14 The framework was formally launched on January 28th, 2011 in Toronto at the Privacy by Design: Time
to Take Control conference during a keynote speech by Jeff Jonas titled “Confessions of an Architect.”
Jeff Jonas (2011), “Sensemaking on Streams − My G2 Skunk Works Project: Privacy by Design (PbD)”
http://jeffjonas.typepad.com/jeff_jonas/2011/02/sensemaking-on-streams-my-g2-skunk-works-projectprivacy-by-design-pbd.html.
15 Cavoukian, A. (2011). Privacy by Design in Law, Policy and Practice. Online: www.ipc.on.ca.
16 FIPs was first codified in OECD (1980), OECD Guidelines on the Protection of
Privacy
and
Transborder
Flows
of
Personal
Data.
Online:
http://www.oecd.org/
document/18/0,3343,en_2649_34255_1815186_1_1_1_1,00.html. There are a number of articulations
of FIPS including The Canadian Standards Association Privacy Code, the Asia-Pacific Economic Cooperation (APEC) Privacy Framework, the U.S. Safe Harbor Principles and the Global Privacy Standard.
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management. As technologies advanced, however, the possibility for individuals to
meaningfully exert control over their personal information became more and more
difficult. Many observers have since taken the view that FIPs were a necessary but
insufficient condition for protecting privacy. Accordingly, the attention of privacy
regulators has since begun to shift from compliance with FIPs to proactively
embedding privacy into the design of new technologies.
An example may highlight how current privacy concerns relate to the forces of
innovation, competition and the global adoption of information communications
technologies. Privacy risks to data about identifiable individuals may largely be
addressed with the proper use of de-identification techniques, combined with reidentification procedures. These techniques can simultaneously minimize the risk of
unintended disclosure and re-identification, while maintaining a high level of data
quality (a key to usability).17 Nevertheless, complex and rapid technological change
(e.g., emerging analytics) may create privacy harms as a byproduct; for example,
more powerful analytics may inadvertently make it possible to re-identify individuals
over large data sets. Ideally, then, privacy needs to be embedded, by default, during
the architecture, design and construction of the processes. This was the central
motivation for Privacy by Design which is aimed at reducing risks of privacy harm
from arising in the first place.
PbD is based on seven (7) Foundational Principles. It emphasizes respect for user
privacy and the need to embed privacy as a default condition, but preserves a
commitment to functionality in a ‘win-win,’ or positive-sum strategy. This approach
transforms consumer privacy issues from a pure policy or compliance issue into a
business imperative. Since getting privacy right has become a critical success factor
to any organization that deals with personal information, taking an approach that is
principled and technology-neutral is now more relevant than ever. PbD is focused on
processes rather than a singular focus directing technical outcomes. This approach
reflects the reality that it is difficult in practice to favourably impact both consumer
and user behaviour after the fact. Rather, privacy is best proactively interwoven into
business processes and practices. To achieve this, privacy principles should be
introduced early — during architecture planning, system design, and operational
procedures. These principles, where possible, should be rooted into the code with
defaults aligning both privacy and business imperatives.
PbD prescribes that privacy be built directly into the design and operation, not
only of technology, but also how a system is operationalized (e.g., work processes,
management structures, physical spaces and networked infrastructure.)18 Today,
PbD is widely recognized internationally as the standard for developing privacy

17 Cavoukian, A., and Emam, K.E. (2011). Dispelling the Myths Surrounding De-identification:
Anonymization Remains a Strong Tool for Protecting Privacy. Online: www.ipc.on.ca.
18 Cavoukian, A. (2010). Privacy by Design: the definitive workshop. A foreword by Ann Cavoukian, Ph.D.
Identity in the Information Society, 3(2), 247-251.
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compliant information systems.19 As a framework for effective privacy protection,
PbD’s focus is more about encouraging organizations to both drive and demonstrate
their commitment to privacy than some strict technical compliance definition.20
In short, in the age of Big Data, we strongly encourage technologists engaged in
the design and deployment of advanced analytics to embrace PbD as a way to
deliver responsible innovation. In fact, we envision a future where technologists will
increasingly be called upon to bake-in, from conception, more privacy-enhancing
technologies directly into their products and services.

Exemplar: The Creation of a Big Data
Sensemaking System Through PbD
In late 2008, Jeff Jonas embarked on an ambitious journey to create a sensemakingstyle system. This effort started with overall architecture planning and design
specifications. Over the first year of this project, while drafting and redrafting these
blueprints, his team worked to embed properties that would enhance, rather than
erode, the privacy and civil liberties of data subjects.
To engineer for privacy, his team weighed performance consequences, default
settings, and which, if any, PbD features should be so hard wired into the system they
literally cannot be disabled.
Over the year that spanned the preliminary and detailed design, the team created a
robust suite of PbD features. Indeed, Jeff’s team believes this sensemaking system
has engineered more privacy and civil liberties-enhancing qualities into this system
than any predecessor. If others differ, we welcome debate and vigorous competition
as more engineers take up the challenge of PbD.
To this end we outline here the privacy and civil liberties-enhancing features included
in Jeff’s big data analytic platform for sensemaking. We share these features in hopes
others will be able to draw inspiration from these features, improve upon them, build
upon and extend them, and envision bigger, better and more important privacyenhancing features. Ideally, we hope those who make important advances in this
area share their good ideas as Jeff is doing.
The remainder of this section details the specific PbD features that Jeff Jonas
and his engineering team addressed in their engineering of a next-generation
sensemaking system.
19 On October 29, 2010, Dr. Ann Cavoukian’s concept of “Privacy by Design” was unanimously adopted
at the 32nd annual International Conference of Data Protection and Privacy Commissioners, a
worldwide assembly of regulators in what has been described as a “landmark” resolution regarding
Privacy by Design.
20 Cavoukian, A. (2011). Privacy by Design in Law, Policy and Practice. Online: www.ipc.on.ca.
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1. FULL ATTRIBUTION21: Every observation (record) needs to know from where
it came and when. There cannot be merge/purge data survivorship processing
whereby some observations or fields are discarded.
Attribution refers to where the data came from. Every record contained in the
database includes the metadata that points to the source of the record – this pointer
consisting of a data source and a transaction ID. Full attribution means recipients of
insight from our engine can trace every contributing data point back to its source.
When systems use merge/purge processing it becomes difficult to correct earlier
mistakes (when a different assertion should have been made) as some original data
has been discarded. Full attribution also enables system-to-system reconciliation
audits of the data — particularly important when dealing with large informationsharing environments.
Full attribution is so important to our sensemaking system that it cannot be turned off.

2. DATA TETHERING22: Adds, changes and deletes occurring in systems of
record must be accounted for, in real time, in sub-seconds.
Data currency in information-sharing environments is important, especially where
data is used to make important, difficult-to-reverse decisions that may affect people’s
freedoms or privileges. For example, if derogatory data is removed or corrected in a
system of record, such corrections should appear immediately across the informationsharing ecosystem. In our sensemaking system, every reported change results in
instantaneous correction.
Applying adds, changes and deletes from data-tethered systems of record cannot
be turned off.

3. ANALYTICS ON ANONYMIZED DATA23: The ability to perform advanced
analytics (including some fuzzy matching) over cryptographically altered data
means organizations can anonymize more data before information sharing.
Every copy of data increases the risk of unintended disclosure. To reduce this risk,
data should be anonymized before transfer; upon receipt, the recipient will have no
choice but to anonymize it at rest (when placed into a database). And thanks to our full

21 Jonas, J. (2006). Source attribution, don’t leave home without it. Online: http://jeffjonas.typepad.com/
jeff_jonas/2006/10/source_attribut.html.
22 Jonas, J. (2006). Data tethering: Managing the echo. Online: http://jeffjonas.typepad.com/jeff_
jonas/2006/09/data_tethering_.html.
23 Jonas, J. (2007). To anonymize or not anonymize, that is the question. Online: http://jeffjonas.typepad.
com/jeff_jonas/2007/02/to_anonymize_or.html.
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attribution requirement, re-identification is by design, in order to ensure accountability,
reconciliation and audit. This feature permits data owners to share their information in
an anonymized form that nevertheless yields materially similar results when subject
to advanced analytics. Reduction of risk without a material change in analytic results
makes for a very compelling case to anonymize more data, not less. We believe this
privacy-protecting feature will enhance trust in information-sharing environments and
will result in positive win-win outcomes.
We decided system administrators must be able to select which, if any, fields should
be configured and anonymized; this feature, therefore, is at the discretion of the
policy-makers.

4. TAMPER-RESISTANT AUDIT LOGS24: Every user search should be logged in a
tamper-resistant manner — even the database administrator should not be able
to alter the evidence contained in this audit log.
The question “Who will watch the watchmen?” remains as relevant today as when it
was first posed in Latin two thousand years ago. People with access and privileges
can, and do, occasionally look at records without a legitimate business purpose,
e.g., an employee of a banking system looking up his neighbour’s account. Tamperresistant logs make it possible to audit user behavior. Implementing them may
decrease violations, because where employees know such audits are possible, they
may be less likely to succumb to temptation.
Following a passionate debate, we decided to include a tamper-resistant audit log
subsystem as an integral and mandatory component of the sensemaking system.
As such, access to a tamper-resistant audit logging mechanism is a guarantee.
However, system administrators carry the responsibility of turning it on.

5. FALSE NEGATIVE FAVORING METHODS: The capability to more strongly
favor false negatives is of critical importance in systems that could be used to
affect someone’s civil liberties.
In many business scenarios, it is better to miss a few things (false negatives) than
inadvertently make claims that are not true (false positives). False positives can feed
into decisions that adversely affect people’s lives – e.g., the police find themselves
knocking down the wrong door or an innocent passenger is denied permission to
board a plane. Sometimes a single data point can lead to multiple conclusions.
Systems that are not false negative favoring may select the strongest conclusion and

24 Jonas, J. (2006). Immutable Audit Logs (IAL’s). Online: http://jeffjonas.typepad.com/jeff_jonas/2006/02/
immutable_audit.html.
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ignore the remaining conclusions. We have applied great effort to account for such
conditions by creating special algorithms that favor false negatives.
This non-trivial behaviour is taking some work. We currently believe it will work as
envisioned, and we hope we can make a sufficient technical, ethical, and business
case to make this feature non-elective (always on).
6. SELF-CORRECTING FALSE POSITIVES25: With every new data point
presented, prior assertions are re-evaluated to ensure they are still correct, and
if no longer correct, these earlier assertions can often be repaired — in real time.
A false positive is an assertion (claim) that is made, but is not true; e.g., consider
someone who cannot board a plane because he or she shares a similar name and
date of birth as someone else on a watch list.

Where false positives are corrected by periodic monthly reloading, wrong decisions
can persist for up to a month, even though the system had sufficient data points
on hand to know beforehand. In order to prevent this, earlier assertions need to be
reversed in real time and at scale, as new data points present themselves.
This happens to be the single most sophisticated technical aspect of our sensemaking
system. Imagine having seen one billion records already, and now one record arrives.
At this moment one must decide if this new data point can be used to correct any
previous false positives.26 This feature continues to get the most attention.
Once fully tested, we intend to make this feature compulsory.

7. INFORMATION TRANSFER ACCOUNTING27: Every secondary transfer of
data, whether to human eyeball or a tertiary system, can be recorded to allow
stakeholders (e.g., data custodians or the consumers themselves) to understand
how their data is flowing.
In order to monitor information flows, information transfer accounting can be used
to record both a) who inspected each record and b) where each record has been
shipped off to. This log of outbound accounting (out to eyeballs or out to systems)

25 Jonas, J. (2012). Self-correcting false positives/negatives: Exonerate the innocent. Online: http://
jeffjonas.typepad.com/jeff_jonas/2012/05/self-correcting-false-positivesnegatives-exonerate-theinnocent.html.
26 Of course, false negatives can and are fixed in real time too – however these require more trivial compute.
27 Jonas, J. (2007). Out-bound Record-level Accountability in Information Sharing Systems. Online:
http://jeffjonas.typepad.com/jeff_jonas/2007/12/out-bound-recor.html.
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would work much like the U.S. credit reporting system whereby at the bottom of the
credit report is a log of who has pulled the file.
This increases the transparency into how systems are used. One day, it could enable
a consumer, in some cases, to request an information recall.
As an added benefit, when there is a series of information leaks (e.g., an insider
threat), information transfer accounting makes discovery of who accessed all records
in the leaked series a trivial computational effort. This can narrow the scope of an
investigation when looking for violating members within an organization.
Our information transfer accounting capability is configured at the discretion of the
system administrators. We encourage adoption by having designed our underlying
sensemaking data structures to support this type of usage data easily, which makes
implementing this feature relatively simple.

Conclusion
Big Data has the potential to generate enormous value to society. In order to ensure
that it does, opportunities to enhance privacy and civil liberties are best conceived
early on. In this paper we have explored the emergence of Big Data sensemaking
systems as an emerging capability with an unprecedented ability to integrate
previously diversified data — and in some cases, data about people and their daily
lives. The use of advanced analytics has made it possible to analyze large data sets
for emerging patterns. It is increasingly apparent, however, that these techniques
alone will be insufficient to manage the world of Big Data — especially given the need
for organizations to be able to respond to risks and opportunities in real time. Nextgeneration capabilities like sensemaking offer a unique approach to gaining relevant
insights from Big Data through context accumulation. While these new developments
are highly welcome, building in privacy-enhancing elements, by design, can minimize
the privacy harm, or even prevent the privacy harm from arising in the first place. This
will in turn engender greater trust and confidence in the industries that make use of
these new capabilities. The dynamic pace of technological innovation requires us to
protect privacy in a proactive manner in order to better safeguard privacy within our
societies. In order to achieve this goal, system designers should be encouraged to
practice responsible innovation in the field of advanced analytics.
With this in mind, we strongly encourage those designing and building next-generation
analytics of any kind to carry out this work while being informed by Privacy by Design
as it relates to personally identifiable data.
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Privacy by Design: It’s a Matter of Trust and Good Business

A

ny organization would be wise to adopt Privacy by Design into its operating
principles. For companies in the emerging personal data sector, it’s imperative.
Indeed, it’s hard to find an industry in which technology and business practices are
more sympatico with Privacy by Design principles than the personal data sector.
A central premise of our sector is to give individuals greater control and ownership
over their digital lives, empowering them to derive benefit and value from their online
information. Companies like Personal place individuals at the center of their data flows,
turning the tables on the traditional power dynamic of online relationships, where
companies and organizations hold sway over one’s personal data. The industry’s
platforms, tools and apps reflect this mission and run the gamut – giving data back to
the individual, identity management, private networks, personal data marketplaces,
data vaults, and more.
In many respects, Dr. Ann Cavoukian has provided a roadmap for an entire sector
through Privacy by Design, identifying early on that building in user control, privacy,
security, and transparency into technology can lead to tremendously meaningful
value propositions for individuals, companies and government.
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Privacy by Design
and the Emerging
Personal Data Ecosystem
Foreword
Samuel Taylor Coleridge’s famous line from “Rime of the Ancient Mariner” – “water,
water everywhere … nor any drop to drink” – could easily be updated for the 21st
century when it comes to the state of data about people and our lives: “Data, data
everywhere, but not a bit (or byte) for me.” Simply put, our data is everywhere, yet
there is no place where we can easily find or use it.
How is this possible, when we live in a Big Data world where the data we create or that
is captured about us grows at an exponential rate that exceeds Moore’s Law? Just
about everything that we do – from mundane form filling to using the latest mobile
devices and apps – generates data. Companies certainly understand the importance
of our data and capture it for their own use, mining value from it every day. Even so,
they struggle to make sense of it all, hoarding it in silos that, ironically, greatly limit its
ability to be used.
Now, imagine breaking down these silos, liberating the data, and bringing it together
in a secure place where a person could easily access this information and decide
how best to use and share it. Then imagine letting the smartest developers build
apps on top of such permission-based data, so that people could harness its power
to radically improve their lives, on their own terms. The potential use cases are as
unlimited as the data the person might store in his or her vault and the personal,
private networks they will wish to create when they push their data into the world
beyond their vault.
For example, analyzing information about our own purchases, payments and habits
could make us smarter financially. Mashing together health records with dietary
and exercise tracking could make us healthier. We could use our information to
signal purchase intent directly to retailers, earning us better offers and allowing our
favorite stores to create more satisfying and welcoming relationships with us. From
a productivity perspective, we could use the data in our vault to literally make form
filling obsolete and reclaim tens of billions of wasted hours annually across the globe.
There is no need to imagine such services. Technology makes such opportunities
possible. Only inertia and certain business practices stand in the way.
A new personal data sector is taking root and creating user-centric, user-driven tools
to give individuals more control over their own data. Start-ups focusing on personal
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data vaults and the safe, private exchange of data form a vibrant core of this industry.
As evidenced by the World Economic Forum’s May 2012 Rethinking Personal Data
project report, the largest companies in the world as well as governments have
become keenly interested in this sector.
Putting users at the center and in control of their own data is not new, but it is an idea
whose time has come. This is partly because the current path, as the World Economic
Forum report highlights, is inherently unsustainable.
More than ever before, the privacy and security practices of companies and
governments are front-page news, and regulators and politicians are scrutinizing
them closely. Seeing the well-publicized triumphs and tribulations of the largest
search engines and social networks, people are starting to wake up and ask tough
questions about privacy, transparency, security, and why they lack the power to use
and benefit from their most personal of assets – information about themselves and
the people, places, things and activities in their lives. Companies have also begun to
realize that today’s online advertising model is dysfunctional, inefficient and alienates
the customers and dollars they wish to attract and retain.
Personal sits in the center of this emerging personal data ecosystem. We are the
first commercially available platform to give individuals the ability to securely import,
store, share and reuse all the important data, notes and files in their lives through a
vault and personal network connecting them to trusted people, organizations and
apps. An end-to-end solution for personal data, Personal is simultaneously the vault
and network of nodes that allows people to share and benefit from their data however
they choose. Other companies are emerging in this space, focusing on all parts of
the personal data spectrum – data vaults, networks, identity management, and other
areas. We can barely imagine all of the amazing benefits that will come from this usercentric data world, and we are excited to help make it a reality.
If this new sector is to succeed and gain user trust, the companies in it must adopt
Privacy by Design (PbD) principles in their technology and business practices, as
described in this paper. And I can think of no better or more esteemed authority to
author this study than Dr. Ann Cavoukian and her team. Dr. Cavoukian’s coinage of
PbD and long record of leadership on privacy as a scholar, advocate and regulator
are renowned and well deserved.
The result of their work is a pioneering examination of the opportunities and challenges
of the personal data ecosystem. The paper serves to put sharper edges around
this emerging category, and I believe it provides a lasting and important intellectual
cornerstone for its development. I think you will agree.

Shane Green
Co-Founder and CEO
Personal
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Introduction
The collection of personal information in our vastly networked world has grown by
several orders of magnitude. Indeed, personal data is being viewed as “the new oil of
the Internet and the new currency of the digital world.”1 Much of the data collected is
intended to enhance user experience through new services, efficiencies, convenience,
etc. Although it is widely recognized that personal data can be used to create economic
and social value, some service providers and third parties believe they are the ones
who should be controlling our data, rather than serving as its dutiful custodians. Over
time, this will contribute to a lack of transparency and erosion of our privacy.2
Consumers are very aware of the changing nature of online privacy. In fact the concern
that the erosion of privacy causes consumers ranks second only to the fear of another
financial crisis.3 The Internet presently lacks an identity layer and this causes digital
identities to be fragmented and difficult to exert control over4—this, despite the fact
that it is estimated that an average individual releases over 700 items of personal data
per day.5 In turn, organizations extract, store, and profit immensely from this data.
Unfortunately, this often means that the relationship
between individuals and organizations suffers from
distrust largely due to the individual’s inability to play
This paper will
an active role in controlling and even profiting from
describe the systems
the use of their own information. Although there are
and initiatives that are
long-standing discussions regarding the “ownership”
driving the development
of personal data, this paper avoids that debate and
of the PDE, and how
instead focuses on the technologies and initiatives
they seek to address the
associated with the Personal Data Ecosystem
challenge of protecting
(PDE)—a collection of tools and initiatives aimed at
facilitating individual control over personal information.
and promoting privacy,
Although the definition of informational privacy will
differ among jurisdictions, the essence of privacy
relates to the ability of individuals to have control
and freedom of choice about the collection, use and
disclosure of information about ourselves—what

while at the same time,
encouraging socioeconomic opportunities
and benefits.

1

Meglena Kuneva, European Consumer Commissioner, March 2009 “Personal data is the new oil of the
Internet and new currency of the digital world.”

2

Mike Swift, “Battle brewing over control of personal data online,” San Jose Mercury News
July 4, 2011.

3

An October 2011 McCann Worldgroup Company report “The Truth About Privacy: What every marketer
who handles consumer data should know” notes that 70% of people worry about the erosion of
personal privacy, while 78% worry about a further global financial crisis.

4

Information and Privacy Commissioner of Ontario. “7 Laws of Identity: The Case for Privacy-Embedded
Laws of Identity in the Digital Age.” (2006).

5

Ctrl-Shift, “Personal Data Stores: A Market Review,” (2012), 8.
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we might call our personal data flows. The lack of transparency and accountability
regarding data flows is a major factor contributing to consumer privacy concerns.
So much of our data is under the control of service providers and other third parties
who seek to create value in what is being referred to as ‘the age of Big Data’.6 The
challenge we face is protecting and promoting individual privacy while at the same
time allowing for the socio-economic opportunities and benefits derived from the
permissioned contextual use of our personal information.
The purpose of this paper is to look at these developments from a privacy perspective
and identify how Privacy by Design (PbD) is essential to its success. The expectations
of what constitutes a healthy privacy-protective relationship between individuals and
organizations is being reset under the umbrella of the emerging PDE. The PDE is being
supported by new technologies, such as the Personal Data Vault (PDV), that allow
individuals to control and manage their own information. For example, the same item of
personal data that individuals currently have to share manually multiple times with different
organizations, such as their email address or phone number, could be stored once in their
PDV and then shared selectively with organizations of their choice with a single click.
This paper will describe the systems and initiatives that are driving the development
of the PDE, and how they seek to address the challenge of protecting and promoting
privacy, while at the same time, encouraging socio-economic opportunities
and benefits. By giving individuals: a) more explicit control over the sharing of
their personal data online, and b) new trust frameworks that raise the collective
expectation of how companies and organizations will respect an individual’s right
to control their personal data, the rise of the PDE can be the biggest leap forward
for personal privacy on the Internet since the advent of the privacy policy. To assist
with the challenges and possible privacy issues arising from the creation of PDE,
the experience garnered through the application of PbD to systems relevant to the
PDE will be explored as guidance for those working in the PDE field. The paper also
explores the implementation of PbD within the PDE through two case studies focusing
on two different platforms for personal data. The first is about Personal.com, including
an analysis of the company’s application of PbD to its service. The second is about
the Respect Network and SWIFT’s Digital Asset Grid.
Current approaches to privacy have resulted in a toxic battleground over personal
data where organizations want more and more of it and try harder to get it, and
where individuals feel increasingly vulnerable, intruded upon, and unwilling to share
information. Left unchanged, this will result in an adversarial trust and opportunitysapping stalemate.
The new PDE resolves these issues to generate a new ‘win-win’. When individuals
are beneficiaries of the use of their data and confident it will not be abused, they are
6
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more willing to contribute to economic and social activities as active informationsharing partners. This is the only way to realize the economic and social potential
of the digital age.
In this paper we focus on the positive potential of these developments. We
are, of course, acutely aware of the many ways ‘a good idea’ can be lost in bad
implementation, distorted and undermined by vested interests, and generate new
problems and abuses. We will return to these issues in future papers.

The Personal Data Ecosystem
The Personal Data Ecosystem (PDE) is the emerging landscape of companies and
organizations that believe individuals should control their personal data, and who
make available a growing number of tools and technologies to enable this. Aside
from legal requirements, the starting premise of the PDE is that individuals control
the sharing of their own “official record,” (also called a “golden record”) and set the
rules as to who can access and use their personal information for what purposes. In
this way the individual becomes the central point of data integration, and individuals
always have the ability to extract their data and take it wherever they wish.
There are three essential elements for the PDE to function effectively:7
• Technology to control personal data: this technical component includes the
storage, access control, security, authentication, and user interface which
provides the user with a set of features to manage their data and identity.
• Supporting factors: data management standards, communications
standards, trust frameworks (rules and processes for the setting, monitoring
and enforcement of permissions in permission-based information sharing),
interoperability among various stakeholders and third parties, legal
interoperability, regulatory requirements and settings – all of these lay the
foundation of a reliable and scalable PDE.
• Stakeholders: the main stakeholders in the emerging PDE are individuals who
are increasingly managing and controlling their own personal data for their
own purposes; specialist services such as PDVs helping individuals to do this;
governments and other public organizations; and private sector businesses that
wish to begin sharing and using information with individuals on a new trust basis.
The PDE trend is in contrast to the status quo where personal information is collected
and stored by many different applications or service providers rather than by the
individual (Fig. 1). This status quo is largely asymmetrical. Individuals often do not
7

See World Economic Forum. “Personal Data: The Emergence of a New Asset Class.“ 2010; World
Economic Forum. “Rethinking Personal Data: Strengthening Trust.” 2012.
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know who, within the service provider, is able to see the data uploaded. In addition,
the individual has little, if any, control over the uses of one’s personal information by
service providers, such as for behavioural advertising purposes. The value exchange
is also uneven – the service provider is able to profit from the use of an individual’s
personal information, while the individual usually does not.
The PDE stands in contrast with the model used by Facebook, Google, eBay,
and many others in which users’ data exists in a distributed and silo format. While
each of these online services collects, manages, and utilizes user data in a highly
organized, systematic, professional and technologically advanced way to meet their
organizational objectives, individuals have fallen behind in terms of having access
to coordinated, advanced data management technology. The current model is
fragmented and inefficient for the following reasons:
1)

Users have limited control over the management and usage of their data;

2)

Each of the services has different privacy policies and settings;

3)

Users have little or no ability to manage privacy settings;

4)

Each online service requires users to establish a password and a user
name, as well as to share detailed personal information (e.g. address,
date of birth) specifically for that service, duplicating sensitive data and
increasing exposure risk;

5)

Each online service must independently attempt to verify the online identity
of the user to their required level of assurance; and,

6)

Each online service ends up with only a partial view of each user, leading
to guesswork, error and waste.

By contrast, in the PDE, the user is in control as the main player. This means the user has
the ability to manage his or her personal information; create a single, integrated view
of one’s behaviours and activities; provide identity and claims verification; selectively
share this view with the organizations of one’s choice; better use one’s information as
a tool; receive personal information handed back from organizations; use analytics
applied to one’s information to spot trends; communicate and share opinions and
views with others (e.g. P2P product reviews); and set priorities and planning for
different aspects of one’s life (e.g. getting married, planning for retirement).8 In sum,
individuals would be able to analyze and set priorities or constraints based on their
own behaviour, life goals and events, rather than having to accept analysis and
priorities set by others.

8
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Status Quo vs. PDE

Figure 1 – Status Quo vs. PDE

Technological, commercial, and government factors are also driving the development
of the PDE. Technology processing power has increased, while the cost of processing
information has decreased. As a result, it is now possible for individuals to have the
same sophisticated data generation, management, sharing, and analysis tools as
organizations. Since the advent of Web 2.0, information generated and sent out by
individuals outstrips the information sent out by organizations to individuals.9
There is a rise in the view that personal information is a resource akin to currency,
and that individuals and service providers aligned with their interests are now in a
position to profit from personal data sharing.10 Granted, there exists a long-standing
discussion surrounding the ownership of personal data.11 While these discussions
are important, our focus in this paper is on the technologies and initiatives associated
with PDE rather than proposals for its legal framework.

9

Ctrl-Shift. “The New Personal Data Landscape.” 2011, p. 6.

10 E.g. the World Economic Forum has referred to personal information as a “new asset class.” See
generally WEF Report 2010 (n 7). Also, European Consumer Commissioner Meglena Kuneva dubbed
personal data “the new oil of the Internet and the new currency of the digital world.” Kuneva (n 1).
11 See generally Ann Cavoukian, and Don Tapscott. “Consumer Privacy: What You Should Know.” Chap. 7 In
Who Knows: Safeguarding Your Privacy in a Networked World. Toronto: Random House of Canada, 1995.
See also Laudon, Kenneth C. “Markets and Privacy.” Communications of the ACM 39, no. 9 (1996): 92,
and Samuelson, Pamela. “Privacy as Intellectual Property?”. Stanford Law Review 52 (2000): 1125.
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The commercial impetus for the development of the PDE is captured by the
World Economic Forum in two reports issued as part of its “Rethinking Personal
Data”project.12 The first one was issued in 2010 and titled, Report about Personal
Data: The Emergence of a New Asset Class. It identifies several PDE “key imperatives
for action” including the need for the private sector and policy-makers to invest money
in trials to establish the necessary trust frameworks, as well the need for greater
dialogue between regulators and the private sector. The second report was issued
in 2012 and titled, Rethinking Personal Data: Strengthening Trust. It makes additional
recommendations about developing consensus regarding the rules for obtaining
individuals’ trusted and permissioned flow of data in different contexts.
The Personal Data Ecosystem Consortium is an industry association which supports
a user-centric model across its membership of over 30 companies,13 including
Personal.com, Reputation.com, and the Respect Network.14 Another organization,
Ctrl-Shift, provides market research and intelligence that assists organizations to
see the world through the eyes of the customer.15 They forecast the impact – and
opportunities created – by customers for organizations, and believe that empowering
consumers is a fast-growing business opportunity. They hope that their work will help
businesses to adopt a truly customer-centred perspective so that this shift in control
will benefit everyone – not just buyers and sellers, but the economy as a whole.
Respect Network Corporation, based in San Francisco, is establishing the ‘Respect
Network’ as a trusted personal data network.16 Unlike centralized social networks,
the Respect Network is a decentralized, multi-provider network much like today’s
email or banking networks. Partners in the creation of the network include Kynetx,
Gluu, The OpenXDI Project, Project Danube, The Customer’s Voice, Planetwork,
and Bitworld. Recently, Neustar and Swisscom have also joined as founding
partners along with four companies offering user-centric identity verification
technologies – Miicard, BioID, Virtrue, and TrustCloud. All members subscribe to
the Respect Trust Framework, which is a new model for personal data sharing
listed with the Open Identity Exchange.

12 World Economic Forum, “Rethinking Personal Data,” http://www.weforum.org/issues/rethinkingpersonal-data/.
13 Personal Data Ecosystem Consortium, http://pde.cc/. Startup circle members are: (2012)
Allfiled, bitWorld, Cloudstore Technologies, Consumer Marketing Rights, COMRADITY, Lifedash,
Metaconnectors, PIB-d Ltd, Planetwork, Privowny, Tangled, Virtrue; (2011) Azigo, Buyosphere, Connect.
me, archify, Gluu, Kynetx, Mydex, MyINFOSAFE, Peercraft, Personal InfoCloud, Personal, Privo, Project
Danube, Qiy, Reputation.com, Singly, Synergetics, SwitchBook, The Customer’s Voice.
14 Reputation.com’s CEO Michael Fertik had previously predicted an emerging “privacy economy” in
which several companies advancing onto the market offer products and services for individuals to better
control their data, and early indications show there is much business interest in allowing individuals to
control their data.
15 Ctrl-Shift. “A control shift is underway,” online: http://ctrl-shift.co.uk/.
16 The Respect Network. http://respectnetwork.com.
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Governments are also taking steps to hand data back to their citizens, and are
encouraging other organizations to do the same. Over the last several years, the U.S.
Government has launched an open data initiative to release mass data sets to the
public and individual records to individuals about such things as health care, energy
consumption and education. For example, the U.S. Department of Veteran Affairs created
the Blue Button initiative to allow veterans to download their personal health record as a
text file or PDF. It is anticipated that the Blue Button concept will be expanded to additional
U.S. departments.17 The Green Button initiative follows along with the common-sense
view that consumers should have access to their own energy usage information in a
downloadable, easy-to-use electronic format, offered by their utility or retail energy service
provider. In September 2011, U.S. Chief Technology Officer Aneesh Chopra challenged
utilities across the country to participate in the “Green Button” initiative.18 California utilities,
for example, have already implemented this functionality.19
Under the project title ‘midata,’ the U.K. government has encouraged organizations
to release the personal information they hold back to their customers in a portable,
machine-readable, reusable format. The Mydex PDV service assists with the initiative.20
The U.K. government is also exploring a proposal to introduce a legal requirement that,
upon request, organizations must provide to their customers their transaction history
and consumption data in an open standard machine-readable format.21

Personal Data Vault
The PDE landscape includes a broad selection of technologies, services and tools.
Currently the most mature are Personal Data Vaults22 (PDV) which help individuals
to collect, store, use, share, grant access to, and manage their own personal
information in a manner that is completely within their own control. The PDV market
is largely made up of startup companies with investments ranging from $1 million
to $11 million US.23 Personal.com, a platform that offers users both a PDV and
personal networks for safe data exchange, alone, raised $7.3 million in 2011 and

17 United States Department of Veterans Affairs, “What is the Blue Button Initiative?,” http://www.va.gov/
bluebutton/.
18 White House Blog, “Green Button Giving Millions of Americans Better Handle on Energy Costs,”
http://www.whitehouse.gov/blog/2012/03/22/green-button-giving-millions-americans-better-handleenergy-costs.
19 Jeff St. John, “California Gets the Green Button,” Greentechmedia.com, January 18, 2012.
20 Mydex, “Mydex and the UK government’s new midata policy,” http://mydex.org/2011/11/03/mydex-ukgovernments-midata-policy.
21 United Kingdom Department for Business Innovation & Skill, “Midata 2012 review and consultation,”
http://www.bis.gov.uk/Consultations/midata-review-and-consultation?cat=open.
22 Alternative terms used to describe a Personal Data Vault include: Personal Data Store, Personal Data
Locker, Personal Cloud, and Personal Data Service.
23 Ctrl-Shift (n 5) p. 4.
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another $3.5 million in 2012.24 Venture capital investment represents the first stage
in the development of a PDE/PDV market. The second stage will be to create wide
scale sustainability, meaning a market for such products that would become selffunding and profitable. The PDV market by itself in the United Kingdom is predicted
to reach £30 million by 2016. However, if there is a market explosion, the value
could grow as high as £1 billion for the same period.25 In turn, this could dislodge
the market in acquiring customer data from third parties, which is currently valued
at $2 billion in the United States alone.26
PDVs give the user a central point of control for their personal information (e.g. interests,
contact information, affiliations, preferences, and friends), including structured
or unstructured data, such as text, images, video or sound. The information that a
person chooses to put into a PDV may be general in nature, can relate to a specific
topic, such as health or education information, or can be information relating to a
particular objective, such as managing one’s online presence. A key concept behind
PDVs is ‘controlled push’ and ‘informed pull.’27 The customer engages in a controlled
pushing out of their personal information out, but they can also pull information in by
requesting data from different sources, based on the customer’s own criteria (e.g.
best price for car insurance). Figure 2 sums up some of the core functions of a PDV.

Figure 2 – PDV Functions
Source: Personal Data Stores: A Market Review, Ctrl-Shift 2012
24 Robin, Francesca. “The Emerging Market That Could Kill the iPhone: A Handful of Tech Startups Are
Competing for a Foothold in the Nascent Market for Personal Data Control. And That Could Mean Major
Changes for the Likes of Apple, Google and Microsoft.” Fortune/CNN.com, August 1, 2012.
25 Ctrl-Shift (n 5) p. 7.
26 Robin (n 24).
27 KuppingerCole. “Life Management Platforms: Control and Privacy for Personal Data.” 2012, p. 10.
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A PDV may enable users to choose whether to be discovered by other users or third
party service providers, or to share personal information with the same, according to
criteria set by the individual. PDV systems use specialized software and distributed
hardware for data storage, authentication, access control mechanisms. Many of them
also offer an API (Application Programming Interface) for developer access. A PDV
may reside in one location or can be distributed among several federated sources. It
can also be self-hosted by the user (i.e. using one’s own server or have a third party
hosting company that acts in the legal role of personal data agent).28
Additional PDE technologies, services and tools include information logistics platforms
and services that can be used for efficient information delivery and exchanges.
Also, personal information management services (PIMS) can assist individuals in
researching and coordinating life processes and episodes, such as getting married,
moving or retiring. Analytics tools can monitor one’s patterns, examine variances,
set personal targets and goals, and visualize data. Targeted personal data services,
such as to manage one’s online reputation, function to enhance PDVs and could
eventually integrate with PDV (see Fig. 3).
Research by Ctrl-Shift has identified up to 20 PDVs that have launched or will have
launched by the end of 2012. Figure 4 shows those that can be publicly identified
(there are more launches planned but not yet made public). The figure also highlights
the different parts of the emerging personal data ecosystem – infrastructure providers
such as the Respect Network, PDV providers such as Mydex in the U.K. and QIY in
Holland, and specialist users of personal data whose services link in to individuals’
PDVs on a permissioned basis.

Figure 3 – PDV function stack
Source: Personal Data Stores: A Market Review, Ctrl-Shift 2012

28 Drummond Reed, Joe Johnston, Scott David. “The Personal Network: A New Trust Model and Business
Model for Personal Data.” (2011).
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An example of a data sharing platform is the Respect Network, which is building
an interoperable network for privacy-protected exchanges of personal information
based on the open standard OASIS XDI (Extensible Data Interchange) protocol and
the Respect Trust Framework agreement listed with the Open Identity Exchange.29
The goal is to make multiple PDVs from different providers interoperable with each
other and with the businesses that want to connect with them, much like a credit
card network makes electronic payments interoperable between different banks
and merchants. The Respect Network business model is also similar to that of a
credit card network. The key difference is that instead of charging an interchange
fee based on the value of a transaction, businesses pay a relationship fee for the
value of each customer relationship maintained over the network. The network also
features a network-wide peer-to-peer reputation system that applies equally to
vendors and customers.
Another platform is Personal.com. Available on Web and mobile devices, Personal
gives individuals a data vault and tools to control, share and obtain value from their
personal information through personal networks with other people, organizations
and apps. Using Personal, people can safely and easily aggregate, leverage and
exchange structured data, notes and files about their lives and identities. Recently,
Personal publicly launched its application programming interface, which allows
companies and app developers to use Personal’s privacy- and security-enhancing
platform features for exchanging data and authenticating users within their own apps.30
Personal was founded on the principles that individuals should be able to control and
gain both economic and non-economic value from their personal information. Privacy
and security are embedded into its technology, business practices and enterprise. To
underscore this focus and the primacy that an individual has over their own data on
Personal, the company refers to its users as “Owners.”
An example of a targeted PDV service is Reputation.com. Reputation.com is an
online reputation management company that assists individuals to control their
online search results due to inaccurate, misleading or outdated material, which can
adversely influence how Web searchers view them. In addition, Reputation.com
helps to prevent private information, such as where someone lives, their income, or
their marital status, from being made public. 31

29 The Respect Network (n 16).
30 See.https://www.personal.com/gemware/pages/personal-launches-personal-platform;.and.http://
developer.personal.com/.
31 Reputation.com has provided online reputation management and Internet privacy protection to clients in
more than 100 countries since 2006, and is the recipient of the 2011 World Economic Forum Technology
Pioneer Award. “Control your online image,” http://www.reputation.com.
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PDV Scenario
Alice authenticates herself to her PDV. Having a PDV allows Alice to keep her personal
information or “life data” in one place. Alice’s PDV will authenticate her to organizations
that recognize her data sharing platform with her consent so she only has to log in
once rather than logging in to each online account separately. Organizations within
the data sharing platform do not have to authenticate Alice or to offer her products
and services. Alice has full control over the data in her PDV – she decides what
information to share, with whom, and under what conditions. The service she uses
also provides “data portability” – the ability for her to easily take the contents of her
PDV to another service provider.
Alice’s favorite retailer is a member of her data sharing platform which means she
was able to download her transactional history from this retailer into her PDV account.
Now Alice can share her data anonymously with a personal information management
service which analyzes her spending habits and makes suggestions based on her
financial goal of purchasing a vehicle.
Alice finds out that a charitable medical research foundation wants access to her
health records for research purposes. As part of Alice’s data sharing platform, she
shares her health records on the condition that the foundation does not pass it along
to anybody else and that it remains anonymous – she specifies that she does not
want her name and address to be linked to the records. Alice will rely on contractual
provisions to ensure that her conditions are met. However, in the future technology
solutions such as “SmartData,”32 may exist where a virtual agent will understand the
various contexts in which Alice wishes to share her personal information, and it will
automatically follow the rules she sets.

Privacy Issues and the PDE
While the concept behind the PDE aligns with many aspects of the protection of
privacy, there are, nonetheless, some areas which require careful attention to ensure
that a PDE successfully protects personal information. Questions of interoperability,
interactions and information-sharing mechanisms between PDE actors may have an
impact on privacy. In a PDE environment, in which personal data is collected and
shared with the permission of the individual, the devil will truly be in the details. In the
wrong hands, one’s PDV and activities within the PDE could be exploited as a major
surveillance tool.

32 Tomko, G. (2012). SmartData - Privacy Meets Evolutionary Robotics in the Matrix: Protecting Freedom
Using Virtual Tools. Paper presented at the IPSI SmartData International Symposium, Toronto, Ontario.
http://www.ipsi.utoronto.ca/sdis/.
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The focus here must be on issues across the overall framework for a PDE because
all stakeholders within the PDE will have to address them, not just individual PDV
operators. Privacy and trustworthiness are almost always more difficult to establish
within an ecosystem of multiple stakeholders than within a single enterprise. Across
multiple stakeholders, there may likely be many different policies, different security
architectures, and different deployed tools and technologies, all of which need to
be both interoperable and consistent in the protections provided for shared data.
Strong security measures undertaken by a single stakeholder become meaningless
if its data trading partners do not have compatible measures; the policies and
technologies of all the ecosystem members must satisfy the requirements of the
trusting party (the individual). Weak links in security can also lead to data breaches,
compromised identity credentials, and identity theft. There is a need to proactively
ensure privacy within any federated identity system, given the privacy issues arising
from data-in-motion between multiple stakeholders. Different approaches to privacy
within the ecosystem could lead to information being collected, used, and disclosed
contrary to the individual’s preferences. Unintended consequences could lead to an
erosion of trust, harming the PDE as a whole.
While the individual retains control over his or her raw data in the PDV, this does not
preclude third parties in the PDE from retaining copies of one’s data with the individual’s
permission. This means all actors in the PDE must strictly follow the permissions for
data held by others in the ecosystem, because the retention of copies of that data
increase the chances of unintended disclosure and erosion of personal control.33
Taking a proactive approach to privacy will be essential to the success of any PDE
initiative. The next section provides an overview of how to achieve this through
Privacy by Design.

Privacy by Design and the PDE
Privacy by Design (PbD) is a concept developed back in the ’90s to address the
ever-growing and systemic effects of Information and Communication Technologies
and of large-scale networked data systems. PbD advances the view that the future
of privacy cannot be assured solely by compliance with regulatory frameworks;
rather, privacy assurance must ideally become an organization’s default mode of
operation. PbD extends to a “Trilogy” of encompassing applications: 1) IT systems; 2)
accountable business practices; and 3) physical design and networked infrastructure.
The objectives of PbD – ensuring privacy and gaining personal control over one’s

33 Harmonizing these high-level policies for the treatment of personal data is the goal of new Internet-scale
trust frameworks like the Respect Trust Framework used by the Respect Network.
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information and, for organizations, gaining a sustainable competitive advantage –
may be accomplished by practicing the following 7 Foundational Principles:34

The 7 Foundational Principles of Privacy by Design
		

1. Proactive not Reactive; Preventative not Remedial

		

2. Privacy as the Default Setting

		

3. Privacy Embedded into Design

		

4. Full Functionality – Positive-Sum, not Zero-Sum

		

5. End-to-End Security – Full Lifecycle Protection

		

6. Visibility and Transparency – Keep it Open

		

7. Respect for User Privacy – Keep it User-Centric

Now is the time to apply PbD to the PDE, since it is currently in the early stages
of development. Trust and governance are key forces that will shape the PDE.
Success will depend on establishing the privacy and security of the user’s personal
information. In this regard, transparency and clarity will be essential. In addition, PDE
companies will need to devise easy-to-use features, employ data minimization when
sharing data, and ensure that the user is fully aware of the privacy implications of
his or her data sharing decisions. While it is envisioned that PDE will also improve
information exchanges between individuals, governments, and corporations, a
challenge is the development of privacy-protective protocols and platforms that
facilitate interoperability between data sets.
For several years, the IPC has examined emerging technologies and best practices
that are relevant to PDE, which can assist in developing the PDE in a manner
consistent with PbD.

1. Proactive not Reactive; Preventative not Remedial
The PbD approach is characterized by proactive rather than reactive measures.
It anticipates and prevents privacy-invasive events. It does not wait for risks to
materialize, nor does it offer remedies for resolving infractions once they have
occurred – it aims to prevent them from occurring. In short, PbD comes before, not
after the fact.
As outlined in the previous section, the challenges and risks to privacy in the
development of a PDE are much higher than developing information systems at the

34 Information and Privacy Commissioner of Ontario. “Privacy by Design: The 7 Foundational
Principles.” (2009).
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enterprise level. Although a PDE represents a significant increase in user control,
it nonetheless involves the collection, use and disclosure of personal information
among several stakeholders.
The IPC has written about undertaking risk assessments when establishing an
ecosystem of multiple stakeholders and ecosystems in a cross-layer cloud computing
environment (e.g. Federated Privacy Impact Assessment or F-PIA),35 the risk of
unintended consequences in building information architectures which could be used
for different purposes in the future,36 as well as the importance of designing user
interfaces with user-centricity in mind.37
To proactively ensure privacy within the PDE, and given the multiple stakeholders
that could potentially be involved in a PDE scenario, stakeholders should conduct
an F-PIA or similar type of assessment that considers issues arising from data-inmotion in which personal information is transferred among various stakeholders.
At the engineering level, developers should assess whether the infrastructure to
be created could have unintended uses or consequences. For example, could an
additional infrastructure be built on the contemplated one, and what would be its
implications for privacy?38
The PDE should establish its privacy and trustworthiness by ensuring that all
stakeholders in the PDE have common policies, technologies and tools that are
interoperable and consistent in protecting shared data. Personal information should
be handled according to those established rules or trust frameworks, conforming to
promises made at the time of collection.

2. Privacy as the Default Setting
We can all be certain of one thing – the default rules! The power of the default condition
cannot be underestimated. PbD seeks to deliver the maximum degree of privacy
by ensuring that personal data are automatically protected in any given IT system
or business practice. If an individual does nothing, their privacy remains intact! No
action is required on the part of the individual to protect his or her privacy – it is built
into the system, automatically, by default.

35 Information and Privacy Commissioner of Ontario, and Liberty Alliance Project. “The New Federated
Privacy Impact Assessment (F-PIA).” 2009; NEC Company Ltd., and Information and Privacy
Commissioner of Ontario. “Modelling Cloud Computing Architecture without Compromising Privacy: A
Privacy by Design Approach.” (2010).
36 Information and Privacy Commissioner of Ontario, and Kim Cameron. “Wi-Fi Positioning Systems:
Beware of Unintended Consequences.” 2011.
37 Information and Privacy Commissioner of Ontario, Justin B. Weiss. “Privacy by Design and User
Interfaces: Emerging Design Criteria - Keep It User-Centric.” (2012).
38 E.g. permanent identifiers were assigned to Wi-Fi networks devices for communication between those
devices. Eventually those identifiers were used to create Wi-Fi positioning systems to identify the
location of mobile devices.
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It is essential that when the user is in control of all of the data, the default condition
of ‘no action required’ be adopted, as enabled by data minimization, especially in a
multiple identity claims environment. We have written, for example, how in the case
of the Internet, its basic infrastructure was built without an identity layer, meaning that
users do not always know who or what they are connecting to online.39 However, in
creating an identity layer, privacy implications must be identified and addressed.40
In the context of extremely large datasets, i.e. “Big Data,” we have written about the
importance of building privacy (e.g. data minimization41) into technological advances
which seek to capture, store, manage, and analyse personal information.42
In creating the identity layer for the PDE, stakeholders should ensure that privacy
is reflected in the building blocks of the chosen identity metasystem. Privacy
requires data minimization at every stage of the information lifecycle, and if personal
information is not needed, it should never be collected in the first place. Research in
this area is already underway. For example, researchers have embedded privacy into
the use of a PDV on mobile devices, in which a set of filters controls and minimizes
the flow of data from the PDV to third party applications.43 In addition, techniques
exist to perform analytics on anonymized data, which will serve to enhance trust in
information-sharing environments.44

3. Privacy Embedded into Design
Privacy should be embedded into the design and architecture of IT systems and
business practices. It should not be bolted on as an add-on, after the fact. The result
is that privacy becomes an essential component of the core functionality being
delivered. Privacy becomes integral to the system, without diminishing functionality.
It is an opportune time to build privacy into the architecture and design of a PDE
when it is in its nascent stage. We have written extensively about the need to embed
privacy as early as possible into the design of systems in complex information-sharing
environments dealing with large amounts of information.
Embedding privacy must occur within and across the PDE at all levels, including
hardware manufacturing, operating platform, software and thin-client layer, as
well as any outsourced or mobile components. Internal control systems based on
essential preconditions can ensure that only authorized stakeholders in the PDE

39 7 Laws of Identity (n 4).
40 Ibid.
41 To be clear, within a PDV, the individual is free to pursue a policy of ‘data maximization’ about themselves,
i.e. to manage and use as much of their personal data as they wish.
42 PbD in the Age of Big Data (n 6).
43 Shilton, K., J. Burke, D. Estrin, R. Govindan, M. Hansen, J. Kang, and M. Mun. “Designing the Personal
Data Stream: Enabling Participatory Privacy in Mobile Personal Sensing.” (2009), p. 7.
44 PbD in the Age of Big Data (n 6) p. 11.
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can contribute to and access the data. The system design principles of a PDE
architecture where individuals can manage their own data must take into account a
number of additional considerations:45
• Participant Primacy: Users should retain control over their raw data and be
able to make decisions to share subsets of the data. This does not preclude
third parties from keeping copies of the data, if permitted by the individual.
• Data legibility: The system must provide high-level tools and guidance on the
implications of users’ decisions about their data. It allows users to understand
the risks of their participation, and helps them to make better decisions about
data collection, sharing and retention.
• Long-term engagement: The system should encourage the continued
engagement of users by allowing them to check if their data is still visible
and relevant, and through the use of triggers,46 make continuing and ongoing
decisions about their sharing policies.
The use of intelligent agents within the PDE could help users make informed decisions
about their personal information based on, for example, an agent’s observations
and reports.47 In the future, “SmartData” could move the PDE to a more ubiquitous
Privacy by Design PDE. SmartData will consist of Internet-based autonomous,
cognitive agents that act as a data subject’s online surrogate, securely storing one’s
personal information, and intelligently disclosing it based upon the context of the data
request, in accordance with the user’s instructions. 48

4. Full Functionality – Positive-Sum, not Zero-Sum
PbD seeks to accommodate all legitimate interests and objectives in a positivesum, or doubly enabling “win-win” manner, not through a dated, zero-sum
approach, where unnecessary trade-offs are made. It avoids the pretense of false
dichotomies, such as privacy vs. security, demonstrating that it is indeed possible
to have multiple functionalities.
From a positive-sum perspective, privacy can be seen as a business strategy that
brings with it a sustainable competitive advantage, such as enhanced user trust.
Privacy delivers shareholder value, builds trust, strengthens the value chain, and

45 Shilton et al. (n 44).
46 Triggers can be by way of new applications that generate new kinds of data, or by occasional or
periodic verification of agreements with third parties.
47 Shilton et al. (n 44) p. 7.
48 Developed by Dr. George Tomko, Expert-in-Residence at the University of Toronto. Tomko, George
J., Hon Kwan, and Don Borrett. “SmartData: The Need, the Goal, the Challenge.” 2012. For further
information see http://www.ipsi.utoronto.ca.
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gives businesses a competitive advantage.49 If individuals are confident that they
are genuinely in control, they would be more willing to share more information with
organizations, such as preferences, plans and intentions. This is fundamental a “winwin,” i.e., if personal data is truly going to become “the new oil of the Internet,”50
then business interests in deriving the economic value of personal information and
individual interests in maintaining control over personal information must both be met
within the PDE.

5. End-to-End Security – Full Lifecycle Protection
Privacy, having been embedded into the system prior to the first element of information
being collected, extends throughout the entire lifecycle of the data involved, from start
to finish. This ensures that at the end of the process, all data are securely destroyed,
and in a timely fashion. Thus, PbD ensures cradle-to-grave lifecycle management of
personal information, end-to-end.
In the context of systems relevant to the PDE, the IPC has written about security
considerations within a Government 2.0 environment where citizens co-manage
their personal information on a secure infrastructure supported by trusted back-end
systems.51 We have looked at security and cloud services, in which the entire lifespan
of data must be evaluated, including the protection of any significant meta-data that
is generated based on patterns of data access and sharing (including identities of
the data requesters).52 The importance of ensuring the secure destruction of personal
information is an area that warrants strong consideration but is often overlooked.53
It almost goes without saying that security within a PDE must be exemplary. In a multistakeholder ecosystem such as the PDE, this means that it is not enough for most
actors to be secure – all must be secure. Personal information which has reached the
end of its lifecycle in a PDE must be destroyed in a consistently secure and privacyprotected manner. Methods of destruction for paper records include mechanical
(crosscut shredding, pulping, pulverizing), to pieces millimeters in dimension, and
incineration to white ash. For electronic media, methods of secure destruction include
mechanical (degaussing and sanitation / secure erase) to an unusable state. Deleting
files or reformatting hard drives is no longer sufficient to ensure that electronic media
is securely destroyed.

49 Cavoukian, Ann, and Tyler Hamilton. Privacy Payoff: How Successful Businesses Build Customer Trust.
Toronto: McGraw-Hill Ryerson, 2002.
50 Kuneva (n 1).
51 Information and Privacy Commissioner of Ontario. “Privacy and Government 2.0: The Implications of an
Open World.” (2009).
52 Modelling Cloud Computing (n 35).
53 Information and Privacy Commissioner of Ontario, and National Association for Information Destruction
Inc. “Get Rid of It Securely to Keep It Private: Best Practices for the Secure Destruction of Personal
Health Information.” (2009).
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6. Visibility and Transparency – Keep it Open
PbD seeks to assure all stakeholders that whatever the business practice or technology
involved, it is, in fact, operating according to the stated promises and objectives,
subject to independent verification. Its component parts and operations remain visible
and transparent, to users and providers alike. Remember − trust but verify.
Users of a PDE must have a clear understanding of overall data management, access
and sharing by the service provider and third parties. The sense of control over their
personal data that users gain over time, along with the increased sensitivity and
awareness of that data, requires transparency to be the focal point of any PDE business
approach. We have written on the issue of accountability requiring clear organizational
rules, with an explicit commitment to the policies that are the basis for those rules.54
Stakeholders within the PDE should adopt accountable business practices in the
following areas:
1.

Policies and Commitment: PDE stakeholders should have solid policies,
commitments to protect privacy, meaningful transparency, and a
willingness to demonstrate their own capacity to uphold promises and
obligations.

2.

Implementation Mechanisms: PDE stakeholders should have robust
internal standards and controls that integrate privacy into the design of
their systems, as well as processes to guide and support decision-makers.
Practices should incorporate ethics and values-based considerations,
and should fully consider a broad range of their performance risks.

3.

Assurance Practices: PDE stakeholders should have an ability to monitor
and evaluate how they are doing in terms of accountability, and to make
real-time course corrections, where necessary.

7. Respect for User Privacy – Keep it User-Centric
At its core, respecting the user means that, when designing or deploying an
information system, the individual’s privacy rights and interests are accommodated,
right from the outset. User-centricity is designing for the user, anticipating his or her
privacy perceptions, needs, requirements, and default settings.55 It means putting the
interests, needs, and expectations of users first, not those of the organization or its
staff. Empowering users to play active roles in the management of their personal data
may be the single most effective check against abuses and misuses.
54 Information and Privacy Commissioner of Ontario, Hewlett-Packard, and The Centre for Information
Policy Leadership. “Privacy by Design: Essential for Organizational Accountability and Strong Business
Practices.” (2009).
55 McDougall, P. (August 8, 2012). Microsoft IE 10 Makes ‘Do Not Track’ Default, InformationWeek.
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The evolution of a PDE56 is by its very nature aligned with the seventh foundational
principle of PbD, precisely because of its focus on user control. The principle
of ‘Respect for User Privacy – Keep it User-Centric’ requires that architects and
operators keep the interests of the individual uppermost by offering such measures
as strong privacy defaults, appropriate notice, and empowering user-friendly
options. The PDE makes respect for user privacy a cornerstone of its systems,
practices, design and infrastructure. Doing so results in a paradigm shift in the
assumptions about privacy from “organization-centric” to fully user-centric, which
pushes past the current practice of organizational promise-making regarding data
protection and elevates it to ecosystem-wide trust frameworks. PDE transforms
this debate by recognizing privacy as a personal setting where the individual is
empowered to choose what information he/she wishes to share.
This PbD principle has important links to the field of user interface design. User interface
is the system by which people (users) interact with a machine. It includes hardware
(physical) and software (logical) components. Usability is the degree to which the
design of a particular user interface takes into account the human psychology and
physiology of its users, and makes the process of using the system effective, efficient
and satisfying. Usability is mainly a characteristic of the user interface, but is also
associated with the functionalities of the product and the process to design it.
In the context of PbD generally, and of this principle in particular, the notion of
usability is expanded to include the extent to which a system/interface is usable for
the achievement of objectives related to informational self-determination, as well as
for communicating expectations and providing opportunities for feedback that help
shape and clarify those expectations. The field of user interface design is already well
established. From the perspective of user interface design, the privacy challenge
is to make consumers aware of privacy practices without getting in the way of
their experience. Operational aspects of this principle include measures to assure
transparency, attain informed user consent, provide rights of access and correction,
and make effective redress mechanisms available. Organizational policies and
processes should demonstrate the same degree of consideration for users at all
touch points and interactions.

Implementing Privacy by Design in the PDE
It is said that personal data vaults “build out” and data sharing platforms “build in”,
and both meet each other to create the PDE. In many cases, services are evolving
rapidly to become both. The recommendations for Privacy by Design (PbD), given
above, form a strong foundation for what should be done to protect privacy in the

56 Including PDVs and data sharing platforms.
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PDE. In this section, we build upon this foundation by demonstrating what can be
done to protect privacy, by considering two case studies. The first one examines the
personal vault feature offered by Personal.com. While the vault feature is examined
for Personal, they offer additional PDE features, including a data sharing platform.
The second case study examines two data sharing platforms, the Respect Network,
and the Digital Asset Grid.

Case Study: Personal.com’s approach to Privacy by Design
Although there are a number of PDE platforms, we have selected Personal.com as
the illustrative example of how a PbD framework has been applied to a commercial
PDV and personal networks platform.
Personal offers a Web and mobile service to give individuals a data vault and tools
to control, share and gain value from their personal information, including through
personal networks. Using Personal, people can safely and easily aggregate, leverage
and exchange structured data, notes (i.e., unstructured data), and files about their lives
and identities. One key characteristic that distinguishes Personal from other platforms
(e.g., online social networking sites) is that the service enables individuals to easily
enter, import, consolidate and manage information across their lives in digital form, all
while being a user-driven tool, as opposed to one that is centered around an enterprise.
Beyond offering non-economic benefits to users such as secure sharing of important
information, automatic form filling using the data in one’s vault, reuse of data, and
apps to make one’s data even more useful, one part of Personal’s business model is to
create a marketplace in which users drive the value proposition through their data, with
Personal acting as an agent that only benefits economically if the user does.
On Personal, individuals can add or import their data and share it through bundles of
structured and unstructured fields of data and files called Gems (Fig. 4).57 Gems are
organized around specific themes to enable users to efficiently organize and search
for information, as well as to grant and request access to targeted, relevant data with
other users and organizational partners of their choosing. A person can store data in
his or her Gems that cover every area of life, such as passwords, consumer products,
loyalty programs, and financial and health information. Within the vault, an individual
can choose whether to grant another user access to one of their Gems.
In the future, using data stored in his or her own vault, a user will be able to signal an
intention to buy a particular article or service through Personal’s platform to relevant
corporate partners. This information will be shared anonymously (without the email or
name of the user), and the data will be used to attract only relevant and customized
offers that will be sent to the user’s data vault. A user can decide to stop granting

57 Each structured data field represents a different preference, data value or piece of information.
Importantly, users (and no one else) always choose the information to store or import into a Gem.
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Figure 4 – Gems – Containers used for Data and File Storage and Sharing

access to his or her anonymized data and thus stop receiving offers to his or her
data vault, at any time. If the user obtains value in the form of a discount or cash
back through this fair exchange of their data, Personal will charge the merchant a
transaction fee that is a small percentage of the value realized by the user. In this way,
the financial interests of the user and Personal are closely aligned.
Personal has embedded Privacy by Design directly into its platform, with examples
relating to data and network control, transparency, security, portability, and data
minimization, found below.

Data and Network Control
Gems contain fields of structured or unstructured data, in addition to files, and are
organized by category. The data fields contain either sensitive or non-sensitive data,
and, in some cases, Personal goes beyond these definitions to designate certain
fields as “sensitive” that would not otherwise have been designated as such, under
applicable laws. Any data marked “sensitive” is encrypted within Personal (noted
by a lock next to the field) and can only be viewed with the password that the user
chooses. All files and photos uploaded to Gems are also encrypted. Only the user
knows the password, which Personal does not store.
Everything a user does on Personal is initiated by a user’s affirmative action. Only
the user can grant access to his or her data stored on Personal. Access is always
permission-based, and happens within a given session. This means that there is no
such thing as uncontrolled access to one’s information without the user intending
and confirming that another person may have such a right of access. The user alone
controls the data to import or manually input into the data vault, whether to grant
access to an entire Gem or part of one, and deciding who will receive access. Most
important, each Gem may be shared with as many or as few users or organizations
on the Personal platform as the initiating user chooses. This is, in a real sense, the
opposite of the current enterprise-centric model. Further, users can either provide
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viewing-only access to a Gem or access that allows another user to adopt the
information as the person’s own; users may revoke access privileges to data granted
on a viewing-only access basis, at any time.
On a more technical level, once a user decides to grant access to one or more
Gems, the system creates a “valet” key for the user that is the intended recipient
of the grant. The user who has been granted access must then use his or her
password to access the particular information, providing a second layer of
encryption and password protection for the data. Personal cannot use the “valet”
key – only the intended user may use it. In addition, Gems are content-specific,
ensuring that the personal data residing within them is an accurate, adequate and
reliable representation of the user’s information.

Transparency
Transparency is a core principle and functionality of Personal. Personal’s user interface
has been designed to advance the user’s control of his or her data and information
exchange. Indeed, the system is designed to tell a user who has access to a user’s
information, at any time. Overall, illustrating who can see what data will help users
understand the consequences of data sharing. Some of these functionalities include:
• When sensitive information is saved in a Gem, it is graphically indicated as
being encrypted.
• Each user has a “Network” tab in his or her account that shows the list of contacts
within a user’s network. A user can grow his or her network by granting access
to his or her Gems to contacts and by being granted access to others’ Gems.
Upon clicking on a contact, the system shows the user exactly which Gems
have been granted to the contact and which Gems the contact has granted to
the user. In this way, the Network features serve as a kind of “personal graph”
for a user’s own information.

Figure 5 – Personal.com feed shows activity regarding Gems
46

Privacy by Design and the Emerging Personal Data Ecosystem

• Along similar lines, Personal also provides each user with a “Feed” showing
each instance of the user having requested or having been granted a Gem
and the identity of the contact. When a new instance of sharing occurs, the
user is alerted to it in real time by a new message appearing in his or her feed
(Fig. 4). The “Feed” is an organic record of who has been granted access to
user data and the data that the user has extended to others.
• Because Personal’s platform is data-driven and the data is stored in structured
form, a user can choose to grant someone access to his or her information at
an entire or multiple Gem level.
• If one user requests a Gem from another user, the second user has the right to
refuse access to it.
• At the present time, users can share information in two ways – either on a viewing/
access-only basis or allowing the import of his or her data into the other user’s
vault (Fig. 5). If the user has granted viewing or access-only rights to the second
user, the first user may always choose to revoke access to his or her Gem.

Figure 6 – Personal.com secure sharing user interface
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Security
Upon registering, users choose a password, which Personal does not store. Instead,
the company uses the bcrypt algorithm. This produces a hash or a long string of letters
and numbers that are stored for comparison with the password users enter. As part
of bcrypt, the password is made more complex through a process called “salting.”
The entire hashing process is then repeated many times through a process known as
“stretching.” This results in strong one-way encryption, meaning that Personal cannot
reverse-engineer your password. Each time users login to Personal, the system will
simply re-run bcrypt on the newly-entered password. The system then compares the
two hashes (the stored one and the computed one) to determine if they match. If so,
a user can login. If the passwords do not match, the login attempt is rejected.
If a user forgets the password or, for some other reason, chooses to reset it, all
sensitive data will be deleted permanently from his or her data vault and, more
generally, from the system. Non-sensitive information will be retained in his or her
data vault. Although it might pose an inconvenience, wiping away this sensitive data
will provide heightened protection for the user in the case of a user-compromised
password or a breach. In addition, it disables personally identifiable data extraction
as the linkage may be broken by removing sensitive data.
Beyond password practices, Personal takes many steps to secure users’ data and
is constantly working to improve them. For example, sensitive data stored in Gems is
encrypted and each Gem containing sensitive data is encrypted uniquely. Personal
also encrypts all user data while in transit from a user’s browser to Personal’s database
servers, whether designated as sensitive or non-sensitive. This includes when users
access their data or grant access to others. Personal also uses secure cookies with
HTTPS to further protect user data.
Personal does not use privacy-threatening third party content delivery networks
(also known as CDNs) that could potentially track users to further ensure that user
data is never exposed. Personal also does not allow third party tracking of users
within its product. In addition, in the context of crash reports, the company has, by
default, filtered out any user data that could appear in fields so that employees are
not inadvertently exposed to any user data. And, Personal does not use data deduplication methods that can raise security and privacy concerns.
Personal purposely avoided using “free analytics” services because, although
arguably free of charge, such tools often “phone home” to the manufacturer, and the
price of use can end up being unintended data exchanges for the user. In addition,
Personal has built its own analytics system to monitor activity in aggregate in its
system, such as number of registrations, number of Gem shares by category, number
of Gems completed, and fields completed. It is important to note that Personal’s
proprietary analytics software focuses only on meta or transactional data within its
system at an aggregate level – and never on the actual data values that a user inputs
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or imports into a particular Gem. In the case of sensitive data, the company has no
technical means whatsoever to access it.
Finally, Personal regularly conducts audits of its security, including penetration testing
by outside firms, and fosters a culture of security and privacy within its company
that touches every employee. Furthermore, the company’s databases have a log
system that records any employee’s entry and access into the databases, ensuring
traceability and control of the user’s data access.

Portability
Personal users have the option to export their own data from their vaults to an
Extensible Markup Language (XML) file, a simple format that is both human and
machine-readable. Personal believes users must be empowered not only to benefit
from their data while on Personal, but also to leave Personal, should they wish to do
so. This option is built into the system, thereby ensuring that, on Personal, people are
truly in control of their data, throughout the entire lifecycle of data use.

Data Minimization
Personal has built a “delete button” into its platform to enable users to easily
delete their accounts. As noted above, too, unlike most other network services, the
system service logs do not contain user data, which is filtered out using Ruby on
Rails’ parameter filtering before the logs or crash reports are written. In addition, the
company uses POST rather than GET requests to keep networking equipment from
inadvertently logging user data. Thus, even logs do not contain any user-provided
data held in a vault once users close their accounts.
Because sharing through Gems is designed to occur at a granular, permission-based
level, data minimization in granting access to information is built into the platform.
In addition, Personal will not grant any third party access to user data, except when
specifically requested by the user or as required by law. Regarding responses to court
authorized processes, such as judicial warrants, Personal will be unable to produce
any decrypted sensitive data, as only the user possesses the password to decrypt
it. In addition, Personal has purposefully minimized the company’s ability to access
user data. For example, since no one within the company (or third party) has a user’s
password, it is not possible for an employee to access sensitive user information.

Personal’s Legal Framework
Personal has also created a legal framework for individuals who share information
with other people, organizations and apps through their vault. These rules govern the
networks that individuals build with their data, and form the legal embodiment of the
platform’s technical features. It starts with the Owner Data Agreement (“ODA”), which
every user agrees to when registering for Personal. The ODA is a legally binding
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contract between the user and Personal that states, among other things, that the
data stored in Personal belongs to the user, only the user controls who gets access
to his or her data, and companies and developers (called “Data Users”) that are
granted access to data by the user are also legally obligated by the ODA. Called
unprecedented and modeling a new legal position,58 the ODA also incorporates
covenants that Data Users must meet to work with Personal, including respect for
user privacy and security and transparency about the use of shared data.59 In this
way, Personal has built into its platform the legal rules for scaling in terms of users and
the businesses, organizations and apps users would like to add to their networks for
granting access to their data for specific, voluntary purposes.

Case Study: Respect Network and SWIFT Digital Asset Grid as
Data Sharing Platforms
The Personal Data Ecosystem envisions multiple PDV providers, with individuals
being able to choose their preferred provider the same way they currently choose
their bank within the global banking network or their email provider within the global
email network.60 PDV providers will be interoperable through data sharing platforms.
To use an analogy, a data sharing platform is to PDVs and businesses what a credit
card network is to banks and merchants. Data sharing platforms address three critical
interoperability issues:
1.

Technical interoperability: how PDVs, apps, and businesses can safely
and securely share personal data not just with the necessary permissions
and protections, but with the common semantics needed for all parties to
understand and make use of the data.

2.

Legal interoperability: how PDVs, apps, and businesses can enter into
data sharing relationships in which the appropriate legal assurances
and protections are available to all parties, and which satisfy the
regulatory requirements of the different jurisdictions involved, while
at the same time removing the frictions that often inhibit individuals
and businesses from realizing the full value that can be realized from
trusted personal data sharing.

3.

Business interoperability: how PDVs, apps, and businesses can employ
transparent, sustainable business models that align incentives to help

58 Doc Searls, The Intention Economy: When Customers Take Charge, (Harvard Business Review
Press, 2012), 186.
59 See https://www.personal.com/data-user-covenants.
60 As with email, individuals should also have the option of self-hosting, i.e., running their own PDV, typically
using open source software and hardware designed for this function, such as the Freedom Box. http://
en.wikipedia.org/wiki/Freedom_Box.
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individuals protect and realize the value of their personal data, rather than
track and exploit it in ways that individuals can neither see nor understand.
This three level “stack” in the PDE is often referred to as “BLT” (Business/Legal/
Technical). A diagram of these layers is shown as Figure 7:

BLT: The Business/Legal/Technical Stack

Figure 7 – The BLT layers of the PDE

Examples of PDE data sharing platforms may be found below.

Respect Network
The Respect Network is currently being developed by Respect Network Corporation,
a PDE startup based in San Francisco, and 16 Founding Partner companies around
the world, including Neustar, a trusted neutral provider of real-time information and
analysis internationally, and Swisscom, Switzerland’s leading telecoms provider and
one of the most trusted brands in Europe.61

61 http://respectnetwork.com/founding-partners/
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The foundation of the Respect Network is the Respect Trust Framework,62 the first
global trust framework for personal data listed with the Open Identity Exchange,63 the
international non-profit home for digital trust frameworks. Winner of the Privacy Award
at the 2011 European Identity Conference, the Respect Trust Framework is based on
five core principles for personal data sharing that cross almost all jurisdictions and
Fair Information Practices Principles.64
From this cornerstone, the Respect Network is building out the BLT layers as follows:
1.

Technical interoperability is based on two core technologies: the XDI
(Extensible Data Interchange) open standard format and protocol for
semantic data interchange being developed by the OASIS XDI Technical
Committee65 and the KRL (Kinetic Rules Language) open source eventbased programming language being developed by Kynetx,66 one of the
Respect Network Founding Partners. In particular, the combination of
XDI link contracts—portable, machine-readable permissions for shared
data—and KRL rules—portable, machine-readable instructions for how
to follow an individual’s and businesses policies regarding shared data—
provide a powerful platform for permissioned, protected, personallycontrolled data sharing on a global scale.

2.

Legal interoperability is provided through a modular trust framework
architecture beginning with the Respect Trust Framework as the
overarching set of principles agreed to by all members of the Respect
Network. In addition to the five core principles, the Respect Trust
Framework also defines a peer-to-peer reputation system covering all
members of the network. This reputation system, already implemented
by the Connect.Me social vouching and discovery service,67 provides
additional incentives for all participants to observe the Respect Principles
for personal data.

3.

Business interoperability is based on an open and transparent business
model in which Respect Network access is free for individual members
of the network because business members of the network agree to pay
a relationship fee for the value of the personal data sharing relationships
facilitated by the network. This model is highly analogous to the business

62 http://openidentityexchange.org/trust-frameworks/respect-trust-framework/
63 http://www.openidentityexchange.org/
64 http://en.wikipedia.org/wiki/FTC_Fair_Information_Practice. Note that a full analysis of how the five
Respect Principles map to FIPPs from around the world is included as an appendix to the Respect Trust
Framework.
65 http://www.oasis-open.org/committees/xdi/
66 http://en.wikipedia.org/wiki/Kinetic_Rule_Language
67 https://connect.me/about
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model for the credit card networks, where merchants pay an interchange
fee for the value and convenience of the payment transactions facilitated
by the network. This business model also aligns the interests of individuals
and their PDV providers to protect and realize the value of the personal
data they share over the network.68

SWIFT Digital Asset Grid
SWIFT69 is a member-owned cooperative that provides the communications
platform, products and services to connect more than 10,000 banking
organizations, securities institutions and corporate customers in 212 countries and
territories. SWIFT enables its users to exchange automated, standardized financial
information securely and reliably, thereby lowering costs, reducing operational risk
and eliminating operational inefficiencies.
Launched in 2009, Innotribe is SWIFT’s initiative to enable collaborative innovation
in financial services. Innotribe fosters creative thinking in financial services, through
debating the options (at Innotribe events) and supporting the creation of innovative
new solutions (through the Incubator, Startup Challenge and Proof of Concepts).
The Digital Asset Grid is a research project backed by the Innotribe Incubation Fund,
whose purpose is for banks to provide a platform for secure peer-to-peer data sharing
between trusted people, businesses, and devices. As a data sharing platform, the
SWIFT Digital Asset Grid is a superset of the Respect Network BLT architecture,
which is why Innotribe has been sponsoring work with Respect Network Corporation
and the Respect Network Founding Partners to help develop prototype infrastructure
and applications for the Digital Asset Grid.
The goal of the Digital Asset Grid is to help all participants in the digital economy deal
with the exploding complexity of data by doing for data what SWIFT has already done
for payments: provide a new scalable global network—one that operates parallel
to SWIFT’s existing financial infrastructure—for “digital data banking” i.e. trusted
transactions of any digital asset between any two parties on the network.
This network is designed to act as a digital map that describes the location of the
data, the trust framework(s) under which access to the data is available, the digital
identities who have access to that data, and the access and usage rights these
identities have under those trust framework(s).
This means that from a technical interoperability perspective, the Digital Asset Grid
will use the same XDI and KRL architecture as the Respect Network. However, from
68 In the terminology of VRM (Vendor Relationship Management), these PDV providers are “fourth parties”,
i.e., agents who are acting on behalf of buyers, vs. third parties, who are agents acting on behalf of
sellers. The VRM concept of a fourth party is similar to the concept of a buyer’s agent in real estate.
69 Society for Worldwide Interbank Financial Telecommunication
53

Privacy by Design: From Rhetoric to Reality

a legal and business perspective, it will be a superset because it will encompass
other trust frameworks and business models that extend beyond the personal data
interoperability requirements of the Respect Network. From the perspective of the
legal layer, this superset relationship is illustrated in Figure 8:

Trust Framework Architecture of the Digital Asset Grid

Figure 8 – The trust framework architecture of the Digital Asset Grid

From the perspective of the Personal Data Ecosystem, the development of the
Digital Asset Grid will provide enormous impetus for global adoption of a robust
PDE because it will bring SWIFT’s core skills regarding governance, identity,
security and operational excellence to the establishment of a global data sharing
platform as ubiquitous and reliable as today’s global banking network. This should
enable PDVs to flourish and also encourage widespread development of new PDVpowered applications.

Conclusions
Privacy is all about control − exerting control over the uses of your own personal
information. If control is in the hands of someone other than yourself, then your privacy
may be at risk. Once your data is compromised, the harm has often been done. In the
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words of then-U.S. Supreme Court Justice William Douglas, “Once privacy is invalid,
privacy is gone.” To place control of one’s personal information into the hands of the
data subject is truly a game changer. It moves privacy well beyond the normative
sphere of laws and best practices, and into an actual technological and marketplace
context, characteristic of Privacy by Design (PbD).
These developments are in contrast to the often asymmetrical relationship individuals
have with organizations that collect, use, and disclose their personal information.
Individuals must disclose information every day to different organizations. This results
in fragmented and inefficient interactions between individuals and organizations,
which can be reversed by making the individual the central point of integration for
their personal data.
In this paper we have described the concept of a Personal Data Ecosystem and its
first two key technological and services components, the Personal Data Vault and the
data sharing platform. We have described how the PDE aligns with the concept of
PbD, which also has at its core a focus on the user. In this way PDE can complement
PbD. Given the shift in control occurring in the commercial and public spaces outlined
in this paper, it is with great anticipation that the PDE is being realized.
PbD concepts will be helpful to PDE stakeholders wishing to get ahead of the privacy
challenges we have identified in this paper. For example, simple and intuitive user
interfaces that make it easy and natural for individuals to make decisions about their
privacy will be essential. While regulatory frameworks, policies and procedures may
be adequate for the status quo, to fully realize this paradigm shift, we need to do
further work on the technology side. The idea of individuals having “SmartData”
agents should be pursued. These virtual agents would represent our privacy interests
online and through intelligent algorithms, they would be able to understand context
and inferences about our personal data on the Web held by third party applications
or organizations. Lastly, organizations whose goals are consistent with the PDE must
proactively protect the privacy of their users by undertaking risk assessments and
by making privacy the default setting, through data minimization and other means, at
every stage of the information lifecycle.
Privacy must be embedded into the each layer of the PDE, accompanied by
exemplary systems security and accountable business practices. By following these
measures, the future of privacy will be assured – now, and well into the future.
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Overview of the Organizations
Office of the Information and Privacy Commissioner of Ontario,
Canada (IPC)
The role of the Information and Privacy Commissioner of Ontario, Canada, is set out in
three statutes: the Freedom of Information and Protection of Privacy Act, the Municipal
Freedom of Information and Protection of Privacy Act and the Personal Health Information
Protection Act. The IPC acts independently of government to uphold and promote open
government and the protection of personal privacy. Under the three Acts, the Information
and Privacy Commissioner: resolves access to information appeals and complaints when
government or health-care practitioners and organizations refuse to grant requests for
access or correction; investigates complaints with respect to personal information held by
government or health-care practitioners and organizations; conducts research into access
and privacy issues; comments on proposed government legislation and programs; and
educates the public about Ontario’s access and privacy laws. More at: www.ipc.on.ca and
www.privacybydesign.ca.

Personal.com
Personal (www.personal.com) gives individuals a web and mobile vault for securely sharing
and storing data, notes, files, and photos so they can better manage their lives at home
and work. Built on a privacy- and security-by-design platform, Personal helps individuals
to connect with trusted people, organizations and apps through private networks they
control, and to properly leverage their data so they can realize the most value from it -- all
with the peace of mind that the data remains legally theirs, they know who can access it,
and it cannot be shared without their permission. In addition to being on the web, Personal
is available for iPhone and Android devices, and recently launched the Personal Platform
for developers: http://developer.personal.com/.

Respect Network
Respect Network is building the world’s first trusted personal data network. All members,
both individuals and businesses, subscribe to the Respect Trust Framework, the new
model for personal data sharing that is listed with the Open Identity Exchange and won the
Privacy Award at the 2011 European Identity Conference. Individuals can join the Respect
Network today through the Connect.Me social business card and social directory service
available at http://connect.me/. More information about the Respect Network is available
at http://respectnetwork.com/.

Ctrl-Shift
Ctrl-Shift is a specialist research/consultancy organization focused on helping organizations
understand and respond positively to the changing nature of consumer empowerment.
One of these changes is the trend towards individuals acting as managers and controllers
of their own data. More at: http://ctrl-shift.co.uk/.
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T

he reason I take my role as a Privacy by Design (PbD) Ambassador so seriously
is because, from a privacy perspective, technology has changed the world so
radically that the ONLY way we can be assured of reasonable privacy into the future is
by incorporating PbD into every product and service we create. Privacy is no longer
something that can be honored and protected through good behavior alone, or
through legislation alone. It is something that we have to consciously plan for, design
for, built for, and test for in everything we produce and consume.
The 7 Principles of Privacy by Design give us the blueprint for how to do that, but only
if we follow it will we realize its benefits. In particular, with the Internet protocols and
platforms we are developing for personal clouds and the personal data ecosystem,
it is critical to build in PbD at the very lowest layers. I am proud to be working on
this with the help of Dr. Ann Cavoukian and her staff, the members of the OASIS XDI
Technical Committee, and the Founding Partners of the Respect Network.
I encourage everyone to honor this commitment to PbD because only if we build, live,
and govern by this blueprint will we restore the privacy-respecting society that we
have come dangerously close to losing.

63

Big Privacy: Bridging Big Data and the Personal Data Ecosystem through Privacy by Design

Big Privacy:
Bridging Big Data and the Personal Data
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1. Introduction
Recent technological and business developments have given rise to a new
understanding of personal information. It is now being compared to currency and
energy1—often being referred to as “the new oil.”2 It is an economic asset generated
by the identities and behaviors of individuals and their technological surrogates.
These metaphors, which express its increasing economic value to organizations, ring
especially true in the case of Big Data. Indeed, Big Data derives economic value
from its use of personal information to such an extent that if personal information is
considered to be “the new oil,” then Big Data is the machinery that runs on it.
However, like our current dependence on fossil fuels, Big Data’s current use of
personal information is unsustainable, increasingly resulting in “pollution” via privacy
infringement. At the moment, individuals have little, if any, control over their information’s
use and disclosure in Big Data analytics. In addition to a host of privacy concerns,
this lack of informational self-determination gives rise to an uneven exchange of the
economic value. While the owners of Big Data algorithms profit from their use and
disclosure of personal information, the individuals the personal information relates
to do not—at least not directly. If not properly addressed, the privacy and economic
concerns raised by Big Data threaten to decrease individuals’ willingness to share
their personal information3—in effect, cutting off the flow of the “oil” on which the
analytic “machinery” of Big Data runs.
In order to make the interactions between Big Data and individuals more sustainable—
in other words, to effectively transform this “new oil” into a renewable resource—the
concept of the personal data ecosystem (PDE) has been proposed.4 The PDE is the
emerging landscape of companies and organizations that believe individuals should

1

C. Moiso, R. Minerva. (2012). “Towards a User-Centric Personal Data Ecosystem,” Paper presented at
the 16th International Conference on Intelligence in Next Generation Networks, Berlin, Germany.

2

M. Kuneva. (March 31, 2009). Keynote Speech: Roundtable on Online Data Collection, Targeting and
Profiling, Brussels.

3

See A. Mantelero. (2013). “Competitive value of data protection: the impact of data protection regulation
on online behaviour.” International Data Privacy Law.

4

See World Economic Forum. (2011). Personal Data: The Emergence of a New Asset Class. Retrieved
from http://www3.weforum.org/docs/WEF_ITTC_PersonalDataNewAsset_Report_2011.pdf.
65

Privacy by Design: From Rhetoric to Reality

be in control of their personal information and directly benefit from its use, making
available a growing number of tools and technologies to enable such control.
We have discussed elsewhere how the Privacy by Design framework can be
applied individually to the PDE and to Big Data systems in order to achieve
positive-sum, “win-win” solutions in which individuals maintain control over their
personal information flows, without diminishing system functionality.5 The time has
come, however, to show how Privacy by Design can be applied at a larger scale
to individuals’ online interactions by bringing together the user-centric architecture
of the PDE with the analytic power of Big Data, resulting in a much larger “win-win”
scenario, where privacy and Big Data may coexist in tandem. This new result is
what we call Big Privacy.
In this paper we will:
• Summarize the Big Data privacy challenges and the growing need to restore
trust;
• Provide a definition of Big Privacy that parallels the definition of Big Data;
• Define the seven major architectural elements of Big Privacy:
{{

Personal clouds

{{

Semantic data interchange

{{

Trust frameworks

{{

Identity and data portability

{{

Data-by-reference (and subscription)

{{

Accountable pseudonyms

{{

Contractual data anonymization

• Offer an exemplar showing how these elements are being implemented by the
Respect Network using the OASIS XDI semantic data interchange protocol;
• Summarize how the seven architectural elements of Big Privacy apply the 7
Foundational Principles of Privacy by Design to the unique privacy challenges
of Big Data.

5

66

See A. Cavoukian. (2012). “Privacy by Design and the Emerging Personal Data Ecosystem.” Retrieved
from http://www.ipc.on.ca/images/Resources/pbd-pde.pdf; A. Cavoukian. (2013). “Personal Data
Ecosystem (PDE) – A Privacy by Design Approach to an Individual’s Pursuit of Radical Control.” Digital
Enlightenment; A. Cavoukian, J. Jonas. (2012). “Privacy by Design in the Age of Big Data.” Retrieved
from http://www.ipc.on.ca/images/Resources/pbd-big_data.pdf.
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2. Big Data, Privacy Challenges, and the Need to
Restore Trust
It is worth considering how a term that no one had heard of a few years ago is now
so popular it appears on airport billboards around the world: Big Data. What does
it actually mean?

Definition of Big Data
The first sentence of the Wikipedia article captures the essential concept:
Big data is the term for a collection of data sets so large and complex that
it becomes difficult to process using on-hand database management
tools or traditional data processing applications.6
What’s missing from this capsule definition is the context that Big Data only emerged as
a concept after the convergence of a host of new technologies capable of processing
these very large data sets. These technologies made it possible to capture value that
could not be realized before. And it is a surprisingly long list of technologies—see the
list highlighted below from this excerpt of the Wikipedia definition:
Big data requires exceptional technologies to efficiently process large
quantities of data within tolerable elapsed times. A 2011 McKinsey report
suggests suitable technologies include A/B testing, crowdsourcing,
data fusion and integration, genetic algorithms, machine learning,
natural language processing, signal processing, simulation, time series
analysis, and visualization.
Additional technologies being applied to big data include massively
parallel-processing (MPP) databases, search-based applications, datamining grids, distributed file systems, distributed databases, cloudbased infrastructure (applications, storage, and computing resources),
and the Internet.7

The Privacy Challenges of the Big Data Life Cycle
Any technology or operational practice that operates upon very large data sets of
personally identifiable information (PII) invites heightened privacy concerns. For
example, the clear trend in Big Data towards increased collection, storage, and linkage
of personal data sets raises privacy concerns relating to theft, institutional misuse, and
re-identification, as well as unauthorized access, redistribution, and repurposing of
6

“Big data.” (n.d.). In Wikipedia. Retrieved October 8, 2013, from http://en.wikipedia.org/wiki/Big_data.

7

Ibid.
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personal information. In order to prevent these concerns from becoming real harms,
effective policy and technological measures are required on the part of organizations
that use Big Data analytics, as well as for individuals to whom the data relates. The
IPC has produced two papers on how to address the privacy challenges of Big Data
in different contexts:
• Privacy by Design in the Age of Big Data,”8 which outlines how an advanced
Big Data sensemaking technology was engineered, from the ground up, with
privacy-enhancing features; and
• Introducing Privacy-Protective Surveillance: Achieving Privacy and Effective
Counter-Terrorism,”9 which advances a positive-sum alternative to current
counter-terrorism surveillance systems and shows how its application of
specific “feature/event-based” data analysis through the use of intelligent
virtual agents, homomorphic encryption, and probabilistic graphical models
can be more effective than non-targeted and broad “pattern-based” data
mining, the application of which is questionable in highly sensitive areas such
as counter-terrorism.
Generally speaking, the privacy challenges of Big Data occur across all three phases
of its iterative life cycle: (1) data harvesting, (2) data mining, and (3) application—
which we refer to as the Big Data life cycle (BDLC).10
1. Data Harvesting. As its name implies, Big Data requires a sufficiently large
data set in order for its analytics to generate algorithms that capture new and
unanticipated connections among the data analyzed. The data harvesting
phase of the BDLC is where such a sufficiently large data set is amassed
from various sources including data actively provided by users, passively
generated by their devices, or harvested online.
2. Data Mining. Once a sufficiently large data set has been amassed, it may be
analyzed in the hopes of discovering connections among the data that will
lead to an advancement in knowledge. This process of discovery constitutes
the data mining phase of the BDLC. The result of the data mining phase is
a correlation that generalizes the relationships between the discovered
connections in the form of an algorithm, which produces an output that
8

A. Cavoukian, J. Jonas, (2012). “Privacy by Design in the Age of Big Data.” Retrieved from http://www.
ipc.on.ca/images/Resources/pbd-big_data.pdf.

9

A. Cavoukian, K. El Emam. (2013). “Introducing Privacy-Protective Surveillance: Achieving Privacy and
Effective Counter-Terrorism.” Retrieved from http://www.ipc.on.ca/site_documents/pps.pdf.

10 The phases presented here are used for the purpose of illustrating the privacy challenges associate with
Big Data. As such, they represent a simplification of its overall process. For more complex and technical
discussions of Big Data and its life cycle, see U. Fayyad, G. Piatetsky-Shapiro, and P. Smyth. (Fall 1996).
“From Data Mining to Knowledge Discovery in Databases.” AI Magazine. Retrieved from http://www.
kdnuggets.com/gpspubs/aimag-kdd-overview-1996-Fayyad.pdf; and Centre for Information Policy
Leadership, Hunton & Williams LLP. (February 2013). “Big Data and Analytics: Seeking Foundations for
Effective Privacy Guidance.” http://www.hunton.com/files/Uploads/Documents/News_files/Big_Data_
and_Analytics_February_2013.pdf.
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specifies the degree to which a particular data set exhibits characteristics of
the knowledge advanced by the correlation.
3. Application. A Big Data algorithm by itself is simply the generalized form of a
discovered piece of knowledge. In order for its knowledge to be useful, the
algorithm must be applied to the “real world” where something is at stake.
The application phase of the BDLC is where an algorithm generated in the
data mining phase is then applied to individual data sets in order to produce
insights about a real-world situation. Depending on the data set input into the
algorithm, the insights produced may disclose personal information about the
individuals associated with the data. The following quote from Foster Provost
and Tom Fawcett’s book, Data Science for Business, illustrates some useful
applications of Big Data algorithms:
“For example, one fundamental concept [of Big Data] is that of determining
the similarity of two entities described by data. This ability forms the basis
for various specific tasks. It may be used directly to find customers similar
to a given customer. It forms the core of several prediction algorithms that
estimate a target value such as the expected resource usage of a client or
the probability of a customer to respond to an offer. It is also the basis for
clustering techniques, which group entities by their shared features without a
focused objective. Similarity forms the basis of information retrieval, in which
documents or webpages relevant to a search query are retrieved. Finally, it
underlies several common algorithms for recommendation.”11
Each phase of the BDLC brings with it unique privacy challenges. For example, the
data harvesting phase (phase 1) attempts to amass a sufficiently large data set for
data mining. Often times this amounts to a “grab everything in sight” or “collect first,
ask questions later” approach to data acquisition. Such approaches, however, fly in
the face of the collection limitation privacy principle, according to which there should
be limits placed on the collection of personal information.
In addition, during the data mining phase (phase 2), a new and unanticipated
connection is made. Precisely in making such a connection, however, this phase goes
beyond the original purpose for which the data was collected. Thus, if the data set
contains personal information, such a production of knowledge would conflict with
purpose specificity, which states that personal information should not be used for
purposes other than those specified at the time of collection or those which are not
incompatible with the original purpose. Otherwise consent of the individual is required.
Finally, in applying an algorithm to an individual data set, the application phase (phase
3) will produce insights about a real-world situation, which may disclose personal
information about the individuals associated with the data. If the individual the data
11 F. Provost, T. Fawcett. (2013). Data Science for Business: What you need to know about data mining and
data-analytic thinking. O’Reilly Media, p. xii.
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set pertains to has not consented to such disclosure, however, this practice would
conflict with use limitation, which confines the uses of one’s personal information to
those originally specified at the time of collection, unless the individual has consented
to such other uses. In the case of Big Data, such a consent option is rarely offered
to individuals, let alone given by them. Indeed, the fact that the use of Big Data
algorithms is not known until their actual discovery makes it difficult, if not impossible,
to obtain consent from individuals for secondary uses.
These challenges show how privacy cannot be assured solely by compliance with
regulatory frameworks, which tend to lag behind recent technological developments
such as Big Data. While standard privacy principles are an essential tool for
protecting the privacy of individuals, as a standalone measure, they are nonetheless
insufficient. In order to address the challenges of new technologies such as Big
Data, something more dynamic is needed—something which is able to stay ahead
of the ever-advancing “curve” of technology. We believe this “something” is Privacy
by Design. When applied to the case of Big Data, this means that in addition to a
regulatory framework, what is needed is an ecosystem of technologies and policies
that affords individuals a far greater, indeed “radical” degree of control over their
personal information, from which they may derive considerable benefits.

Restoring Trust with the Personal Data Ecosystem
Since one of the 7 Foundational Principles of Privacy by Design is protection of
personal data across its entire life cycle, with Big Data, we believe this can only be
accomplished through privacy solutions that are equally encompassing. This is where
the personal data ecosystem (PDE) comes in. As mentioned in the Introduction,
the PDE is the set of companies, organizations, and policymakers who believe that
individuals should be in control of their personal information and who are employing
new tools, technologies, and policies to empower them.
The emergence of the PDE at this juncture is no coincidence. Big Data and other
powerful new analytical systems can only exist (comfortably) in their current form so
long as people are largely unaware of the scope and extent to which these systems
gather, use, and trade in PII. But the “Summer of Snowden” has changed all that. Like
a dam breaking, these revelations about the U.S. and other government’s Big Data
gathering and analytic capabilities dramatically raised awareness of how seriously
they impinge on individual privacy, not only in the United States, but worldwide.
So if privacy infringement is the negative externality that Big Data frequently ignores, the
PDE is the emerging positive externality that can turn the combination into a positivesum outcome where both data subjects and Big Data users benefit. The greater the
challenges to privacy and self-determination from Big Data and other quarters, the
stronger the PDE will rise up to meet it, which brings us to the definition of Big Privacy.
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3. A Definition of Big Privacy
Our definition of Big Privacy directly parallels that of Big Data:
Big Privacy is Privacy by Design writ large, i.e., it is the application of the
7 principles of Privacy by Design, not only to individual organizations,
applications, or contexts, but to entire networks, value chains, and
ecosystems, especially those that produce and use Big Data. The goal
of Big Privacy is the systemic protection of personal data and radical
personal control over how it is collected and used. Radical control is an
embodiment of “informational self-determination”—the right enshrined
in the German Constitution relating to the individual’s ability to determine
the fate of one’s information.12 This means that it must be possible to
assure whole populations that their privacy is being respected because
the network, value chain, and/or ecosystem producing and processing
Big Data has implemented Privacy by Design at a system-wide level,
enabling individuals who consent to the use of their personal information
to reap a proportion of the benefits.
It is important to note that in the context of our growing dependence on information
and communications technologies (ICTs), privacy does not equal secrecy of
personal data, it equates to individual control of one’s data. This does not mean that
organizations cannot use, or have no meaningful relationship to, individuals’ personal
data; only that organizations’ processing of personal data must have user-centric
controls in place such as informed consent, purpose specificity, use limitation, etc.
Privacy is not about keeping information secret (hiding information), but rather about
having a right to “informational self-determination,” which may or may not result in
an individual sharing his/her personal information. However, when one’s personal
data is shared by consent, and used to generate an economic benefit by Big Data
users, a portion of that benefit will accrue to the user. In this respect, privacy is highly
contextual and will manifest itself differently, depending on the preferences of the
individual and the different technologies, cultures, and situations to which it is applied.
Within the limits of applicable laws, in a particular context, individuals must be able to
choose whether or not to share:
• Everything about themselves
• Nothing about themselves
• Anything in-between.

12 The term “informational self-determination” was first used in a German constitutional ruling concerning
personal information collected during Germany’s 1983 census.
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Further, to make privacy fully operational means that individuals must be able to
change their mind at any time about what is being shared, and with whom. This
clarification—that privacy is all about control—is critical to this discussion: Big Data
does not necessarily need to get smaller to accommodate the demands of the PDE,
but it does need to get smarter. In addition to harvesting (or not harvesting) personal
data, it must also be able to access individual preferences about the data’s use—or
render the point moot using de-identification tools and other technologies.
There is a second important parallel between the definition of Big Privacy and Big Data.
Just as Big Data emerged through the convergence of a set of powerful new data
processing technologies that were able to handle much larger and more distributed
data sets than ever before, Big Privacy is emerging through the convergence of new
PDE technologies that give individuals greater visibility and more control over their
personal data than ever before. In fact, some of these are the very same technologies
that help to power Big Data.
These technologies must solve complex, highly contextual problems. Not all personal
data is created or wholly owned by individuals. Individuals should have privacy rights
to control access to data such as government identifiers, bank account balances,
medical test results, and purchasing history, but organizations that generated them
may also have a strong interest in relation to that data. Fortunately, for the purposes
of analytics, many of the same forces that have released the Big Data “genie” can,
in fact, be used—not to put it back in the bottle—but to harness its power to help
individuals better control, express, benefit from, and enforce their personal privacy
preferences in relation to organizations. In this way, Big Privacy is empowered to be
a positive-sum, “win-win” approach to privacy and Big Data (never underestimate
the power of “and”). By using some of the same technologies as Big Data and by
embedding them into the design and architecture of the PDE, Big Privacy allows for
the legitimate interests and objectives of privacy and Big Data to coexist, with both
values being achieved in tandem, instead of being positioned as opposing forces.13

4. The Seven Architectural Elements of
Big Privacy
In this section we will describe the seven major new tools, technologies, and policy
innovations that are converging to enable Big Privacy. We will explain where each
of these is in its evolutionary development and how they mutually complement and
reinforce one another.

13 See Section 6 for a further discussion of the positive-sum outcomes of Big Privacy.
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1. Personal Clouds
In March 2012, Gartner announced that:
The reign of the personal computer as the sole corporate access device
is coming to a close, and by 2014, the personal cloud will replace the
personal computer at the center of users’ digital lives.14
The announcement explained that the personal cloud—a virtual compute space in the
cloud controlled entirely by an individual and available to all of that person’s devices—is
becoming as inevitable as the personal computer was in the 1980’s. The report goes on
to cite five major trends supporting this evolutionary leap. For example:
The advent of the cloud for servicing individual users opens a whole
new level of opportunity. Every user can now have a scalable and
nearly infinite set of resources available for whatever they need to do.
Users’ digital activities are far more self-directed than ever before. Users
demand to make their own choices about applications, services and
content, selecting from a nearly limitless collection on the Internet. This
encourages a culture of self-service that users expect in all aspects of
their digital experience. Users can now store their virtual workspace or
digital personality online.15
Gartner is not alone in the industry with this perspective. Doc Searls, founder of
ProjectVRM at the Harvard Berkman Center for Internet and Society16 and author of
The Intention Economy: When Customers Take Charge17 summarizes the inevitability
of personal clouds this way:
1. First computers got personal. This was the PC revolution of the 1980’s.
2. Then the Internet got personal. This was the Web revolution of the 1990’s.
3. Then phones got personal. This was the smartphone revolution of the last
decade.
4. Now clouds are getting personal. And this revolution will happen faster than
any of the previous steps because it’s all in the cloud.
Nowhere is the emergence of personal clouds more relevant than the assertion of
personal privacy on the Internet. The reason is that personal clouds are the first
tool that gives individuals the ability to communicate as peers with companies,
organizations, and governments. During a talk at Privacy/Identity/Innovation 2013,

14 https://www.gartner.com/newsroom/id/1947315
15 Ibid.
16 http://blogs.law.harvard.edu/vrm/
17 http://www.amazon.com/Intention-Economy-When-Customers-Charge/dp/1422158527/
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entitled How Personal Clouds Can Bring about a Sea-Change in Internet Privacy,18
Respect Network founder Drummond Reed put it this way:
Personal clouds fix the power asymmetry that exists today between
individuals and businesses on the Internet. Companies have big iron,
Big Data, big software, and big staffs. Individuals have none of that.
But with personal clouds, individuals can finally tap the power of the
cloud for themselves, and begin to exchange data with companies as
a first-class peer.
Personal cloud technology has itself been evolving rapidly. The earliest forms, called
personal data stores, lockers, or vaults, have been on the market for several years
now from vendors like Personal.com, Mydex, and OwnYourInfo.19 More recently,
larger vendors have been moving into the space, spurred by the success of Dropbox,
Google Drive, and Apple’s iCloud. And open source alternatives such as OwnCloud,
remoteStorage, Cloud OS, and XDI2 are also advancing quickly. So Gartner’s
prediction that “the personal cloud will replace the personal computer at the center of
user’s digital lives by 2014” looks very close to the mark.

2. Semantic Data Interchange
Personal computers were a huge productivity boon when they reached the mass
market in the 1980’s. However, that paled by comparison to what happened after
they became networked in the 1990’s. Nowadays, a PC that is not connected to the
Internet can no longer do many of the tasks that people perform every day, e.g.,
email, Web browsing, social networking (to test that, just try turning off the network on
your computer for a day). And of course, the very newest personal computer—the
smartphone—makes connectivity the very foundation of the platform.
The same will be true of personal clouds. As useful as they are for enabling an
individual to easily share data across his/her own devices and applications, the
real value will come from being able to share data securely and privately between
personal clouds—and between personal clouds and business clouds.
However, just as it took a wide-area networking protocol like TCP/IP to enable the
Internet, a wide-area email protocol like SMTP to enable global email, and a widearea hypertext protocol like HTTP to enable the Web, it will take a wide-area data
sharing protocol to enable private, secure cloud-to-cloud data sharing. This new type
of protocol is called semantic data interchange because, rather than exchanging
data in low-level binary formats (e.g., TCP/IP), or text-based markup languages

18 http://igniteshow.com/videos/how-personal-clouds-can-bring-about-sea-change-internet-privacy/
19 For a detailed description of the offering from Personal.com, see A. Cavoukian. (2012). “Privacy by
Design and the Emerging Personal Data Ecosystem.” Retrieved from http://www.ipc.on.ca/images/
Resources/pbd-pde.pdf.
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(e.g., HMTL or XML over HTTP), it is exchanged in semantic graph formats using
the Resource Description Framework (RDF), JavaScript Object Notation Linked Data
(JSON-LD), or XRI Data Interchange (XDI) standards.
The first advantage of these semantic graph formats is that they enable a rich variety
of data to be much more easily understood and integrated across widely disparate
systems—an essential feature for the interoperability of the personal data ecosystem.
However, from a privacy perspective, there is a second more important advantage:
semantic data interchange can enable machine-readable descriptions of the privacy
preferences and permissions associated with shared data to travel with the data and
be enforced by any system that comes in contact with it.
This feature, known as link contracts in XDI,20 is a potential privacy game-changer.
For the first time, the parties to a data sharing relationship will have a standard way
to share portable, machine-readable policies governing the privacy, security, usage,
and reuse of that data. Further, by adding semantic data interchange to personal
clouds, we now have a way to create globally-scalable peer-to-peer (P2P) networks
where every single individual can exercise a primary benefit of Big Privacy: ongoing,
sustainable control of the personal data he/she has shared with any other personal or
business cloud on the network.
While semantic data interchange is a significant step up from past methods of sharing
context-free data, by itself it does not provide human-like contextual processing of
data. But continuing advances in artificial intelligence, where autonomous agents will
be able to contextually process data more like humans, will give rise to the next wave:
a combination of mobile and cloud-based autonomous agents that can cooperate to
help people make even more relevant and effective data sharing decisions.21

3. Trust Frameworks
What personal clouds and semantic data interchange are to the technology layer of
the PDE, trust frameworks are to the legal and policy level. A trust framework is a new
mechanism for achieving large-scale trust online that consists of two parts:
1. The “tools” are the technical standards and protocols that must be implemented
by the members of a trust community to achieve on-the-wire interoperability;
2. The “rules” are the business, legal, or operational policies that must be followed
in order to achieve the level(s) of security, privacy, and other trust assurances
that the participants in the trust framework desire.

20 https://wiki.oasis-open.org/xdi/LinkContractPattern
21 See G. Tomko, D. Borrett, H. Kwan, G. Steffan. (August 2010). “SmartData: Make the data ‘think’ for
itself.” In Identity in the Information Society. Volume 3, Issue 2, pp. 343–362. Retrieved from http://link.
springer.com/article/10.1007%2Fs12394-010-0047-x; I. Harvey, A. Cavoukian, G. Tomko, D. Borrett, H.
Kwan, D. Hatzinakos (eds.). (2013). SmartData: Privacy Meets Evolutionary Robotics. Springer.
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The trust framework itself is an online document that publishes the tools and rules
together with an assessment and enforcement infrastructure that operationalizes
them. In most cases the document serves as a new type of contract that legally
binds the members of the trust community to the policies. In this fashion, a trust
framework operates on a much higher level than site-specific privacy policies or
Terms of Service (TOS).
Trust frameworks have only become established as major new tools for online trust
after the formation of the Open Identity Exchange (OIX), the first international nonprofit organization for the development of digital trust frameworks, in January 2010.22
Other industry and academic efforts in this area include the Kantara Initiative23 and
the InCommon Federation.24 The following chart summarizes the progress of new
trust frameworks over the past three years.

While all trust frameworks are welcome additions to the Internet trust landscape, from
the perspective of the PDE, the most important ones are user-centric trust frameworks.
Examples include the Mydex Trust Framework25 and the Respect Trust Framework
(discussed in greater detail in the next section). Both are designed expressly to enable
the users of personal clouds to share data with each other, businesses, government
agencies, and other relying parties with strong assurance that its security and privacy
will be respected.
There is particularly strong synergy between personal clouds, semantic data
interchange, and user-centric trust frameworks because personal data shared using
controls such as XDI link contracts can bind the shared data to the policies of the

22 http://www.openidentityexchange.org/
23 http://kantarainitiative.org/
24 http://www.incommonfederation.org/
25 http://openidentityexchange.org/trust-frameworks/mydex-trust-framework
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trust framework. This means that users in the PDE will rarely need to be concerned
about the privacy or security policies of a specific site because they can place their
confidence in the trust framework(s) the site has agreed to. This is a perfect example
of the systemic, end-to-end protection that is a hallmark of Big Privacy.
To operationalize a trust framework, the individuals, businesses, communities, and
service providers participating in it must establish a trust network for which the trust
framework specifies the necessary business, legal, and technical agreements.
In theory, a trust network can operate on a purely peer-to-peer fashion with no
centrally provided services, or it can be supported by specially-chartered service
intermediaries. These intermediaries may provide registration, discovery, reputation,
billing, and other shared services. They should also have neutrality and privacy genes
baked into their organizational DNA, much like the service providers that run today’s
telephone number or DNS registries.
Looking to the future and development of intelligent agents, the goal will be to embed
the “tools” and “rules” of a trust framework within an intelligent agent (“SmartData”)
which becomes the personal surrogate of the data subject. This is another reason
why AI developments must be folded into the PDE.26

4. Identity and Data Portability
The global banking system as we know it today would never have evolved if it did
not give people the freedom to choose their bank and to move their money between
banks at any time they wish. The same was not true of telephone companies: for
many years telephone numbers were not portable. However, with the ascendance
of mobile phones, the need for telephone number portability finally could not be
repressed. In the United States, Local Number Portability (LNP) was mandated by
the FCC in 1996.27
Note that telephone number portability still did not mean data portability. For example,
even if you could port your telephone number to another carrier, you could not port
other data such as your customer records and usage history. That limitation will
simply never work with personal clouds. No individual will entrust storing his/her vital
personal data and credentials with a Cloud Service Provider (CSP) who does not
guarantee the personal cloud owner the right to move 100 percent of that data to a
new CSP—or to self-host it—at any time.
This guarantee must also extend to the identifier(s) used by an individual to
authenticate, authorize, and share his/her data. Just as non-portable telephone
26 See G. Tomko, D. Borrett, H. Kwan, G. Steffan. (August 2010). “SmartData: Make the data ‘think’ for
itself.” In Identity in the Information Society. Volume 3, Issue 2, pp. 343–362. Retrieved from http://link.
springer.com/article/10.1007%2Fs12394-010-0047-x; I. Harvey, A. Cavoukian, G. Tomko, D. Borrett, H.
Kwan, D. Hatzinakos (eds.). (2013). SmartData: Privacy Meets Evolutionary Robotics. Springer.
27 http://en.wikipedia.org/wiki/Local_number_portability#History
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numbers locked customers into the carrier that issued the number, non-portable
identifiers lock customers into other types of data service providers (finance,
insurance, health care, education, etc.).
So a core tenet of the personal data ecosystem is that informational self-determination
can only be achieved if individuals have full portability of both their digital identifiers
and their personal data. However, this architectural requirement is much more easily
stated than implemented, for two reasons:
1. Portable data requires persistent identifiers. If personal data is shared using
identifiers that may change if an individual changes his/her legal name, domain
name, telephone number, email address, or any other type of conventional
address, the sharing relationship will break if the identifier changes. So none
of the identifiers in wide use today meet the requirements of full lifetime identity
and data portability;
2. Portable data requires shared semantics. Just as banks can only interoperate
by recognizing the same currencies, personal and business cloud providers
can only interoperate by recognizing the same data semantics.28 In other
words, if you choose to move your personal cloud from one CSP to another,
100 percent of the data, credentials, and relationships in your personal cloud
need to keep right on working. This means that data portability relies heavily on
semantic data interchange—the two are inseparable.

5. Data-By-Reference (or Subscription)
Today, an organization that needs personal data to do business has no choice but
to store a copy of that data if it requires repeated access—whether for ongoing use,
customer service, personalization, marketing, legal and regulatory compliance, or
Big Data analytics. There is simply no feasible alternative, despite the long list of
drawbacks to personal data storage:
• The cost of building, operating, and maintaining the various databases;
• The need to refresh the data because it is constantly growing stale;
• The regulatory requirements of protecting the privacy of the stored data; and
• The potential liability of costly data breaches.
For these organizations, the PDE represents the first real alternative to personal data
storage: accessing the authoritative record of the data directly from the customer’s
personal cloud. With the speed of modern Internet and database technologies,
the “smarts” of semantic data interchange protocols (and future artificial agents
28 This includes the ability to map and do just-in-time translations between the data semantics used across
different companies, markets, domains, and applications, since we will never have a single universal
language for all data (any more than we have a single universal language for all people).
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sufficiently intelligent to serve as a contextual gatekeeper for one’s personal data),
the protection of user-centric trust frameworks, and the continuous access enabled
by data portability, it will soon be entirely feasible for organizations to store a reference
to the data and access it in a customer’s personal cloud only when needed.
This approach is a Privacy by Design, win-win strategy for both individuals
and organizations:
1. Organizations save money by reducing data storage and maintenance costs;
2. The data is always fresh because the organization is accessing the customer’s
“golden” copy;
3. User control is dramatically increased because the user can adjust or revoke
data access rights directly at his/her personal cloud;
4. Liability for data breaches is dramatically reduced because the organization is
no longer storing the data;
5. The lifetime value of a customer grows if the organization is granted an ongoing
subscription to the customer’s personal cloud; and
6. Customers will accrue benefits, monetary or otherwise, by granting a
subscription to the organization.
As attractive as it is in the near term, data-by-reference is not always possible, either
because of latency or server availability issues, or because the data is encrypted in
the user’s personal cloud and can only be unlocked via a private key to which only
the user has access (e.g., on a local device such as a smartphone or some other safe
place). In this case, a copy of the permissible portion of the personal data the user
is willing to share must still be held by the subscribed business cloud (and strongly
protected). However, as intelligent cloud-based gate keepers (i.e., the managers of
smart data) are developed in the future, it may be imperative to minimize latency and
availability issues with the protective cryptography for some use cases. This may
mean the agents are trusted to hold the user’s private key, or that a user’s self-hosted
personal cloud shares temporary keys to delegate separate temporary and limited
cryptographic control with one or more agents.
However, even in the data-by-subscription scenario there are significant privacy and
trust advantages:
1. Organizations can be notified of personal data changes in real time or near-real time.
2. Updates can be delivered using message-level encryption for high security.
3. Link contracts can govern the continued privacy and security safeguards that
must be observed by the subscriber.
4. The user can continue to exert direct control and benefit from his/her personal
cloud by the continuing subscription.
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Data-by-reference and data-by-subscription are also bidirectional when organizations
are the authoritative sources for some types of personal data such as government
licenses, medical test results, bank account balances, and reputation or credit
scores. The individual may not have direct write access to all of this data, but in many
contexts has rights to control how it is accessed or used. Semantic data interchange
supports the definition and management of references, rights, and subscriptions.

6. Accountable Pseudonyms
The ability of an individual to control the sharing of his/her personal data is inextricably
bound with the ability of an individual to control the identifier(s) he/she shares in a
particular context. Identity is as contextual as privacy; limiting a person’s ability to choose
a contextual identity inherently limits the privacy that person may enjoy, in that context.
Therefore another key tenet of the PDE is that, within the limits of applicable laws,
organizations should offer individuals the choice to use a pseudonym instead of a
verinym (an identifier associated with an individual’s public identity). The privacy
benefits of pseudonyms are widely extolled; one need look no further than the legal
foundation of democratic nations, where voting is required to be pseudonymous in
order to protect the privacy of each voter.
However, supporting pseudonymity does not mean abandoning accountability. For
example, most democratic voting systems permit the pseudonymity of a voter to be
“pierced” by court order to investigate voter fraud or other election irregularities. This
is Privacy by Design at work: the voting system architecture requires that:
1. Before the vote is accepted, the voter must register an association between
the pseudonymous vote and the voter’s verinymous legal identity;
2. At the same time, this association must remain hidden until there is a legal
order to reveal it for an investigation—and even then, it is revealed only to the
investigating parties.
This same principle can be applied to identification in the PDE. For example:
• Personal cloud service providers can offer users the ability to register
pseudonyms that are not publicly associated with the user’s public identity,
but which allow the association to be discovered under a court order or other
process defined in the applicable trust framework;
• User-centric trust frameworks can also specify the de-identification
requirements that must apply when accepting pseudonyms together with the
re-identification requirements necessary to hold the user accountable if he/she
violates the rules of the trust framework (or other legal obligations);
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• User experience designers can make pseudonyms the default for certain
contexts or permit users to select usage of a pseudonym with as little as one
click—while also educating users about accountability mechanisms; and
• Reputation systems can be designed to aggregate reputational feedback
represented by multiple pseudonyms to a single individual, while keeping this
aggregation private within the reputation system until there is valid legal reason
to expose it.
Like data portability, persistent accountable pseudonyms are closely tied with
semantic data interchange—in fact they have specific representations in semantic
graph models. This makes it possible to design pseudonyms directly into the
architecture and trust frameworks for online trust networks—a perfect example of the
type of systemic protection Big Privacy is designed to provide. By baking support
for accountable pseudonymity into the fabric of the PDE, we maximize the value of
pseudonymity to all who need it—including the operators of Big Data repositories for
whom it may be particularly valuable.

7. Contractual Data Anonymization
While accountable pseudonyms give individuals an extra degree of privacy when
sharing data, there are other contexts in which the sharing needs to be completely
anonymous, i.e., unlinkable to an individual’s true identity (or as close to that as
technically possible).
This too is a very hard problem—equal to that of pseudonymity—but on which,
thankfully, much progress has been made. Several technologies have been
developed for de-identification of data sets that can make re-identification extremely
difficult, if not impossible, while ensuring that the level of data quality is appropriate
for the secondary purpose at issue. For example, in the health sector, Dr. Khaled El
Emam, Canada Research Chair in Electronic Health Information at the University of
Ottawa, has developed a framework for de-identifying personal health information
in a manner that simultaneously minimizes both the risk of re-identification and the
degree of distortion to the original database.29
In the context of Big Data, the issue with these technologies is not their effectiveness,
but the control that individuals have over them. Today, that control is effectively zero—
de-identification is performed entirely on the side of organizations or data brokers
using the personal data. So it is little wonder that users have growing concerns

29 See A. Cavoukian, K. El Emam. (2010). “A Positive-Sum Paradigm in Action in the Health Sector.”
Retrieved from http://www.ipc.on.ca/images/Resources/positive-sum-khalid.pdf; K. El Emam, F. Dankar,
R. Issa, E. Jonker, D. Amyot, E. Cogo, J-P. Corriveau, M. Walker, S. Chowdhury, R. Vaillancourt, T. Roffey,
J. Bottomley. (2009). “A Globally Optimal k-Anonymity Method for the De-identification of Health Data,”
in Journal of the American Medical Informatics Association, 16(5): 670–682. Retrieved from http://jamia.
bmj.com/content/16/5/670.
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about whether their personal data has been properly de-identified for usage in Big
Data sets and whether re-identification may occur at any time (especially without
the user’s consent).
The PDE offers two new tools to enable users to wield the power of de-identification
technologies:
1. User-side de-identification. Personal clouds truly bring “the power of the cloud”
to individuals, and there is no better example than applying de-identification
to data stored in or accessed through a personal cloud before it is shared
with a third party. For example, if a user’s personal cloud can access his/her
Electronic Medical Records (EMRs), the user could instruct his/her personal
cloud to de-identify this data according to an agreed-upon standard, prior to
sharing it for a population health study;
2. Contractual data anonymization. Whether or not user-side de-identification is
applied, if a user shares data using a semantic data interchange contract,
the contract can require de-identification, conforming to certain standards or
policies. This machine-readable contract can now travel with the de-identified
data, so that all parties processing it downstream, including Big Data analytics
providers, may continue to uphold the de-identification requirements.
In terms of the “tools and rules” of user-centric trust frameworks, contractual data
anonymization is a privacy-respecting tool that can be matched with a policy
rule requiring trust framework participants to conform to the user’s selected deidentification policy throughout the life cycle of the data (whether for a Big Data life
cycle or any other usage). This is a textbook example of how users can exert the
radical personal control that is the very hallmark of Big Privacy.

5. Exemplar: Respect Network™ and the OASIS
XDI Protocol
The seven architectural elements of Big Privacy are currently being implemented by
many different contributors to the PDE. In this section we will focus on one specific
example: how Respect Network is using the OASIS XDI protocol to build a global
private data sharing network that incorporates all seven elements.
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1. The Respect Network
The Respect Network is an alliance of 33 companies and organizations30 working
together to build the world’s first personal cloud network.31 Representative of all
segments of the PDE, the Founding Partners of the Respect Network currently fall
into eight categories:
1. Commercial Partners
2. Ecosystem Partners
3. Cloud Service Provider (CSP) Partners
4. Development Partners
5. Verification Partners
6. Integration Partners
7. Non-profit Partners
8. Consulting Partners
At the European Identity Conference in May 2011, the Founding Partners announced
their collaboration to create a globally-scalable, peer-to-peer (P2P) network of
personal and business clouds. Any two clouds on the Respect Network may form
connections and securely share data and messages using the open standard OASIS
XDI semantic data interchange protocol (see the next element).32

30 http://respectnetwork.com/founding-partners/ New Founding Partners continue to join each month.
31 http://respectnetwork.com/what-is-respect-network/
32 http://www.oasis-open.org/committees/xdi/
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In many ways the Respect Network resembles the global email network, where:
a) all inboxes have an email address, b) every network endpoint is discoverable
via the Domain Name System (DNS), and c) email messages may be exchanged
directly between any two peers. On the Respect Network: a) all clouds have an XDI
address, b) every network endpoint is discoverable via the XDI discovery protocol,
and c) XDI messages can be exchanged directly between any two peers. In both
cases there is no centralized middleman that has access to all the messages and all
the data—in effect, every personal and business cloud is practicing “informational
self-determination.”

2. The OASIS XDI Semantic Data Interchange Protocol
When the XDI Technical Committee at OASIS (Organization for the Advancement
of Structured Information Standards) was formed in 2004, its mission was to define
a standard format and protocol for sharing semantic data. This means much more
than putting data into a structured markup language like XML (Extensible Markup
Language)33 or structured format like JSON (JavaScript Object Notation).34 It means
describing the data using a standard semantic graph model so that machines can
“read” the data and make inferences about it.
A simple example is two common forms of identification: business cards and driver’s
licenses. Data schemas for business cards, such as vCard, have existed since at
least 1995,35 and for driver’s licenses (in the United States) since 2005.36 However, if
a machine is given one vCard and one electronic driver’s license and then asked if
they describe the same person—a trivial task for a human—the machine would find it
extremely difficult to do. This is because vCards and electronic driver’s licenses use
different data schemas.
With semantic data formats, the same semantic statements describing the data (“this
is a person’s first name,” “this is a person’s last name,” “this is a person’s date of
birth”) may be shared across many different data schemas (business cards, driver’s
licenses, insurance records, electronic medical records)—even if they are in different
human languages. So if a machine is asked whether a semantic electronic business
card and a semantic electronic driver’s license describe the same person, it can
answer almost as accurately as a human.
The goal of the XDI Technical Committee is not just a semantic data format, but a
semantic data protocol that enables machines to literally “talk” to each other in a
common language, i.e., to be able to ask and answer questions about data, just as
people do. For example:
33 https://en.wikipedia.org/wiki/XML
34 https://en.wikipedia.org/wiki/JSON
35 https://en.wikipedia.org/wiki/VCard
36 https://en.wikipedia.org/wiki/REAL_ID_Act
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Machine 1: “Do you know the age of this person?”
Machine 2: “Yes, but I cannot give you the exact date.”
Machine 1: “Is she old enough to drive in Michigan?”
Machine 2: “Yes.”
From a privacy perspective, the most powerful feature of XDI as a semantic data
interchange protocol is that it can use semantic statements to describe the rights and
permissions that apply to a specific set of data in a specific context. The result is a
revolutionary new approach to data control called a link contract. An XDI link contract
functions just like a real-world contract except that is readable by a machine and can
include policy expression statements that are enforceable by machines. So once an
individual approves a link contract granting a set of permissions to his/her personal
data (e.g., to read it, modify it, copy it, move it, reshare it, delete it), that individual’s
personal cloud can then automatically enforce those permissions.
Most importantly, since the link contract itself is written in XDI, these permissions can
travel with the data. This means that any other system that requires a copy of the data
can also have a machine-readable copy of the link contract that covers it. So we can
finally start using the growing intelligence of our machines and networks to enhance
our privacy instead of leading to its erosion.
In the future, this methodology can extend even further. Using a technology referred
to as “SmartData,”37 an intelligent agent will empower personal data by wrapping
it in a “cloak of intelligence” such that it now becomes an individual’s virtual proxy
in cyberspace, controlling the release of his/her data in accordance with the user’s
preferences. As a result, personal data can be stored and shared as a constituent
of the binary string specifying the intelligent agent. Such an agent would proactively
build in privacy and security right from the outset, so that nothing is treated as an
afterthought. It would embody a foundation of control and trust within the technology
itself as the first line of defense, incorporating the principles of purpose specification,
personal consent, security, and use limitation.

3. The Respect Trust Framework
The inspiration for the Respect Network was the idea of creating a trust framework
“of the people, by the people, for the people,” i.e., where the tools and rules are
designed from the outset to uphold the 7th principle of Privacy by Design: Respect for
Users—Keep It User-Centric.

37 See G. Tomko, D. Borrett, H. Kwan, G. Steffan. (August 2010). “SmartData: Make the data ‘think’ for
itself.” In Identity in the Information Society. Volume 3, Issue 2, pp. 343–362. Retrieved from http://link.
springer.com/article/10.1007%2Fs12394-010-0047-x; I. Harvey, A. Cavoukian, G. Tomko, D. Borrett, H.
Kwan, D. Hatzinakos (eds.). (2013). SmartData: Privacy Meets Evolutionary Robotics. Springer.
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To do this, Respect Network legal architect Scott David worked with the Respect
Network founders to condense Fair Information Practice Principles (FIPPs) from
around the world into five core principles, called the Respect Principles. These are
the rules to which all members of the network (both individuals and businesses) must
agree. The five principles are presented in their entirety below:

Principle
1. Promise

Synopsis

Wording

We will respect each
other’s digital boundaries

Every Member promises to respect
the right of every other Member to
control the identity and personal data
they share within the network and the
communications they receive within
the network.

2. Permission

We will negotiate with each
other in good faith

As part of this promise, every
Member agrees that all sharing
of identity and personal data and
sending of communications will be
by permission, and to be honest and
direct about the purpose(s) for which
permission is sought.

3. Protection

We will protect the identity
and data entrusted to us

As part of this promise, every
Member
agrees
to
provide
reasonable protection for the privacy
and security of identity and personal
data shared with that Member.

4. Portability

We will support other
Members’ freedom of
movement

As part of this promise, every Member
agrees to ensure the portability of the
identity and personal data shared
with that Member.

We will reasonably
cooperate for the good of
all Members

As part of this promise, every
Member agrees to share the
reputation metadata necessary for
the health of the network, including
feedback about compliance with this
trust framework, and to not engage
in any practices intended to game or
subvert the reputation system.

5. Proof

The final principle, Proof, is the basis for the other core innovation of the Respect Trust
Framework: the entire Respect Network functions as a P2P reputation system, in which
every member who has a verified relationship with another member may provide peer
reputational feedback. This Respect Reputation System creates a strong incentive
for all members to uphold the Respect Principles. It was first implemented by the
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Connect.Me socially-verified reputation service which won the highly esteemed
Privacy Award at the 2011 European Identity Conference.38
The Respect Trust Framework was listed as an open public document with the
international non-profit Open Identity Exchange (OIX) in May 2011.39 It is not
intended to be a “one-size-fits-all” policy tool. Rather, it is designed to be a top-level
“umbrella” trust framework that establishes the smallest and most universal set of
policies that can apply to all members of the trust network. Other more specialized
trust frameworks can then “plug in” to specify more detailed technical and legal
requirements that may apply in specific legal jurisdictions or other trust domains
(e.g., health care, finance, education, etc.).

4. Cloud Names and Cloud Numbers
The fourth architectural element of Big Privacy—identity and data portability—is one
of the most difficult to implement because of a well-known problem with the very
nature of identifiers and identification known as Zooko’s Triangle:40
Zooko’s Triangle essentially says that when it comes to identifiers on a digital network:
“Memorable, Secure, Global—pick any two.” In other words:

• Identifiers that are memorable and secure (like human names) are not globally
unique;
• Identifiers that are memorable and globally unique (like domain names) are very
hard to secure (because it is easy to trick people into using the wrong ones);
• Identifiers that are secure and globally unique (like very long numbers) are
impossible for people to use.

38 http://blog.connect.me/connectme-wins-2011-eic-privacy-award
39 http://openidentityexchange.org/trust-frameworks/respect-trust-framework/
40 https://en.wikipedia.org/wiki/Zooko%27s_triangle
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Zooko’s Triangle is an especially hard problem for the PDE for the following reasons:
a) To protect people’s personal data, identifiers MUST be secure;
b) To achieve lifetime data portability, identifiers MUST be globally unique AND
never need to change (persistent);
c) To be usable by people everywhere, identifiers MUST be memorable.
In order to solve Zooko’s Triangle, the OASIS XDI Technical Committee leveraged the
power of semantic data description. First, they created two types of identifiers to be
used natively in XDI:
1. Cloud names are simple, human-friendly identifiers like =forrest.gump intended
to be very easy for people to remember and use—much like domain names,
only even simpler;
2. Cloud numbers are long strings of letters and numbers known as UUIDs.41
They are globally unique and never need to change, but are also impossible
for ordinary mortals to use—for example, [=]!:uuid:f81d4fae-7dec-11d0-a76500a0c91e0001.
Second, they created a way for XDI to reuse almost any other popular identifier
(email address, phone number, URL, IP address, etc.) using a syntax called a crossreference. For example, here is what an email address looks like when used as an
XDI cross-reference to a person:
=(mailto:forrest.gump@example.com)
Third, they created a standard semantic statement for how one identifier can point
to another. This is how cloud names and cross-references (which are humanmemorable and globally unique) can point to cloud numbers (which are secure and
globally unique—and persistent). For example:
=forrest.gump/$ref/[=]!:uuid:f81d4fae-7dec-11d0-a765-00a0c91e0001
=(mailto:forrest.gump@example.com)/$ref/[=]!:uuid:f81d4fae-7dec-11d0-a76500a0c91e0001
By bringing together three types of identifiers—cloud names, cloud numbers, and
cross-references—the XDI Technical Committee “squared Zooko’s Triangle.” This
means that XDI—as an open standard supported by all Respect Network members—
can satisfy all three requirements of identification in the PDE—human memorability,
security, and global uniqueness and portability. This is why the Respect Network can
standardize on these three types of identifiers for all Respect Network personal and
business clouds.

41 http://en.wikipedia.org/wiki/UUID
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5. Respect Connect and Personal Channels
Social login—the ability for users to register and/or log in at a website using their
social networking account—has become a major feature of social networks like
Facebook, Twitter, LinkedIn, and Google+. It has become so popular with websites
that, as of August 2013, Facebook alone was providing over 850 million social logins
per month.42
However, this practice has been raising growing privacy concerns. To begin with,
users are sharing all their social login activity with a social network whose terms of
service gives it very broad rights to use this information for any purpose. Secondly,
the user’s social login information is not portable—it is locked into the social network
he/she uses for each login. Thirdly, both users and sites using social logins are
building in a growing dependence on the social network as the middleman in every
relationship.
A personal cloud network like Respect Network can solve these problems. The first
major feature the Founding Partners are bringing to market is Respect Connect “safe
single sign-on.”43 It works almost identically to a social login—users just click the
Respect Connect button at a website to register and/or login—but the result is a direct
P2P connection with the user’s own personal cloud. From a privacy standpoint, the
advantages are overwhelming:44
1. The user’s login information remains completely private and under his/her
personal control—there is no middleman with access to all the shared data.
2. The user’s login information is fully portable for life, protected by the portability
principle of the Respect Trust Framework, no matter how often the user
changes his/her cloud service provider or self-hosted personal cloud server.
3. All data sharing is under the XDI open standard, so the user and the site are
not locked in to any proprietary protocols or data schemas.
4. Users and sites can agree on precisely the information a particular individual
is willing to share in a particular context, and do not need to be subject to the
limitations or constrains imposed by a middleman’s policies or protocols.
But the real power of Respect Connect goes far beyond social login. Every Respect
Connect button is an invitation to create a secure, private, persistent peer-to-peer
XDI connection between two personal clouds—or between a personal cloud and
a business cloud. This new form of intelligent communications link is called a
personal channel.
42 http://mashable.com/2013/10/29/facebook-dominates-social-logins/
43 A term coined by VRM (Vendor Relationship Management) pioneer Doc Searls at the May 2011 Internet
Identity Workshop in Mountain View, CA.
44 For more details, see http://respectnetwork.com/webinars/respect-connect/.
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What is unique about XDI personal channels is that they can do both secure
messaging—the semantic equivalent of email, SMS, or instant messaging—and
secure data sharing—the semantic equivalent of the file, photo, and status sharing
popular on social networks and file sharing services like Dropbox, Google Drive,
and Microsoft Skydrive. But in both cases the security, privacy, portability, and
persistence (if desired) is much stronger because on the Respect Network, all cloudto-cloud connections use XDI link contracts anchored in the strong personal privacy
protections (both legal and technical) contained in the Respect Trust Framework.45
It is these protections that finally give websites the choice to no longer store personal
data if it is not absolutely necessary to do so; rather, they can use data-by-reference
(to access the current authoritative record of that data in a user’s personal cloud
over a permissioned personal channel) or data-by-subscription (to receive secure,
authenticated updates when that data changes—for example, when an individual is
moving, changing jobs, changing clothing sizes, getting a mortgage, etc.).

6. Respect Pseudonyms
Systemic control of personal data starts with systemic control of personal identifiers.
So if the PDE is going to support persistent, accountable pseudonyms, this capability
must be proactively designed in, at the system architecture level. This is why it has
been a design goal from the inception of both the Respect Network and the OASIS
XDI Technical Committee.
As explained above, the primary challenges in supporting accountable
pseudonyms are:
1. Making them easy for both individuals and sites to use;

45 For more details see the Respect Network white paper, The Personal Channel: The Extraordinary
Benefits of Communicating Via Personal Clouds, http://respectnetwork.com/papers/.
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2. Enabling them to be portable and persistent;
3. Creating incentives for all parties in the PDE to respect the user’s right for the
pseudonym not to be correlated with the user’s public identity unless there is a
valid legal reason to do so.
To meet these challenges, the Respect Network uses a combination of the technical
capabilities of XDI and the policy capabilities of the Respect Trust Framework.
For example, to make pseudonyms easy to use, support for their use is built directly
into XDI semantics. Rather than the $ref (“reference”) relation discussed previously,
which is a publicly discoverable correlation between one identifier and another
(e.g., a cloud name to a cloud number), the $rep (“replacement”) relation allows one
identifier to privately point to another, i.e., create a correlation that is known to the user
but not to anyone else interacting with the user’s XDI graph. (In fact, to the outside
world, it will look like an entirely separate personal cloud.)
This means, for example, that when using Respect Connect to create a new personal
channel, the user can easily choose an existing pseudonym or instruct his/her primary
personal cloud to register and share a new pseudonym.
Since all pseudonyms on the Respect Network are cloud names and cloud numbers
as described above, they retain all the usability, privacy, portability and persistence
benefits of cloud names and cloud numbers. Persistence is particularly important for
pseudonyms intended for long-lived, privacy-protected engagement in a community,
such as is often needed for academic or political discourse and dissent.
Finally, the Promise Principle of the Respect Trust Framework —“to respect the right
of every other Member to control the identity and personal data they share within
the network”—is the highest level policy establishing the obligation of all Respect
Network members (individuals or businesses) to respect the right of other members
to use accountable pseudonyms where legal identity is not required. This extends
to the design of the Respect Reputation System, where it is critical that a Respect
Pseudonym be held accountable for both positive actions that add to its owner’s
reputation and negative actions that diminish it.

7. Anonymous Link Contracts
To implement contractual data anonymization, the Respect Network employs XDI
link contracts together with a core feature of the XDI semantic graph model called
contextualization. This is the ability to take any XDI graph of data—such as a set of
personal health measurements—and place it into a different XDI context that gives it
new meaning (and subjects it to new operational policies).
In the case of data anonymization, the context is $anon, the special context defined by
the XDI Technical Committee for data to be shared under a link contract that requires
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de-identification. So, for example, when a person’s demographic profile is shared in
the $anon context, the receiving party is contractually agreeing to: a) de-identify the
data (if that has not already been done by the user’s personal cloud—see user-side
de-identification above), and b) keep the data de-identified unless the user provides
explicit opt-in consent (such as to be notified about a possible serious health risk).
Not only does a link contract with a $anon provision codify a legal requirement for
the receiving party to not re-identify the data, but—as we have stressed throughout
this paper—with XDI this link contract can travel along with the data. So if the data is
re-shared (with permission), this obligation can then be passed on to be enforced by
other data analytics providers downstream.
This is the kind of systemic data protection that is required, for example, to make the
patients in a large health-care network comfortable with having their personal healthcare records included in a large-scale Big Data study of population health. There is
no question of the benefits that such analytics can bring—including insights that may
be specifically beneficial to participants in the study—but these benefits can only be
realized if patient’s privacy concerns are adequately addressed. This is the doublyenabling Big Win of Big Data + Big Privacy!

6. How Big Privacy Applies the 7 Foundational
Principles of Privacy by Design
Big Privacy is a further development and extension of the concept of Privacy by
Design. Privacy by Design (PbD) is an internationally recognized46 framework that
addresses the ever-growing and systemic effects of information and communications
technologies and large-scale networked data systems. PbD advances the view
that the future of privacy cannot be assured solely by compliance with regulatory
frameworks; rather, privacy assurance must ideally become an organization’s
default mode of operation. The objectives of PbD—ensuring privacy and gaining
personal control over one’s information and, for organizations, gaining a sustainable
competitive advantage—may be accomplished by practicing the following 7
Foundational Principles:

		 1.

Proactive not Reactive; Preventative not Remedial

		

Privacy as the Default Setting

2.

46 See International Conference of Data Protection and Privacy Commissioners, Jerusalem, Israel.
(October 27–29, 2010), “Resolution on Privacy by Design.” Retrieved from http://www.justice.gov.il/NR/
rdonlyres/F8A79347-170C-4EEF-A0AD-155554558A5F/26502/ResolutiononPrivacybyDesign.pdf; U.S.
Federal Trade Commission. (2012). Protecting Consumer Privacy in an Era of Rapid Change. Retrieved
from http://www.ftc.gov/os/2012/03/120326privacyreport.pdf; European Commission. (2012). “General
Data Protection Regulation.” Retrieved from http://ec.europa.eu/justice/data-protection/document/
review2012/com_2012_11_en.pdf.
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		 3.

Privacy Embedded into Design

		

4.

Full Functionality – Positive-Sum, not Zero-Sum

		

5.

End-to-End Security – Full Lifecycle Protection

		 6.

Visibility and Transparency – Keep it Open

		 7.

Respect for User Privacy – Keep it User-Centric47

In response to the unique privacy challenges posed by Big Data, Big Privacy applies
the 7 Foundational Principles of Privacy by Design to provide systemic protection of
personal data and sustained individual control over how it is collected, used, and
disclosed in the PDE. In this section we will discuss how the 7 architectural elements
of Big Privacy apply the 7 Foundational Principles of Privacy by Design to the unique
privacy challenges of Big Data in the PDE.

1. Proactive not Reactive; Preventative not Remedial
The Privacy by Design approach is characterized by proactive rather than reactive
measures. It anticipates and prevents privacy-invasive events before they happen.
PbD does not wait for privacy risks to materialize, nor does it offer remedies for
resolving privacy infractions once they have occurred—it aims to prevent them from
occurring. In short, Privacy by Design comes before the fact, not after.
The trend in networked systems and information and communications technologies
has driven towards a centralized model of personal information storage where one
company sets all the terms and has access to all the data—in effect, creating a
single giant information silo where individuals are effectively cut off from meaningfully
participating in an economy based on a resource that they themselves produce,
namely their personal information. Privacy risks abound under such a model.
Personal clouds invert the paradigm of information silos by creating a new kind of
network in which all actors are “peers” interacting on a level playing field where
all connections—be they person-to-person, person-to-business, or business-tobusiness—are peer-to-peer, with no “middleman” in between. In other words, in
contrast to the predominant social-media model, no one has access to all the data.
Individuals are empowered to own and control their own data, and to use and share
it with other participants in the PDE on terms that they set and negotiate, as need be.
Personal cloud networks with trust frameworks and semantic data will enable
individuals not only to control the initial release of their data, but to also control its
future life cycle use within Big Data and other systems. While many systems put a
premium on user consent at the time of the access request, personal cloud networks

47 See A. Cavoukian. (2011). “Privacy by Design. The 7 Foundational Principles.” Retrieved from http://
www.ipc.on.ca/images/Resources/7foundationalprinciples.pdf.
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make it possible for users to configure access policies before a requesting party ever
interacts with their personal data or resources. This enables a different relationship
between users and applications (or even other autonomous parties) seeking access:
the owner now offers terms instead of being asked to accept them. This helps to
correct the “power imbalance” between individuals and online service operators, and
between client software and server software.

2. Privacy as the Default Setting
We can all be certain of one thing—the default rules! Privacy by Design seeks to
deliver the maximum degree of privacy by ensuring that personal data is automatically
protected in any given IT system or business practice. If an individual does nothing,
their privacy still remains intact. No action is required on the part of the individual to
protect their privacy—it is built into the system, by default.
Under the model of centralized storage of personal information, privacy is defined by
privacy policies. While these are meant to promote openness and greater transparency
of an organization’s processing of personal information, the vast majority of privacy
policies, in fact, do precisely the opposite—they are typically long, unclear, difficult
to understand, and present terms and conditions on a “take it or leave it” basis. As
a result, organizations are increasingly using them, not as a means of promoting
openness and transparency in their processing of personal information, but rather as
a tool of more aggressive personal information collection practices.
In stark contrast, a trust framework is a network-wide document that legally binds
all members of a trust community—both individuals and organizations—to a set of
business, legal, or operational policies, as a condition of membership. A user-centric
trust framework sets down global terms and conditions for interacting with personal
clouds in a manner that respects the privacy of individuals, with strong assurances of
security. In this way, individuals no longer need to worry about whether their privacy is
being respected in their interactions with organizations or other individuals. Instead,
when operating under a trust framework compatible with Big Privacy, individuals can
be confident that their privacy is being protected because it is automatically built into
the system, by default.

3. Privacy Embedded into Design
Privacy by Design is embedded into the design and architecture of IT systems and
business practices. It is not bolted on as an add-on, after the fact. The result is that
privacy becomes an essential component of the core functionality being delivered.
Privacy is integral to the system, without diminishing functionality.
The very definition of Big Privacy is embedding privacy into the design of the PDE
and how it can be used in the context of Big Data. The PDE is explicitly architected as
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a network of peer-to-peer connectivity over private personal channels that avoid both
information silos and unnecessary “middlemen” between interactions. Connections
are mediated by machine-readable link contracts that enforce the preferences and
permissions a user has provided with regard to shared data. These link contracts
are also designed to travel alongside the data sent to a receiving system so that the
user’s preferences and permissions can continue to be enforced for the complete
life cycle of the data. In addition, a personal cloud network can also provide databy-reference, accountable pseudonymity, and contractual data anonymity, bringing
ground-breaking personal privacy features to thousands or millions of relying parties
so they can meaningfully share and use data fully under the user’s control.

4. Full Functionality – Positive-Sum, not Zero-Sum
Privacy by Design seeks to accommodate all legitimate interests and objectives in
a positive-sum “win-win” manner, not through a dated, zero-sum approach, where
unnecessary trade-offs are made. Privacy by Design avoids the pretense of false
dichotomies, such as privacy vs. security, demonstrating that it is indeed possible
to have both.
A recent Edelman industry study48 found that consumers have never been more
concerned about the security of their personal information and believe that
businesses are mismanaging privacy and security issues. As a result, the study
claims that businesses and organizations must do more to better educate themselves
at handling privacy and security issues—or else they will lose customers’ trust—and
with it, their business.
This study supports a claim which proponents of Privacy by Design have been
making for many years, namely that privacy should be viewed, not as a compliance
issue, but rather as a business issue. Privacy, in other words, is good for business. It
facilitates continuation of valuable business relationships, serves to preserve existing
customers and attract new ones, and fosters the development of a sustainable
competitive advantage. In short, privacy builds consumer confidence and trust.49
In this way, the PDE should not be viewed as a burden to the private sector, but rather
as a boon to it! When users are fully aware—because they are fully in control—of
the privacy implications of their data-sharing decisions, they will not only have more
confidence and trust in making those decisions, but will be more willing to share their
personal information with trusted companies. This will, in turn, stimulate the online

48 See Edelman. (2012). Privacy & Security. The New Drivers of Brand, Reputation and Action. Retrieved
from http://datasecurity.edelman.com/wp-content/uploads/2012/03/Data-Security-Privacy-ExecutiveSummary.pdf.
49 See A. Cavoukian, T. Hamilton. (2002). The Privacy Payoff: How Successful Businesses Build Consumer
Trust. Toronto: McGraw-Hill Ryerson.
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economy and benefit those companies that treat individuals’ personal information in
a respectful manner.
Big Privacy grants users greater control over their personal information by offering
greater choices in terms of providers for identifiers, identity credentials, and personal
clouds. Through identity and data portability, personal identities and data are made
portable across sites and service providers in the PDE. Trust frameworks can bind
every member of a personal cloud network to follow fair information privacy practices
(including providing portability of core data, personal data, policies and relationships),
for mutual benefit and protection. In this way, Big Privacy helps to accommodate all
legitimate interests and objectives in a positive-sum “win-win” manner by providing a
trustworthy platform of interoperability built on maximizing user confidence and trust,
thereby maximizing users’ willingness to share their personal information. As such,
both individuals and creators/owners of Big Data algorithms will benefit.

5. End-to-End Security – Full Lifecycle Protection
Privacy by Design, having been embedded into the system prior to the first element
of information being collected, extends security throughout the entire life cycle of
the data involved. This ensures that all data is securely retained, and then securely
destroyed at the end of the process, in a timely fashion. Thus, Privacy by Design
ensures cradle-to-grave, secure life cycle management of information, end-to-end.
Strong security measures undertaken by a single person, service provider or
business online, become meaningless if all parties in the interaction do not have
compatible policies, practices and technologies. Weak links in security can lead to
data breaches, compromised identity credentials, and identity theft. There is a need
to proactively ensure privacy within any federated identity system, given the privacy
issues arising from data-in-motion between multiple stakeholders.
Personal cloud networks apply protection at the interface of the user and requesting
party; other back-end systems surrounding the resources in question are responsible
for protecting them during their entire life cycle.
Personal information that has reached the end of its life cycle must be destroyed
in a consistently secure and privacy-protective manner. Not replicating personal
information is a powerful way of keeping it more secure throughout its life cycle,
since it prohibits the existence of multiple copies. In the PDE, personal clouds
are the authoritative source for personal information, and businesses may gain
access to it through a “subscription” model. Through the use of data-by-reference,
access to personal information can be terminated when the individual chooses to
delete the data or terminate the relationship. In this way, Big Privacy ensures that
all personal information is securely transmitted, retained, and then destroyed at
the end of its life cycle.
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6. Visibility and Transparency – Keep it Open
Privacy by Design seeks to assure all stakeholders that whatever the business
practice or technology involved, it is in fact operating according to the stated
promises and objectives, subject to independent verification. Its component
parts and operations remain visible and transparent, to users and providers alike.
Remember—trust but verify!
A core premise of the PDE is that users must be given a clear understanding of the
overall context and usage of their personal data, including access and sharing by
any party (including the user’s own Cloud Service Provider). This is currently the only
way to achieve a real sense of control over personal data that will grow over time.
User-centric trust frameworks are the primary Big Privacy mechanism that can
provide this kind of system-wide transparency. Because they are published for public
review and scrutiny, and because they are binding on all members of a trust network
that agree to operate under them, they can establish privacy-respecting practices
that become the norm across broad communities of usage.
Trust framework agreements must also define the assessment, accreditation, and
enforcement mechanisms through which individuals and other stakeholders can
verify and ensure that all members are following fair information privacy practices.
For example, a contextual reputation system, provided as part of a personal cloud
network, can harness the “wisdom of crowds” to observe members on an ongoing
basis, thereby providing them with a powerful incentive to follow the rules established
by the trust framework.

7. Respect for User Privacy – Keep it User-Centric
Above all, Privacy by Design requires architects and operators to keep the interests
of the individual uppermost by offering such measures as strong privacy defaults,
appropriate notice, and empowering user-friendly options. Keep it user-centric!
At its core, respecting the user means that, when designing or deploying an
information system, the individual’s privacy rights and interests are accommodated
right from the outset. User-centricity is anticipating and designing in a person’s
privacy perceptions, needs, requirements, and default settings.50 It means putting
the interests, needs, and expectations of people first, not those of the organization or
its staff. Empowering people to play active roles in the management of their personal
data helps to mitigate abuses and misuses. Adding a contextual reputation system
enabling public feedback when abuses or misuses occur may be an even more
powerful check and balance.

50 P. McDougall. (August 8, 2012). “Microsoft IE 10 Makes ‘Do Not Track’ Default.” InformationWeek.
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The evolution of the PDE is by its very nature aligned with the 7th Foundational Principle
of PbD, precisely because of its focus on user control. The principle of “Respect
for User Privacy – Keep it User-Centric” requires that architects and operators
keep the interests of the individual uppermost by offering such measures as strong
privacy defaults, appropriate notice, empowering user-friendly options and enabling
mechanisms for user feedback. Big Privacy takes user-centricity to the next level
by offering users the convenience and control of a personal cloud; the protection
of a user-centric trust framework; the freedom of identity and data portability, the
advantage of maintaining a pseudonym, rather than only a public identity; and the
ability to share personal data under a link contract that binds the relying party to
maintain anonymity of that data. All of these advancements mean that Big Privacy
will produce a paradigm shift in privacy from an “organization-centric” to a balanced
model which is far more user-centric.

7. Conclusion
Privacy challenges abound in the modern world, especially in Big Data environments
that collect masses of personal information and subject them to machine learning,
natural language processing, signal processing, simulation, time series analysis,
visualization and other analysis. Some algorithms are actually inferred in this fashion
from the data itself, making it difficult to keep any privacy or use limitation guarantees
to the individual, or to anticipate how PII would be used, and then obtain informed
consent before collection. Big Data systems themselves generally have no solution to
this dilemma and treat privacy as an externality. However, a Personal Data Ecosystem
(PDE) of companies and organizations that believe individuals should be in control
of their personal information is emerging, and the PDE is making available a growing
number of tools and technologies to enable this control.
The Privacy by Design framework must be applied jointly to the PDE and to Big Data
in order to achieve positive-sum, “win-win” solutions in which individuals maintain
control over their personal information flows, without diminishing system functionality.
Privacy by Design can be applied at a large scale to individuals’ online interactions
by bringing together the user-centric architecture of the PDE with the analytic power
of Big Data, resulting in a much larger “win-win” scenario, where privacy and Big Data
may coexist, in tandem. This new result is what we call Big Privacy.
Big Privacy pushes past promise-making towards proactive data protection and
elevates compliance from a piece of paper to a network-wide trust framework, with real
time notification, enforcement and feedback mechanisms. Big Privacy transforms the
debate about Big Data by making privacy a user-centric setting where the individual
is empowered to choose not only what information he/she wishes to share, but also
the ways in which it may be shared and under what terms. In this way, individuals may
choose to allow creators/owners of Big Data algorithms to harvest and mine their data
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only if it remains de-identified, through the application of appropriate re-identification
risk measurement procedures.
Big Privacy is Privacy by Design writ large, i.e., it is the application of the seven
principles of Privacy by Design not just to individual organizations, applications, or
contexts, but to entire networks, value chains, and ecosystems, especially those
intended to produce and use Big Data. The goal of Big Privacy is systemic protection
of personal data and radical personal control over how it is collected and used. This
means that it must be possible to assure whole populations that their privacy is being
respected because the network, value chain, and/or ecosystem producing and
processing Big Data has implemented Privacy by Design, at a system-wide level.
Big Privacy comprises the following seven architectural elements which mutually
complement and reinforce one another, while also enabling Big Data to coexist with
privacy objectives:
• Personal clouds linked into personal cloud networks manifest a real, active
PDE; they provide individuals with control of virtual compute capabilities which
proactively protect personal information and engage as peers with other
personal clouds or business clouds on the individual’s terms;
• Semantic data interchange gives individuals fine-grained information sharing
control and enables personal cloud services to attach individuals’ privacy
preferences and policies to their data in a standard, interoperable, and
machine-readable form;
• Trust frameworks provide transparent, open governance of personal cloud
network ecosystems where individuals, organizations, and service providers
are members, contractually binding them to respect the rules and tools
established by the trust framework;
• Identity and data portability provides the ultimate guarantee that individuals
and organizations—not their service providers—control their own data;
• Data-by-reference (or subscription) enables individuals or organizations
to change their minds about how their data may be used—for example, by
revoking the rights of a Big Data system to analyze their data;
• Persistent accountable pseudonyms allow individuals to express themselves
freely but with a certain discretion, remaining within the context of what is
legally acceptable;
• Contractual data anonymization provides a way, along with accountable
pseudonyms, for valuable Big Data systems to operate in compliance with all
privacy regulations and personal preferences, allowing patterns to be found
on an aggregate level without the need to for identifiable personal data.
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In sum, this paper has reviewed the concepts of Big Data, the PDE and Big Privacy.
It has proposed an architectural approach based on Privacy by Design for their
coexistence. It has also presented an exemplar of the solution in the form of the
Respect Network, which is presently building a Big Privacy architecture based on
the OASIS XDI semantic data interchange protocol. As this and other solutions arrive,
they will enable a positive-sum, win-win strategy in which business, governance and
Big Data may all advance in the context of human dignity, privacy, and control—the
Big Win of Big Privacy.
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A

lmost on a daily basis, there seems to be a sensational media headline
proclaiming the death of privacy. Nothing could be further from the truth. While it

is true that people are sharing more information about themselves in new ways and
to larger communities, the protection of customers’ personal information in the mobile
communications space remains of paramount concern. This is true for organizations
of all sizes, from small startups to large technology and social media companies.
Personal data can be effortlessly captured and shared, with little to no transparency,
when using the smartphones, tablets, and countless apps that we now take for
granted. Companies failing to take a Privacy by Design (PbD) approach at the

nascent stage of the development of new technologies and software applications risk
serious harm to their customers and their organizations. A large-scale privacy breach
can lead to the loss of customers and reputation, severe financial impacts through
class action lawsuits, and increased scrutiny by regulators, such as the Federal Trade
Commission.
At the Privacy by Design Research Lab at Arizona State University, we have established
the world’s first virtual environment enabling industry leaders to create guidelines
for businesses worldwide, incorporating PbD into their value chain. It is critical
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that a strong culture of privacy protection be built directly into both organizations
and technologies so that privacy is recognized as a core functionality, and not just
a problem to be overcome. By taking a PbD approach, organizations will produce
competitive advantages leading to a privacy payoff.
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Commissioner’s Foreword
In the decade and a half since my Office first developed the concept of Privacy
by Design (PbD), we have watched it grow from an idea that was often dismissed
as being ‘impossible’ to being refined into a conceptual framework that has now
reached global acceptance. This can be seen in two key moments that have recently
occurred. First, in late-October 2010, an International Resolution was unanimously
passed at the International Data Protection and Privacy Commissioners’ Conference
recognizing PbD as, “an essential component of fundamental privacy protection.”
Second, in December 2010, the U.S. Federal Trade Commission made adopting the
PbD approach the first component of their framework for addressing the commercial
use of consumer data.2 The power of the ‘design it in’ approach to privacy is truly
without borders. Now, as this concept spreads, the only questions that remain are
along the lines of, “We believe in PbD … but how do we do it?”
This operationalization is the next challenge for PbD. Thus, when a chance was
presented to create a Roadmap for Privacy by Design in the mobile communications
industry, I gladly undertook the task. This opportunity arose from a study at Arizona
State University (ASU). The study, run under the auspices of ASU’s newly launched
Privacy by Design Research Lab, looked to capture the insights and expertise of
a panel of industry insiders, who each had on-the-ground, real world experience
with embedding privacy into their organizations and industry. Convened by head
researchers Drs. Marilyn Prosch and Julie Smith David, the expert panel consisted
of top executives from a number of facets of the mobile communications industry,
representing device manufacturers, service providers, and major technology
consulting firms.3 I was happy that the authors of this study asked the experts to
stretch their ideas in considering what was achievable. Too often, we are constrained
by the present in considering the very possible future. While a number of the solutions

2

Federal Trade Commission (Dec. 2010). Protecting Consumer Privacy in an Era of Rapid Change
– A Proposed Framework for Businesses and Policymakers. Available at: http://www.ftc.gov/
os/2010/12/101201privacyreport.pdf.

3

A full description of the methodology and results of this panel will be presented by the ASU researchers
at the IAPP Global Privacy Summit in March 2011.
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presented will take work and time to implement, I believe that none are beyond
our reach, and that they provide useful and implementable guidance on the future
direction of PbD in the mobile space.
The Roadmap for Privacy by Design in the mobile communications industry presented
in this document expands on this initial ASU research, and reflects the high-quality,
innovative contributions of the industry leaders comprising the expert panel, who have
shown their commitment to ensuring the ongoing protection of, and respect for the
privacy of the individuals to whom they provide an important service. We were able to
identify solutions for which the panel had come to a clear consensus, both with regard
to relevance to a given problem and operationalization characteristics, and use these
solutions as the key elements of our Roadmap. In creating this guidance document,
we are striving to demonstrate that Privacy by Design is not an ivory tower concept
or theoretical distraction; it is, instead, an on-the-ground reality based on practical
tools and solutions. As previously discussed by my office, though, Privacy by Design
is a holistic concept that should be applied throughout an organization, end-to-end,
including its information technology, business practices, processes, physical design
and networked infrastructure. Thus, while many of the solutions presented herein
focus on technology, this document should be used as a step towards a holistic PbD
process in the mobile industry.
Over time, it has become increasingly clear to me that in order to fully realize the
privacy protections required for mobile devices and communications, practical tools
are needed to help inform each of the players in that industry how to embed privacy
into their practices according to their role. Some initial work is being done in this area
– the International Working Group on Data Protection in Telecommunications will, for
instance, soon be releasing its recommendations to suppliers and users of mobile
devices in its document, “Mobile Processing of Personal Data and Security.” To these
efforts we now add this Roadmap – the result of an innovative, highly collaborative
effort of a number of excellent minds. I would like to acknowledge all of the individuals
and organizations who have added their considerable expertise to this project, and in
particular, I must thank Richard Purcell, President and Executive Director, and Joseph
Alhadeff, Chairman, of The Privacy Projects, without whose funding the ASU study
could not have been undertaken.

Ann Cavoukian, Ph.D.
Information and Privacy Commissioner			
Ontario, Canada
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1

Introduction

Privacy by Design is a concept that is virally spreading around the globe. The powerful
concept of engineering privacy directly into the design of new technologies, business
practices and networked infrastructure, in order to achieve the doubly-enabled
pairing of functionality and privacy, has gained significant adoption by governments,
researchers and industry, in any number of sectors. Now that the PbD paradigm has
achieved this high level of acceptance, the next major question to be addressed is –
how can PbD best be operationalized?
In the first half of 2010, Arizona State University’s Privacy by Design Research Lab
set out to develop a set of practical tools to answer this question, by focusing on a
particular case study: the mobile communications industry. To achieve this, the
researchers convened an expert panel of top executives in the leading organizations in
this industry, with the goal of identifying and rating the privacy and security challenges
in their growing field – as well as proposing potential solutions – based on their real
world, on-the-ground experiences. Participants based their discussions around the 7
Foundational Principles of Privacy by Design,4 and eventually reached a consensus
on 15 challenges (ranked ‘medium’ to ‘critical’), and 70 associated potential solutions.
In this guidance document, we focus on the solutions presented by the panellists –
in particular, the parties to which responsibility for the implementation of each were
assigned. Distinct trends were noted in the types of solution associated with each party,
and it became clear that the panellists’ responses could be collected into a practical
tool for developers, service providers and users – a Roadmap for Privacy by Design.
Here, we begin by describing the necessity for such a tool in the mobile industry, and
then detail the Roadmap, which begins with the Device Manufacturer, travels through
the OS/Platform Developer, Service Provider, and Application Developer, and ends
with the responsibilities assigned to Users themselves.

2

The Widespread Adoption of Mobile
Communications Technology

Addressing the privacy and security of mobile communications has become
critical, as these devices have reached penetration levels unlike any other major
communications technology (see Figure 1). By the International Telecommunication
Union’s estimates, there are approximately five billion cell phone subscriptions
globally.5 In North America, it is estimated that there are 94 cell phone subscriptions
4

Available at: http://www.ipc.on.ca/images/Resources/7foundationalprinciples.pdf.

5

All estimates and usage statistics in this section are from: International Telecommunications Union (ITU),
“The World in 2010.” http://www.itu.int/ITU-D/ict/material/FactsFigures2010.pdf.
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for every 100 individuals, while in Europe, there are 120 subscriptions per 100
people. Access to mobile networks is available to 90% of the world’s population,
including 80% of the rural population. Usage rates are also staggering – for instance,
over 6.1 trillion SMS messages (i.e. ‘texts’) are sent annually, or approximately
200,000 per second.

Figure 1: Global ICT Development
(Source: International Telecommunications Union, “The World in 2010”)

In addition to this spread, mobile devices are becoming more advanced, as they
are increasingly engineered to be capable of performing most of the same types of
actions as laptop or desktop computers (with the primary exception of applications
that require very high processing power). Internet access, email, data storage and
processing, and the use of first or third party applications, are now commonplace on
any number of mobile devices. On top of the benefits for any time communication
and connection, these advances are making information truly mobile – wherever
they are, users can quickly find, or be provided with, information related to their
immediate interest, location or problem, and can keep vast quantities of digital
resources available at all times. Where the Internet can be said to have sparked an
‘information revolution’, the lesser infrastructure required for deployment and use of
mobile technologies has sparked an ‘access revolution.’
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2.1

Privacy and Mobile Communications

Of course, information passing to and from a single, powerful mobile device raises
potential privacy and security issues. Any concerns that one may have had with
personal computing can now be said to apply to mobile communications technology
– and any concerns about ISPs quickly translate to the central hub for all phone calls
made, text messages sent, and data transferred: the network provider. In addition to
this, a host of current and future issues are raised by the combination of significant
computing power and a portable form factor. Communications to and from the device
will be wireless, by and large – signal interception6 is thus a concern that must be
addressed. Legitimate data transactions also raise privacy concerns, particularly as
location data is increasingly being associated with mobile communications. Unlike
laptop or other portable computers with which users generally engage on an ‘asneeded’ basis, mobile devices are likely to be ‘always-on’ (to allow for reception
of incoming phone calls, text messages, etc.) – as such, tracking the location of a
mobile device will often give a highly accurate impression of its owner’s movements
throughout the day. Finally, the small, portable nature and high value of mobile
devices makes them prone to loss or theft – a significant issue when such devices
are assigned increasingly more functionalities, and store increasingly more personal
or otherwise sensitive data.
The increasing ubiquity and power of mobile devices is beginning to both clarify and
magnify their associated privacy concerns. However, rather than waiting for issues to
arise, academics and industry professionals are looking to get out ahead of the curve,
taking a proactive (rather than reactive) approach to building privacy into the industry
– without losing the significant benefits associated with fully realized functionalities.
This is the heart of Privacy by Design – anticipating and addressing privacy issues
before they become problems, in a positive-sum manner.

3

A Roadmap for Privacy by Design in the
Mobile Communications Industry

Acceptance of the PbD paradigm, and adoption of the 7 Foundational Principles
provides a strong foundation to building privacy into any industry (see Table 1).
However, various players, including industry, government, and even users, are asking
how these principles can be put into practice. They need a roadmap for privacy – a
practical tool that can aid in outlining the steps required to fully embrace the PbD
doctrine. This operationalization is the challenge facing privacy professionals today
– and the one we chose to address for the mobile communications industry below.

6

This includes both criminal and legitimate purpose (e.g. law enforcement) signal interceptions, the latter of
which requires consideration of appropriateness, due process, proportionality, and user notification / control.
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Table 1 − The 7 Foundational Principles of Privacy by Design
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Principle

Description

1. Proactive
not Reactive;
Preventative not
Remedial

The Privacy by Design approach is characterized by proactive rather
than reactive measures. It anticipates and prevents privacy invasive
events before they happen. PbD does not wait for privacy risks to
materialize, nor does it offer remedies for resolving privacy infractions
once they have occurred − it aims to prevent them from occurring. In
short, Privacy by Design comes before-the-fact, not after.

2. Privacy as the
Default Setting

We can all be certain of one thing − the default rules! Privacy by
Design seeks to deliver the maximum degree of privacy by ensuring
that personal data are automatically protected in any given IT system
or business practice. If an individual does nothing, their privacy still
remains intact. No action is required on the part of the individual to
protect their privacy − it is built into the system, by default.

3. Privacy
Embedded into
Design

Privacy by Design is embedded into the design and architecture of IT
systems and business practices. It is not bolted on as an add-on, after
the fact. The result is that privacy becomes an essential component of
the core functionality being delivered. Privacy is integral to the system,
without diminishing functionality.

4. Full
Functionality –
Positive-Sum, not
Zero-Sum

Privacy by Design seeks to accommodate all legitimate interests and
objectives in a positive-sum “win-win” manner, not through a dated,
zero-sum approach, where unnecessary trade-offs are made. Privacy
by Design avoids the pretence of false dichotomies, such as privacy
vs. security, demonstrating that it is possible to have both.

5. End-to-End
Security – Full
Lifecycle
Protection

Privacy by Design, having been embedded into the system prior to
the first element of information being collected, extends securely
throughout the entire lifecycle of the data involved — strong security
measures are essential to privacy, from start to finish. This ensures that
all data are securely retained, and then securely destroyed at the end
of the process, in a timely fashion. Thus, Privacy by Design ensures
cradle to grave, secure lifecycle management of information, end-toend.

6. Visibility and
Transparency –
Keep it Open

Privacy by Design seeks to assure all stakeholders that whatever
the business practice or technology involved, it is in fact, operating
according to the stated promises and objectives, subject to
independent verification. Its component parts and operations remain
visible and transparent, to both users and providers alike. Remember,
trust but verify.

7. Respect for
User Privacy
– Keep it UserCentric

Above all, Privacy by Design requires architects and operators to keep
the interests of the individual uppermost by offering such measures
as strong privacy defaults, appropriate notice, and empowering userfriendly options. Keep it user-centric.
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As noted, a panel of experts strongly versed in both privacy and mobile communications
developed 70 solutions to 15 challenges facing the industry. Importantly, the panellists
also identified which one or more parties had, in their view, primary responsibility
for each solution. Analyzing their responses, it became clear that themes could be
identified in the solutions assigned to each party; the industry representatives were, in
effect, laying out a roadmap of responsibilities that should be met in order to address
the privacy and security challenges of mobile communications.
Even in this laying out of these responsibilities, one of the key insights arising from the
expert panel was the confirmation that “Privacy by Design is a team sport.”7 No single
designer can achieve privacy within an organization, and no single organization can
achieve privacy within an industry. Concurrent with traditional, internal considerations
such as the Privacy Impact Assessment, privacy/security Gap Analysis, and the Threat
Risk Assessment, each of which is becoming common practice within numerous
industries, privacy must be considered in a holistic, ecosystem-wide manner if it is
to be both effective and lasting. It is notable, then, that while the expert panel in
some cases heavily weighted responsibility for a solution towards a single party, there
was no solution for which all of the expert panellists agreed that responsibility could
be assigned exclusively to a single party. Thus, while this Roadmap identifies key
messages for each player individually, the hallmark for success of Privacy by Design
will be collaborative efforts across various parties.
In short, allocating responsibility for any aspect of this Roadmap to a particular party
does not remove the requirement for collaborative efforts across the ecosystem. In
addition, this Roadmap, and the solutions identified by the industry panellists, is not
necessarily comprehensive – the absence of a particular solution does not imply that
it may be discarded, or should not be implemented. Instead, this Roadmap describes
the focal points for each group, as identified by the industry panel. They should be
taken as an insight into the innovative thinking that will be required to fully realise the
promise of PbD.
With the above considerations in mind, we present the Roadmap for Privacy by
Design in the Mobile Communications Industry.

7

A term developed by Oracle Corporation’s Vice President for Global Public Policy, Joseph Alhadeff.
http://www.privacybydesign.ca/content/uploads/2010/03/Going_for_the_gold.ppt.PbD.pdf.
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Table 2 − Roadmap for PbD in the
Mobile Communications Industry: A Snapshot8
Player

Roadmap Features
Sample Solutions Discussed
DM1 – Build privacy protections into the device form factor
DM2 – Allow users to differentiate between roles

Device
Manufacturer
Ensure that the
requisite privacy
tools are built-in,
embedded in
design

DM3 – Consider thin-client mobile devices
DM4 – Develop a privacy wizard to allow protections to be set quickly
and easily
DM5 – Develop at-a-glance feedback mechanisms for data being
collected
DM6 – Create safe disposal and secure destruction mechanisms
Key PbD Principles8
Principle 2 - Privacy as the default setting
Principle 3 - Privacy embedded into design
Principle 5 - End-to-end security – full lifecycle protection
Sample Solutions Discussed
OS/PD1 – Collaborate with the Device Manufacturer

OS / Platform
Developer
Work with device
manufacturers to
integrate controls
and reporting
mechanisms

OS/PD2 – Integrate fine-grained, cross-application privacy controls
OS/PD3 – Regulate applications’ access to device data
OS/PD4 – To the extent practicable, define privacy requirements and
security standards for services provided on the platform
OS/PD5 – Develop reporting mechanisms
Key PbD Principles
Principle 2 - Privacy as the default setting
Principle 3 - Privacy embedded into design
Principle 4 - Full functionality – positive-sum, not zero-sum
Sample Solutions Discussed

Network Providers
Educate your
users, keep the
data safe

NP1 – Use the direct relationship with users to promote privacy
education
NP2 – Protect data travelling through the network
NP3 – Consider the creation of an identity infrastructure for users
Key PbD Principles
Principle 5 - End-to-end security – full lifecycle protection
Principle 6 - Visibility and transparency

8
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Player

Roadmap Features
Sample Solutions Discussed

Application
Developers / Data
Processors

AD/DP1 – Abide by the protections of the Global Privacy Standard

Integrate
privacy into the
development
cycle, and
practice data
minimization
techniques

AD/DP4 – Use privacy-protective default settings

AD/DP2 – Employ notice and informed consent
AD/DP3 – Utilize and document appropriate security practices
AD/DP5 – Ensure end-to-end protection of data
AD/DP6 – Design applications with privacy in mind
Key PbD Principles
Principle 2 - Privacy as the default setting
Principle 4 - Full functionality – positive-sum, not zero-sum
Principle 5 - End-to-end security – full lifecycle protection
Sample Solutions Discussed
AP1 – Develop privacy standards for the mobile industry

All Parties

AP2 – Develop privacy ‘seals’

Develop standards
and privacy
frameworks, as
well as consumerfacing privacy
icons

AP3 – Develop and utilize consumer-facing privacy icons
AP4 – Recognize that transparency, education and awareness are
the keys to trust
Key PbD Principles
Principle 1 - Proactive not reactive; preventative not remedial
Principle 6 - Visibility and transparency
Principle 7 - Respect for user privacy
Sample Solutions Discussed

Users /
Consumers
Control your
data, and use the
settings available
to you

U/C1 – Use the protections provided
U/C2 – Be receptive to privacy messages from service providers or
developers
Key PbD Principles
Principle 1 - Proactive not reactive; preventative not remedial
Principle 7 - Respect for user privacy
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3.1

Device Manufacturers

Ensure that the requisite privacy tools are built in, embedded in design
9

Key Messages:
• Build in any protections that can be made OS/Platform/Application
independent (e.g. automatic encryption of stored data);
• Build in privacy/security tools required by other developer levels
(e.g. multi-factor authentication);
• Build in simple data wipe mechanisms for end-of-life or phone
loss/theft scenarios;
• Determine a means of digitally marking or separating roles (e.g.
youth vs. adult, home vs. work); and
• Ship phones with potentially privacy-invasive features (e.g.
geolocation information accessible by applications) turned off.9

From its infancy, Privacy by Design has had a close relationship with PrivacyEnhancing Technologies (PETs), and, more recently, Transformative Technologies.10
PETs pioneered the notion that technologies may be used to enhance privacy
by building in safeguards – protecting data before it ever reaches a third party.
Transformative technologies extend this notion, designing a PET into a privacyinvasive system to minimize the unnecessary collection, use and disclosure of
personal data, and to promote public confidence and trust in data governance
structures. Through the years, the IPC has profiled a number of such Transformative
Technologies, including Biometric Encryption,11 Secure Visual Object Coding,12 and
a host of other transformative solutions for technologies involved in the Smart Grid,13
IP Geolocation and Online Targeted Advertising,14 and In-Home Health Monitoring.15
Each of these solutions has a common element – they recognize that reliance on
policy and regulation alone is not sufficient, and as such, privacy protections must
9

If, for regulatory (e.g. emergency services must have access to geolocation information) or technical
reasons, the geolocation capability or other functionality of the device cannot be turned entirely off, the
default condition should be that such information is inaccessible to applications not covered by the
regulation. This difference should be made clear to the user, however.

10

See http://www.ipc.on.ca/images/Resources/trans-tech.pdf.

11 See http://www.ipc.on.ca/images/Resources/bio-encryp.pdf.
12 See http://www.ipc.on.ca/images/Findings/mc07-68-ttc.pdf (pg. 12-14).
13 See http://www.privacybydesign.ca/content/uploads/2010/03/achieve-goldstnd.pdf.
14 See http://www.privacybydesign.ca/content/uploads/2010/10/pbd-ip-geo1.pdf.
15 See http://www.ipc.on.ca/images/Resources/pbd-sensor-in-home.pdf.
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be directly built into the technology itself. It is notable, then, that a ‘major-medium’
challenge identified by the panellists was, “a lack of responsibility by device makers
[that] point to service providers as the responsible party.” The industry experts
agreed that the device itself could play a significant role in the protection of privacy
– by building it into the system, by default (PbD Principle 2), embedding privacy
into the design of mobile devices (PbD Principle 3), and providing end-to-end data
lifecycle protections (PbD Principle 5). The panellists’ responses fell into two primary
categories: those built into the operation of the device, and those that engage the user.
Again, we note that these – and most other – solutions may not be solely addressed
by a single industry player (here, the Device Manufacturer). Privacy by Design is a
collaborative process in which all parties must come together to identify and develop
privacy solutions.

3.1.1 Expert Panel Sample Solutions for Device Manufacturers
– Device Operation
DM1 – Build privacy protections into the device form factor: The first category of
Device Manufacturer responsibility notes that the capacities of the device form the
foundation upon which any other privacy protections must be built. Device hardware
is the most difficult aspect of a mobile technology to update – if at all possible. If a
problem occurs, or a feature is lacking, in either the operating system or an individual
application, an update can be pushed out; mistakes can be corrected. However,
if a feature is absent from the form factor of a device, it will likely remain so – only
those individuals purchasing a redesigned model will get the update, not existing
customers. As such, significant planning must be put into the privacy tools that are
built into the device, and made available to the operating system and applications.
In this light, the expert panel has recommended two tools be designed-in to mobile
devices: 1) automatic, seamless encryption of data stored on the device,16 and 2)
meaningful, usable multi-factor authentication capabilities. These protections, in
combination with measures such as an enforced access PIN and/or password, will
serve as a reliable base that the user can expect always to be present, regardless of
the platform, applications or network that he or she engages.
DM2 – Allow users to differentiate between roles: In the same category, at the device
level (in combination with the OS/Platform Developer) an opportunity exists to build
in features which strongly differentiate between different types of users, or the various
roles of single users. Two potential areas of research are presented by the expert
panel on this topic. First, it is recommended that mobile devices might include a
mechanism by which certain interactions could be flagged and prevented based
16 The IPC has again ordered that any Personal Health Information (PHI) carried on a portable device must
be encrypted. See the January 2010 PHIPA Order HO-OO7, “Encrypt Your Mobile Devices: Do It Now,”
available at: http://www.ipc.on.ca/images/Findings/ho-007.pdf. See also PHIPA Order HO-004, issued
in March 2007, available at: http://www.ipc.on.ca/images/Findings/up-3ho_004.pdf.
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on various user profiles or preferences – allowing, for instance, a parent to specify
that the primary user of the phone is a youth, and thus certain data collection or
processing should not be permitted. Care must be taken, however, to prevent future
categorization or identification of the user, should elements of these profiles be
discoverable outside of the device (e.g. a service provider inferring that the device
belongs to a youth because an interaction is blocked). A second area of potential
research is the design of devices with multiple, distinctly separate memory devices
(and, potentially, CPUs) that can be toggled by users – to separate, for instance, home
from work computing. For both of these solutions, deep integration of protection into
the device (at the hardware or OS/Platform level) will allow for additional certainty that
user choice, with regards to his or her identity characteristics when using the device,
will be respected across all applications.
DM3 – Consider thin-client mobile devices: A further area of research raised is the
development of thin-client mobile devices, which would store little or no PI on the
device itself – instead, storing this information on remote servers. Such devices would
allow for a refocusing of security, moving away from device-based protections to focus
on the security of remote servers, whether wholly controlled by a provider or existing
‘in the Cloud.’ Of course, collecting the PI of multiple users in a single location brings
with it its own privacy challenges, including the fact that such a collection might prove
a tempting target for criminals (or advertisers), and could have serious consequences
if breached, leaked or inappropriately reused. Cryptographic protocols would also
likely need to be supported for the transfer of data to and from the device. However,
such an arrangement might be of significant benefit for situations in which the data is
already centrally protected, but mobile access is required (or where the user opts for
this method of remotely storing their data).

3.1.2 Expert Panel Sample Solutions for Device Manufacturers
– Engaging Users
In a second category of panellist solutions assigned to the Device Manufacturer, it
should be noted that the expert panel did not feel the device manufacturer should
consider itself to be disconnected from its end-user. Throughout the lifespan of a
device, opportunities exist for the mobile device maker to engage with the consumer
with respect to privacy provisions. The expert panel suggested, for instance, three
primary points at which privacy options could be made clear to the user.
DM4 – Develop a privacy wizard to allow protections to be set quickly and easily: First,
the panellists suggested that a privacy wizard be developed, that would help parents
and responsible minors set defaults on a device when it was first taken out of the box.
While this solution was initially proposed as a means of differentiating adult users from
children, it could easily be extended to include all privacy options on the device. An
example of this is found in the geolocation feature of many modern mobile devices.
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The expert panel recommended that devices be shipped with this capability turned
off;17 a privacy wizard displayed at the first startup of the device could inform users of
the geolocation capability of the device, describe the potential privacy implications
thereof, and allow users to turn it on, if desired, as well as set any initial ‘locationblocking’ conditions (during particular times of the day, for instance). The usefulness
of the privacy wizard could further be extended by making it a persistent privacy
tool, available to the user throughout the lifespan of the device. This would allow
individuals to easily edit their privacy settings based on their changing circumstances
or experiences. Finally, this privacy wizard might also be driven through the set up of
the mobile sync client on the user’s laptop/desktop computer, should that be the more
appropriate form factor.
DM5 – Develop at-a-glance feedback mechanisms for data being collected: Next,
users should be made aware of when personal information is being collected. Of
course, some information arising from the technical operation of a phone, such as its
broadcast signature, could potentially be used (in combination with other information)
to identify a user. The user should be aware of this possibility, but does not necessarily
need to be constantly notified of its transmission. However, notifications are a useful
tool for those data elements that can be controlled by the user. For instance, an
icon, light or other ‘at-a-glance’ feedback mechanism could be displayed when the
geolocation capability of the device is active, or the data it is generating is accessible
to installed applications. A simple means of switching between open (e.g. locationenabled) and private (e.g. location-blocked) modes might also be provided, such as
a button or switch (alternatively, this easy switch feature could be integrated into the
operating system of the device).
DM6 – Create safe disposal and secure destruction mechanisms: Finally, with the
current focus on safe disposal or recycling of electronic devices,18 and in keeping
with PbD Foundational Principle 5 (End-to-end security – lifecycle protections,
including secure destruction), it is important that both end-of-life and loss-of-use
(should the phone be lost/stolen) protections be built in to allow users the option of
securely deleting any personal or sensitive information on the device. BlackBerry,
for instance, offers this in multiple ways: a device wipe based on multiple incorrect
password entries, an on-device wipe command, and even a remote data wipe option
(after installation of the free BlackBerry Protect program), should the user not be in
possession of the device when the data wipe is required. Each of these wipes can be
customized to include part, or all, of the data on the device, including that stored in
removable memory cards.19

17 See footnote 9.
18 See, for instance, www.recycleyourelectronics.ca.
19 See the IPC’s publication BlackBerry Cleaning: Tips on How to Wipe Your Device Clean on Personal
Data - http://www.ipc.on.ca/images/Resources/blackberry-cleaning.pdf.
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3.2

OS/Platform Developers

Work with device manufacturers to integrate controls and reporting
mechanisms
Key Messages:
• With Device Manufacturers, build in cross-application privacy
protections and security controls;
• Provide a simple, easy-to-understand user interface for such
controls;
• Control data passing from device to applications; and
• Design reporting features that allow the user to be notified of how
data is being collected, by what applications, and whether any
exceptions to his/her privacy preferences have occurred.

The Operating System and Platform of a mobile device are key enablers of
privacy and security protections, due to their central position in virtually all device
interactions. While the OS/Platform may not create or collect significant amounts of
data (particularly if we consider the device, and not the OS/Platform, to be the location
of stored user data), it provides the interface with which other parties must engage
in order to access data, set preferences, or utilize many of the protections built-in by
the Device Manufacturer. As such, the panellists’ focus for OS/Platform Developers
was the building in of tools that could assist other mobile industry players in achieving
their privacy and security goals. They focused on embedding privacy into the design
of technologies (PbD Principle 3) and ensuring that privacy was the default condition
(PbD Principle 2), while maintaining the positive-sum of full functionality alongside
strongly protected privacy (PbD Principle 4).
OS/PD1 – Collaborate with the Device Manufacturer: First, it must be recognized
that the Device Manufacturer alone cannot instantiate a number of the privacy and
security protections that they may desire – the OS/Platform Developer must provide
support for many hardware factors, in order for them to be effective. As such, the
OS/Platform Developer should engage with Device Manufacturers to determine what
privacy measures are in development, and how they can best be integrated into
system functionality. The expert panel in particular noted that the OS/Platform should
ensure that the goal of built-in encryption of device data is fully supported, without
negatively affecting functionality.
OS/PD2 – Integrate fine-grained, cross-application privacy controls: Second, it should
be understood that the OS/Platform is the primary point of connection between the
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device and the user (in combination with the physical form factor). In particular,
the OS/Platform’s user interface is likely to be an individual’s point of most frequent
engagement with the device. It is also the primary point at which the vast majority
of fine-grained, cross-application privacy and security controls may be instantiated,
as the device hardware will provide the user only limited, and most likely binary,
options (a switch to turn geolocation on/off, for example). Thus, it is critical that these
controls are both effective and available to all users, regardless of technical expertise
or comfort level. Being the primary point of contact with the user (and thus his or
her privacy experience), these controls must be easily accessible (as close to the
home screen as possible), understandable (explanations of features should be made
available), and comprehensive (wherever a privacy feature can be instantiated at
the OS/Platform level – rather than the application level – it should be). Of course, in
consideration of the diverse development environments and complexity of functions
across applications, it may not always be possible to enable such cooperative
development of granular cross-application protections. In those situations, OS/
Platform providers should, to the extent practicable, provide application developers
with application programming interfaces (APIs) to privacy functions that can be used
to enable more centralized and seamless preference selection and management.
OS/PD3 – Regulate applications’ access to device data: Third, by allowing varied
levels of access to device information, the OS/Platform can also aid the Application
Developer to realise its goal of data minimization. An application developer could
specify, for instance, the level of granularity needed when accessing the device’s
geolocation feature – accessing or collecting only the data required for the specified
purposes, rather than gathering (in this example) the exact location – transforming it
to the lesser level of precision required for a certain functionality to be provided. This
rule could be applied to any data being collected by an application directly from the
device, rather than needing to be entered by the user.
OS/PD4 – To the extent practicable, define privacy requirements and security
standards for services provided on the platform: While in many instances it will not be
possible to engage with all applications installed by all users, where the opportunity
arises OS/Platform developers should define privacy requirements and security
standards that application developers or other service providers should meet, and
work with relevant service providers to implement these standards in a timely fashion.
Such a system might best be deployed by the provider of any central, official means by
which applications are distributed for a particular platform (e.g. the Apple iPhone App
Store, or BlackBerry’s App World). This data protection should extend throughout the
lifecycle of the data (see PbD Principle 5: End-to-End Security – Lifecycle Protection).
OS/PD5 – Develop reporting mechanisms: Finally, the expert panel noted that, as
the central interface through which on-device data transactions will take place, the
OS/Platform is in a prime position to assist in the monitoring of privacy controls and
practices, to ensure that they are working as intended. A reporting mechanism for
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data accesses and/or exceptions should thus be created, results from which would
be relayed to the user or the service provider for review, as appropriate.

3.3

Network Providers

Educate your users, keep the data safe
Key Messages:
• Educate users about the risks associated with personal
information;
• Complete a threat risk assessment and conduct annual,
independent third party privacy audits; and
• Work to create a federated identity management subsystem.

NP1 – Use the direct relationship with users to promote privacy education: The
relationship between the Network Provider and the consumer is different than that
between consumers and the Device Manufacturer or OS/Platform developer. The
latter two parties create products that will be used by an unknown user; they may
understand a likely demographic, but have no real sense of the properties of any
individual consumer. Network Providers, on the other hand, are in the position of
having a more ‘personal’ relationship with their customers (at the very least, due to
the ongoing payment arrangement). This relationship may also extend beyond the
device - for instance, pamphlets may be included with bill mailings (or electronic bills)
in order to engage the consumer with advice or educational moments with regard to
his or her privacy, during a free moment in his or her day (as opposed to bringing up
messages while he or she is looking to accomplish a task on the device). Thus, in
addition to any ‘in-the-moment’ or ‘how-to’ messages (which might be handled on the
device), the Network Provider may have the opportunity to engage with the consumer
in an ongoing reflection of the ‘why’ of privacy protection.
NP2 – Protect data travelling through the network: In addition to a possible role as
“educator,” the Network Provider plays a central, infrastructure role in the mobile
communications space. As such, it also has a responsibility for protection of the
data that comes across the network. Traditional privacy measurements, such as the
Threat Risk Assessment, Privacy Impact Assessment, and independent third party
privacy audits (along with the implementation of any necessary protections identified
during these processes), are suggested as key tools to ensure that potential risks
and exposures of personal information have been addressed and demonstrate
good privacy practices and controls. Such evaluations look to ensure that the 6th
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PbD Foundational Principle – Visibility and Transparency of business practices and
technologies, with relation to PII – is met.
NP3 – Consider the creation of an identity infrastructure for users: Finally, it was
suggested by the panellists that Network Providers consider developing a Federated
Identity Management system, including privacy broker service elements, for use by
a defined community of services. Such a system would extend the notion of the thinclient device suggested for Device Manufacturers, by centralizing the management
of users’ identity credentials in an off-device location. The user would then be
able to participate in the network with the understanding that any applications or
services in this community wishing to access identity credentials would have to do
so through a defined privacy broker – an alternative means of instantiating crossapplication protections.

3.4

Application Developers / Data Processors

Integrate privacy into the development cycle, and practice data
minimization techniques
Key Messages:
• Practice data minimization;
• Use privacy-protective default settings; and
• Maintain user awareness, and control of, data collection and use.
AD/DP1 – Abide by the protections of the Global Privacy Standard: For most users of
mobile technologies, there will come a point at which on-device privacy protections
will not suffice to protect their data: when he or she chooses to engage with an
application, and sends it, or allows it to access, his or her personal information. At this
point (for many applications), data will be transferred off the device for processing –
and the full range of protections offered by Fair Information Practices as contained in
the Global Privacy Standard (GPS),20 must be engaged by the Application Developer
and/or Data Processor. Permission from the user to access data does not remove
responsibility from the Application Developer (or the associated Data Processor)
for its proper, and limited, handling – a fact noted by the industry panel. The panel
focused, in particular, on the principles of Collection Limitation and Data Minimization
– keeping the collection of personal information to that which is fair, lawful, and limited
to that which is necessary to collect for specified purposes. Of course, this should be
done without sacrificing the application’s functionality, or user experience. The IPC
20 http://www.privacybydesign.ca/content/uploads/2010/06/gps.pdf
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has recently described this as the “Min/Max Principle” – using the minimum amount of
personal information to achieve the maximum functionality – positive-sum at its best.
AD/DP2 – Employ notice and informed consent: When applications require (minimally
necessary) personal information in order to provide a function or service, protections
must be applied to that data throughout its entire lifecycle – from collection, to use/
storage, to destruction. This begins with the principles of Notice and Consent. At
a minimum, the user should be made aware of how PII will be used, how long it
will be retained, how it will be deleted or anonymized, and when and under what
circumstances it will be transferred to other data processors or service providers.
Users should also be able to view, review and control personal information, when
it has not been anonymized. However, the solutions proposed by the expert panel
go further, suggesting that application developers work to ensure that users are
able to exercise informed consent. At the application level, direct engagement with
users allows for a number of opportunities for raising levels of user education and
awareness with regard to privacy. Ideally, these will be targeted at the user who is
cognizant of privacy concerns, but who may not have the time or opportunity to read
lengthy policies, nor explore advanced settings in applications. As such, application
developers may wish to consider quick, simple ways to engage users in the control
of their data - for instance, developing and using universal privacy icons (discussed
further in the next section), building parental settings into applications, or developing
online games to teach children about being ‘safe’ on mobile devices.
AD/DP3 – Utilize and document appropriate security practices: Once personal
information has been collected, data processors should consider themselves to be
custodians of that information, which brings with it a duty of care. Security practices
should be both implemented and clearly documented to restrict access to PII to only
those applications or individuals with a business need to have such access, protect
it from loss, and allow users to revoke access, if needed.
AD/DP4 – Use privacy-protective default settings: In addition, as users are learning
to safeguard their data, the initial conditions that they encounter must be privacyprotective. We know (see PbD Principle 2: Privacy as the Default Setting) that “the
default rules” – in 80% of cases, the default setting is the condition that will prevail.
User privacy can thus be greatly affected simply by designing a privacy-friendly
default case. For instance, a ‘push’ model of data collection – in which the user
chooses when and what data is distributed to applications – will always be a more
privacy-friendly default option than a ‘pull’ model, involving automatic collection (which
may be overlooked by the user). Again, this Roadmap does not seek to limit mobile
functionality (we aim for a win-win scenario; see PbD Principle 4: Full Functionality
– Positive-Sum, not Zero-Sum) – if necessary, the latter choice can be offered to the
user, once he or she has been made aware of any potential risks. It is critical though,
that users be given the ability to exercise control over their data.
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AD/DP5 – Ensure end-to-end protection of data: Finally, as with the mobile devices
themselves, the end-of-life condition of data collected through mobile communications
must be defined (see PbD Principle 5: End-to-End Security – Lifecycle Protection).
There are two complimentary means of doing this, as presented by the panel. First,
organizations should instantiate a process by which all data held should be periodically
assessed to determine the necessity of retaining each data element in consideration
of the purposes for which it was collected, with destruction or anonymization occurring
as necessary. This step will help inform application developers of requirements and
functions related to data retention and allow data processers to be constantly mindful
of their data usage and collection practices, and adjust them, when required, to
obtain the maximal level of data minimization. Secondly, it is recommended (as the top
solution for two separate challenges) that research be conducted into an appropriate
means of tagging or otherwise embedding into data one or more expiry conditions.
These conditions may include a defined use, or a specified time limit, and once the
condition is met, the data would no longer be accessible to the data processor. Such
a mechanism would both assist processors in their data management practices (by
allowing for automatic recognition of data in need of deletion), as well as providing
data subjects with an assurance that data use would be limited to that provided in the
collection notice.
AD/DP6 – Design applications with privacy in mind: To achieve Privacy by Design,
however, the above protections cannot be ‘bolted-on’ after an application is developed.
Instead, privacy should be considered a core functionality, and addressed throughout
the development process. In fact, the overarching theme behind Privacy by Design
is captured in the solution ranked most important, for the only challenge rated as
critical: Application Developers should “design new applications with privacy in mind
right from the outset, and throughout the process and prototyping.”
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3.5

All Parties

Develop standards and privacy frameworks, as well as consumerfacing privacy icons
Key Messages:
• Develop universal, user-facing privacy symbols or icons that
indicate how data will be collected and/or used;
• Develop/reach a consensus on industry standards or frameworks,
indicating that all services meeting the standard will treat personal
information in the same manner;
• Publish privacy guidelines for mobile development; and
• Treat user awareness as a marketing tool.

AP1 – Develop privacy standards for the mobile industry: Within any industry, one
of the most effective means of ensuring that a core functionality is met at an agreed
upon level is the development of standards. Achieving Privacy by Design in the
mobile communications industry, then, will involve the development of industrywide standards and privacy frameworks for the collection and use of data in mobile
technologies and applications. This development cannot be accomplished by any
single party – it requires collaboration between all involved partners, including Device
Manufacturers, OS/Platform Developers, Network Providers, Application Developers,
and representatives for User groups, as applicable. Already, numerous standards
for security in various aspects of mobile communications either exist or are under
development. To name just one example, the SEPIA (Secure Embedded Platform with
Process Isolation and Anonymity) Initiative in the EU is looking to develop standards
(and a certification process) for smartphones and tablets worldwide, which would
build trust that mobile products can be as secure as PCs21 when it comes to storing,
transmitting and processing sensitive (e.g. financial/medical) information. Thus, the
expert panel saw little reason that similar standards could not be developed with
regard to both the on- and off-device protection, and appropriate use of personal
information in mobile technologies and applications. Such standards speak to the
proactive and preventative measures required by PbD Foundational Principle 1
(Proactive not Reactive; Preventative not Remedial).
AP2 – Develop privacy ‘seals’: Once these privacy standards are defined, then certainty
may exist, from the developer, to the advertiser, to the user, that any technology or

21 See: http://bit.ly/gqrj9g.
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application which conforms to a standard will collect, use and/or protect data in a
consistent manner. This would then allow for the creation of ‘seals’ which could be
attached to various technologies or applications22 – and lift significant burden from
the user. Rather than being forced to evaluate every piece of software and hardware
individually, users could define a level of privacy with which they were comfortable,
determine what standard matched that level, and look for products conforming to
it. Research could also be undertaken on whether some of these comparative and
evaluative functions could be automated in the form of discovery, reputation and
policy matching/negotiation services.
AP3 – Develop and utilize consumer-facing privacy icons: In addition, joint
responsibility should be shared in the development of, “a set of easily understood
universal privacy symbols that are displayed when PII is collected by, used by, or
transferred from the mobile device,” as well as policies regarding, “when, how and
the duration [for which] these symbols are to be displayed,” with the goal of creating
visibility and transparency for data collection, usage and disclosure practices (PbD
Principle 6). This notion of ‘at-a-glance’ privacy notifications is not without precedent.
In this area, the IPC received the IAPP’s Privacy Innovation Award for its work in the
field of ‘Privacy Short Notices’ – concise and easily understood notices informing
individuals of how their personal information is being used.23 Similar efforts exist across
numerous fields; the Platform for Privacy Preferences (P3P) Project, for example, was
an effort to allow websites to express their privacy practices in standard, human and
machine-readable formats. These practices could be interpreted by browsers or
other software to provide the user with information about the site’s data collection
and usage policies, or automatically make decisions, when appropriate. Researchers
such as Lorrie Faith Cranor at Carnegie Mellon University have also been investigating
the notion of a “privacy nutrition label” for websites, which they have found improves
both users’ abilities to comprehend privacy policies and improves their satisfaction in
engaging with the information.24
The behavioural advertising industry has also been examining the potential of a
privacy icon to raise awareness of its practices and use of personal data – a process
that may be worthy of examination by the mobile communications industry. Facing
significant scrutiny from privacy advocates, federal regulators and customers who feel
uncomfortable with their online behaviours being ‘tracked’ for advertising purposes, a
range of parties associated with behavioural targeting have looked to develop an icon
to represent, or link to, additional information about advertising practices. It is felt that

22 The IPC, for instance, is currently growing its Privacy by Design Ambassadors program, which provides
a means of labelling those groups, businesses or developers that have applied the PbD Principles
within their organizations. See http://www.privacybydesign.ca/ambassadors/.
23 See:.http://www.ipc.on.ca/english/Resources/Educational-Material/Educational-MaterialSummary/?id=728.
24 Gage Kelley, P., Cesca, L, Bresee, J., and Cranor, L.F. (2010) Standardizing Privacy Notices: An Online
Study of the Nutrition Label Approach.
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greater transparency will lead to greater consumer trust – a hypothesis that is supported
by a 2010 Future of Privacy Forum study that found that adding transparency and choice
to targeted advertising nearly doubled the proportion of survey respondents who stated
that they felt comfortable with the practice, raising it from 23% (without transparency
and choice) to 40%.25 The icon currently adopted is shown in Figure 2.

Figure 2: Evidon’s Advertising Option Icon, or Forward I

Formally called the “Advertising Option Icon,”26 but colloquially known as the “Forward
I,” this icon is displayed in the upper-right corner of online advertisements from
participating companies that are targeted based on “third party, interest-based data.”
Clicking the icon brings up an advertiser-branded window with additional information
and links with descriptions of targeted advertising, FAQs and/or an opt-out screen for
specific interest-based advertising providers.
AP4 – Recognize that transparency, education and awareness are the keys to trust:
The key factor of the two above approaches – the short notice/privacy nutrition label,
and the Forward I, is that they are able to engage the user at very precise moments
in the use of their personal information: the nutrition label, prior to, or at the time of
collection, and the Forward I at the time of use. Transparency in these actions, and
user education and awareness, are key to trust – which, in turn, is key to a lasting
and productive business relationship between a technology/service provider and the
user. Security and the protection of privacy is a key business enabler – this is what we
call the Privacy Payoff.27

25 Future of Privacy Forum Online Behavioural Advertising “Icon” Study. January 25, 2010. http://
futureofprivacy.org/final_report.pdf.
26 http://www.evidon.com/solutions/overview
27 Cavoukian, A. and Hamilton, T. (2002) The Privacy Payoff: How Successful Businesses Build Consumer
Trust. McGraw-Hill.
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3.6

Users / Consumers

Control your data, and use the settings available to you
Key Messages:
• Take responsibility for your data – don’t share it blindly;
• Engage the privacy protections provided to you;
• Determine your privacy preferences, and only engage with
applications and technologies that respect them; and
• Respect the privacy of others.

U/C1 – Use the protections provided: While users may not have a direct connection
with the design and creation of their mobile technology, they do retain some level
of responsibility for appropriate use and control of their data stream. As much as
developers, users should be proactive and use available preventative measures (PbD
Principle 1), as protections are only as good as their use. Where privacy-protective
defaults are in place, they must remain in place to provide protections. Where advice
is given with respect to potential risks, it must be heeded to be effective. Where
multiple privacy ‘personas’, parental settings or end-of-life protections are available,
they must be used.
U/C2 – Be receptive to privacy messages from service providers or developers: In
this roadmap, Device Manufacturers, Network Providers, OS/Platform Developers
and Applications Developers are instructed to give users tools to protect privacy, and
to assist users in the best possible manner by turning on privacy defaults, providing
privacy wizards and explanations of the risks associated with personal information,
and protecting that information upstream once it has left the user’s direct control
(PbD Principle 7: Respect the privacy of other users). Users, though, must ensure
that they remain receptive to these messages, and make educated choices before
changing privacy-protective defaults or releasing data to applications.28 Developers
and service providers are asked to return control, to the greatest extent possible, to
the user – he or she must then exercise it.

28 This includes data (photos, video, location, etc.) about other individuals that may be captured by a
mobile device. Respect the privacy of others, and think before you post – seek consent before uploading
personal information about them. See: http://www.ipc.on.ca/images/Resources/youthonline-madrid.pdf.
127

Privacy by Design: From Rhetoric to Reality

4

Concluding Remarks

The future of privacy will be ensured by the adoption of Privacy by Design. Technology
is advancing far too fast for compliance with regulatory schemes alone to be sufficient
– strong legislative protections are necessary for the protection of privacy, but will
not be enough. Digital information, once breached, is nearly impossible to recover.
Thus, it is critical that protections be built directly, not only into technologies, but into
the culture of entire industries – so that groups come to recognize privacy as a core
functionality, and not just a problem to be overcome.
Above, we have presented a Roadmap for Privacy by Design in the mobile
communications industry. To conclude, a few key messages should be reinforced.
First, PbD is a collaborative effort. All parties have a role to play – both on their own,
and in partnership with other developers. If a device does not allow for a given
functionality, an OS/platform does not support it, or the user does not know about it, it
will not be effective. Next, Privacy by Design is about the initial conditions of a given
technology. This means that users should not have to set up new privacy features –
privacy-protective defaults should already be in place and built in. But it also means
that to the greatest possible extent, developers (of applications or platforms) should
have access to built-in, on-device privacy features or interface elements. Embedding
privacy into the ‘building blocks’ of a technology is as critical as offering privacy in the
final, user-facing device.
Finally, we must remind all groups of the 7th PbD Foundational Principle – respect
for the privacy of users, and their right to control their personal information. Keeping
the system user-centric, maintaining individuals’ awareness, and allowing them to
exercise choices over their data, will be the key to developing enduring trust – and
ensuring that the mobile communications industry, or any other, is able to thrive well
into the future, with privacy embedded into their devices.
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A

dvances in technology can solve difficult problems … but sometimes create them
too. More and more, big businesses want to develop and use new technology
to know all they can about their customers. But how can this be done without raising
individual privacy concerns? My colleagues and I at the Ontario Lottery and Gaming
Corporation (OLG) have observed that Privacy By Design (PbD) allows for great
technological development without making privacy an afterthought or implementing
it at the expense of security or functionality. Our recent history, documented in the
following pages, provides a great example.
The idea behind our facial recognition system was to automate and augment
on-site manual detection efforts, helping to prevent voluntary self-excluders from
entering one of our casinos. Self-excluders are individuals that have chosen to ban
themselves from our gaming sites – they want to take a break and control their
gambling. OLG supports their efforts by escorting them from the property when
they are seen trying to enter.
One challenge in developing the system lay in accurately identifying select individuals
on a list numbering in the thousands from among the tens of millions of visitors entering
OLG facilities annually. Our most popular site has over one thousand people entering
per hour at the busiest times in its daily operations. But the greater challenge lay in
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protecting the privacy of all our customers, while simultaneously taking video images
of them entering a casino. We met and overcame these challenges through biometric
encryption informed by PbD.
The implementation of PbD principles from the outset was a key to the project’s initial
and ongoing success. That success can be measured in different ways: it can be
seen in the increase in self-excluder detections and the drop in “false alerts” since
implementation. This success has prompted OLG to take one further step – privacy
protections, guided by PbD principles, are now built into the requirements of every
major project at the agency.
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Privacy-Protective Facial Recognition:
Biometric Encryption
Proof of Concept

1. Introduction
The rapid, accurate authentication of individuals has become a challenge across
many sectors and jurisdictions, as organizations express a need to know who they are
dealing with. Current security models allow for three primary forms of authentication:
something you know (e.g. a password or other shared secret), something you
have (e.g. an identification card), or something you are (e.g. biometrics).
Increasingly, the third type of authentication — biometrics — is being viewed as the
ultimate means of verification or identification, and many agencies begin to deploy
biometric systems (such as fingerprinting or facial recognition) across a broad range
of applications.
In the summer of 2007, the Ontario Lottery and Gaming Corporation (OLG)1
approached the Information and Privacy Commissioner of Ontario, Canada (IPC)
to discuss the use of facial biometrics to enhance their ability to identify individuals
entering gaming sites who had enrolled in OLG’s voluntary ‘self-exclusion’ program.
Although the program is entirely voluntary (opt-in), seeking to recognize only
those individuals who have provided positive consent, the increased use of facial
recognition technology raises a number of privacy and security concerns. Given
their mutual interest in respecting the privacy of all casino patrons, the IPC and
OLG agreed that the application of an emerging Privacy-Enhancing Technology —
Biometric Encryption (BE) — to a facial recognition system at an OLG casino would
be an ideal “win-win” project.
The IPC has long had an interest in Biometric Encryption [1, 2]. It was hypothesized
that by incorporating BE as part of a multi-layered approach to privacy, OLG’s facial
recognition system could ensure that the use and storage of problem gambler records
would receive a high degree of privacy assurance. This use of Privacy by Design —
in which privacy protections are designed directly into technologies, from the outset
— would make it possible to achieve a “positive-sum” outcome, in which both the
functionality of the biometric system and the privacy of individuals are respected.

1

The Ontario Lottery and Gaming Corporation is designated as an institution for the purposes of the
Freedom of Information and Protection of Privacy Act, R.S.O. 1990, c. F.31.
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In this paper, we describe the innovative proof of concept research and development
work of a collaborative team consisting of OLG, IPC, members of the University
of Toronto (U of T)’s Electrical and Computer Engineering Department, and video
surveillance/tracking and biometrics firm iView Systems. This project looked to
integrate a “Made in Ontario” BE algorithm developed by the University of Toronto
researchers [3] Kostas Plataniotis, Ph.D and Karl Martin, Ph.D. into a commerciallyavailable facial recognition system. The end goal of this collaboration was to
develop a technology that could function in a real-world environment, and would
offer dramatically improved privacy protection over simple facial recognition, without
compromising functionality, security or performance — the hallmarks of a positivesum, Privacy by Design application.

2. Facial Recognition and Voluntary SelfExclusion Programs
2.1 Voluntary Self-Exclusion
In a commitment to fostering an environment of responsible gambling within their
gaming sites, many partnerships and programs have been developed by Canadian
(and global) gaming authorities to provide both patrons and employees with support
and information about addiction issues. In many jurisdictions, these initiatives include
a program called “voluntary self-exclusion,” which allows individuals the opportunity
to opt for a self-imposed ban from one or more gaming sites. All Canadian casinos
offer some form of self-exclusion program, though these programs vary in scope
(individual casino vs. all gaming sites overseen by a particular gaming authority),
length (six months to indefinite), and penalty for breaches (removal from premises,
trespassing notice, fine, escalation to a non-voluntary ban, etc.).2
In Ontario, the self-exclusion program offered by the Ontario Lottery and Gaming
Corporation allows individuals to voluntarily have their names removed from OLG
marketing and promotional databases. Enrollees in this program, if found by OLG
staff at a gaming site, will also be escorted from the premises by Security staff and
2
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For information on casino self-exclusion programs in Canada, see:
British Columbia: http://www.bclc.com/cm/gamesense/voluntary-self-exclusion.htm
Alberta: http://www.aglc.gov.ab.ca/responsiblegambling/selfexclusionprogram.asp
Saskatchewan (Indian Gaming Authority): http://www.siga.sk.ca/Self%20Exlusion%20Broch.pdf
Manitoba: http://www.mlc.mb.ca/MLC/content.php?pageid=420&langdir=E
Ontario: http://www.olg.ca/about/responsible_gaming/practices.jsp
Quebec: http://lotoquebec.com/corporatif/nav/en/responsible-gaming/self-exclusion-program
Nova Scotia: http://www.nsgc.ca/rgVoluntary.php
PEI: http://www.alc.ca/PlayResponsibly.aspx?id=2041
Others: Look for the ‘Responsible Gaming’ section of individual casinos’ websites, or visit the
Responsible Gaming Information Centre within the casino property.
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issued a trespass notice. An OLG self-exclusion extends for an indefinite period,
with a minimum length of six months, after which an individual can submit a written
application for reinstatement. Though it is first and foremost the responsibility of selfexcluded individuals to remain away, OLG looks to provide assistance, as necessary,
by detecting enrollees who attempt to enter a gaming site. Improving detection helps
OLG create a key disincentive for self-excluded individuals returning to a site. Of
course, this presents a challenge – how best to identify self-excluded individuals
amongst a large number of regular patrons?

2.2 Detecting Self-Excluded Individuals
Until recently, OLG’s process of detecting self-excluded individuals was largely
manual. Enrollees were voluntarily photographed and personal information about
them was collected, at their request, to be used in subsequent identification. These
photos and associated information were then distributed to OLG gaming sites where
they were printed and stored in secure binders accessible by security personnel
who, among other responsibilities, would undertake the arduous task of trying to
match faces in the casino with photos in the binders. Such a process of manual facial
recognition suffers many obvious challenges, due to the limits of staff (and human)
capability. Of particular note, humans are not generally good at recognizing the faces
of people they don’t know [4], and may quickly be overloaded by the task of reviewing
the many faces that appear in a busy casino environment (particularly as staff are not
searching for a single individual, but instead must watch for any self-enrolled person).
As there are thousands of self-identified problem gamblers enrolled in the program,
OLG wanted to examine whether technological tools could aid them in more efficiently
and effectively meeting their objectives for the self-exclusion program. Such a tool
would be required to:
• Reliably detect most self-excluded problem gamblers;
• Not interfere with the smooth flow of other patrons into the casino;
• Be cost-effective; and
• Respect all casino patrons’ privacy.
An automated facial recognition system was thought to be an attractive tool to
enhance and support the manual inspection process. Computers and algorithms
are well-suited to objectively processing enormous amounts of data, in a reliable
manner. Furthermore, such a solution seemed feasible within a casino environment,
in which patrons are already aware of and accustomed to the presence of video
surveillance. From a business perspective, the general patron experience would
also be unaffected by such an approach since facial images may be captured at a
distance, with no requirement for any direct physical interaction.
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2.3 Facial Recognition: One-to-One vs. One-to-Many
Facial recognition systems analyze human faces — a biometric — for the purpose
of identifying or verifying them. In general, there are two key processes in a facial
recognition system — enrollment and authentication. The enrollment process
involves taking a photo of an individual, and collecting any necessary identity-related
information. The photo is then automatically analyzed and biometric features are
algorithmically extracted, creating what is called a “biometric template.” The template
is a unique numeric representation of the individual’s facial features, and may be
stored in a database or on a device such as a smart card or similar token.
The steps involved in the authentication process depend on how the system will be
used. Biometric systems such as facial recognition can be deployed in 1:1 (“oneto-one”) or 1:many (“one-to-many”) modes, depending on the application. 1:1
comparisons are generally used to provide access control (e.g. controlling access to
a locked room or a computer system), while 1:many systems are generally applied as
a watch list system (e.g. a system designed to find one or more particular individuals
in a crowd) or a system preventing multiple enrollments. Access control systems are
typically concerned with letting the correct person in; watch list systems are typically
concerned with keeping specific people out.
Facial recognition, like most biometric systems, is easier to deploy for a 1:1 application.
The authentication process for a 1:1 matching system involves two stages. First, the
person requiring access makes an identity claim (for example, by presenting an
employee ID), which is used as an index to retrieve a single template from a database
of biometrics collected by the organization during the enrollment phase. The system
then captures the individual’s live biometric (e.g. an image of his or her face), and
compares it against the retrieved template to verify whether the person is who he or
she claims to be.
In 1:many watch list mode the system must compare each ‘live’ biometric captured
against a full list of stored templates (a “watch list”) — in effect, rapidly performing a
matching task against all individuals in the database. The identification process for
a 1:many facial recognition system is as follows: once a watch list has been created,
and the system is installed, an image of each individual within range of a camera is
temporarily captured. Biometric features are extracted from these new images, which
are then compared against each of the templates collected during the enrollment
phase. Each comparison yields a “matching score,” which represents the degree
of similarity between the image of the patron and a stored biometric template. The
process concludes by determining whether any of the scores are high enough to be
included on the list of top matches (the number of top matches is called the “rank”),
which may then be followed by manual inspection for purpose of confirmation.
In biometric systems, scoring rules (e.g. the minimum score required to declare a
match) are generally administrator configurable. This allows for the management
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of the rates of false acceptance (i.e. wrongly matching captured images with those
of others) and false rejection (i.e. failing to positively identify images of individuals
who are on the watch list), to which biometric systems are subject. Typically, there
is an inverse relationship between the false acceptance rate (FAR) and the false
rejection rate (FRR), in which the reduction of one causes an increase in the other.
Most biometric systems (including most generic face recognition systems reported in
the literature) are required to maintain a very low (e.g., 1 in 10,000) false acceptance
rate (FAR) and an acceptable false rejection rate (FRR). In an access control system,
for example, it will generally be less problematic to correct a false rejection (via a
secondary access mechanism, or a re-scan of the biometric) than a false acceptance
(which permits access to an unauthorized individual).

3. Biometric Encryption — The Privacy by Design
Approach to Biometric Systems
OLG was aware that a decision regarding the adoption of facial recognition
technology to aid its self-exclusion program could not be made based on technical
considerations alone – sound technology does not necessarily mean good public
policy. For instance, privacy advocates have long held that surveillance and biometric
systems represent significant privacy concerns. Potential issues that have been
identified include [1, 5]:
1.

Function creep — When personal data is collected, organizations often
face suggestions as to why they ought to do something more with it,
or temptations to expand the scope of a system – in this case, to use
the biometric data for purposes other than those initially intended and
described upon collection of the information.

2.

Data linkage — The uniqueness of biometric templates across individuals
allows for the possibility that biometric databases, even if they store only
templates (i.e. no images) and are anonymous, can be algorithmically
linked for data mining, profiling, investigation, and other purposes.

3.

Data misuse — Unlike tokens and passwords, biometrics are not the sort
of things that can be replaced or reset. Care must be taken to ensure that
they are not vulnerable to threat or abuse.

4.

Security vulnerabilities — Biometric systems are potentially vulnerable to
a range of attacks, including: spoofing, interception, replay, substitution,
masquerade and Trojan horse attacks; tampering; overriding Yes/No
response, etc.
139

Privacy by Design: From Rhetoric to Reality

The desire to develop a privacy-protective facial recognition system presented an
excellent opportunity for OLG to practice “Privacy by Design.” Privacy by Design
(PbD) is predicated on the notion that technology can be enlisted to protect privacy,
rather than encroaching upon it. Practicing PbD requires embedding internationallyaccepted fair information practices and the 7 Foundational Principles of PbD directly
into the design of technologies, at the architecture level [6]. PbD emphasizes the
“positive-sum paradigm,” in which it is recognized that embedding privacy measures
need not weaken security, functionality or performance — quite the opposite. As
opposed to a zero-sum paradigm, which brings unnecessary trade-offs and false
dichotomies, Privacy by Design serves to enhance the overall design by creating
technologies that achieve strong privacy without compromising performance — a
doubly-enabling “win-win” outcome.
Biometric Encryption (BE) — explained in detail in the IPC white paper [1] — uses
Privacy by Design to directly address the privacy and security concerns associated
with biometric systems. BE is a process that securely binds a key to, or extracts a key
from, a biometric, such that neither the key nor the biometric can be retrieved from
the “helper data” (also called a “private template”) created by this process and stored
by the application, except upon presentation of the correct live biometric sample for
verification. In essence, the key is “encrypted” with the biometric — a ‘fuzzy’ process
due to the natural variability of biometric samples. The key can represent any value
required by the particular application— for instance, it may be a cryptographic key or
a pointer into a related private information database.
The concept of Biometric Encryption (BE) was first introduced in the mid-‘90s by
Tomko et al. [7]. In subsequent works, many BE solutions were proposed (more
information on BE and related technologies can be found in [2, 8, 9]). It should
be noted that while some of the BE solutions (see, for example, [10]) hinted at the
possibility of a secure application, no explicit treatment of this type of construction
has been considered by the existing solutions. In most cases, the cryptographic key
was simply assumed to be the output of a BE verification algorithm. To the best of
our knowledge, a BE application in a watch list scenario has never been discussed.
In general, Biometric Encryption schemes offer a number of advantages over
traditional biometric systems, including [1]:
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1.

Images, biometric templates and keys are not retained — With BE, the
user is always in control of his or her biometric — it is not stored (in either
raw or template form) and therefore, can’t be compromised. Further, the
original biometric cannot be recreated (ideally) from the information that
has been stored — it is untraceable.

2.

Multiple / cancellable / revocable identifiers — BE allows a single biometric
to be associated with any number of accounts and keys. Importantly,
though, the nature of the helper data means that there should be no way
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to derive a common biometric which would allow someone to link and
associate the accounts.
3.

Improved authentication security — By securely binding account identifiers
to a user’s biometric, BE allows for these identifiers to be stronger (of
greater length and complexity) and randomly generated, as there is no
need for the user to remember them.

4.

Greater public confidence, acceptance, and use; greater compliance
with privacy laws — By including BE from the outset, user biometric data
will remain under the exclusive control of the individual, minimizing the
potential for identity theft and unwarranted surveillance, thereby increasing
public confidence in the system.

5.

Suitable for large-scale applications — Traditional large-scale biometric
systems frequently entail storage of templates on centralized databases,
which present a tempting target to prospective identity thieves. There is
considerably less risk associated with storing private templates, however,
since even if compromised the biometric cannot be derived (i.e. the
private template becomes largely useless to a hacker).

In [3], University of Toronto researchers studied a range of issues with regard to the
application of BE to a facial recognition system, including image pre-processing,
feature extraction, cryptography, error correcting, and key binding, among others.
Results of their simulation testing showed that BE could, in theory, be effectively
integrated into a watch list facial recognition system. What remained was the practical
development and deployment of such a system — an opportunity presented through
a partnership with OLG and its self-exclusion program.

4. OLG FR + BE Application
As previously mentioned, for the OLG’s self-exclusion program, an automated
facial recognition system was determined to be the best technology to enhance
the effectiveness of a manual inspection/detection process. First, such a system
captures facial images at a distance, with no need for user interaction. This is an
important consideration as, in Ontario, casino visitors do not generally need to provide
identification upon entry — thus, a remote system is needed in order to preserve
the current entrance experience for non-enrolled individuals. Secondly, a facial
recognition system will be able to operate in conjunction with the legacy, photographbased system, without the need for re-enrollment of individuals (which would require
a visit by each enrollee to a gaming site). Other remote biometric modalities, such
141

Privacy by Design: From Rhetoric to Reality

as iris-on-the-move or gait recognition, are not yet sufficiently advanced for OLG’s
application, and would not satisfy the legacy requirement.
It should be mentioned, however, that facial recognition at a distance is quite
challenging: there are illumination, camera position, pose, etc. problems that
seriously impact system accuracy. As a result, the accuracy numbers for live facial
recognition significantly vary in the literature: from FRR ~ 1% — 3% at FAR = 0.1%
in the controlled FRVTE NIST test [11] to FRR ~ 40% — 70% in the German Federal
Criminal Police Office study at a railway station [12]. The conditions of the latter test
are much closer to the OLG environment. The accuracy of facial recognition has,
however, significantly improved over the past decade [11], increasing the chance for
a successful deployment (compared, for example, to the failed facial recognition test
in Tampa in 2001 [13, 14]).
In relation to the above challenges, the U.S. Federal Bureau of Investigation (FBI)
has blasted facial recognition technology in general for its alleged failure “to deliver
the highly reliable verification required” [15]. While this opinion is not shared by most
biometrics experts, it is true that live facial recognition does not have accuracy levels
comparable to fingerprints, DNA, or iris scan for FBI applications, which require
searches through a database of tens of millions of records. However, in the context
of the OLG application, where the database size is much smaller (about 20,000
records), facial recognition is expected (based on the German test [12]) to identify at
least two out of three self-exluded persons with a manageable rate of false alarms.
While this level is less than ideal, it must be recalled that the current system of manual
identification is significantly less accurate. As well, it will be shown in this section that
a novel system design alongside a gradual approach of several field tests can help to
bring the overall performance of facial recognition to a level acceptable for the OLG
application. Finally, OLG was careful not to fully remove the human element of the
identification system – in line with the U.S. National Academy of Sciences statement
that “no biometric technology is infallible” [16] – by ensuring that the final decision of
whether a match was declared was made by a human operator, and that a number of
manual or alternative recognition methods (checking for license plates of enrollees,
monitoring for use of enrollees’ ‘frequent player’ cards, etc.) were kept in place. This
recognizes, and mitigates, the potential fallibility of any biometrics-based system.
Along with the challenges associated with properly deploying a biometric system, the
integration of Biometric Encryption into a facial recognition system, as required by the
application proposed by OLG, is far from a trivial task, as it requires a re-engineering
of the underlying architecture of a commercial facial recognition product. In this
section, we also describe the issues faced by the collaborative team of researchers
from OLG, the University of Toronto, iView Systems, and the IPC, the means by which
they were addressed, the privacy protections made available through use of Privacy
by Design, and briefly discuss the results of proof of concept testing of the system.
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4.1 System Overview
The self-exclusion context at OLG is a 1:many (watch list) scenario in which the
system must identify self-excluded individuals amongst a crowd of other patrons.
Biometric Encryption alone is not recommended in a pure watch list scenario such as
this, as the computing power required to perform the 1:many comparisons would be
daunting. However, a standard facial recognition system can be used to reduce the
normal 1:many comparison to a near-1:1 comparison, by filtering out all but the top
few matches3. Thus, a system was developed which was composed of two distinct
components (see Figure 1):

3

•

A watch list module, that uses traditional facial recognition technology in a
1:many mode to produce a top-matches list for every patron walking into
a casino. The list can contain zero or more potential matches, but typically
has fewer than five; and,

•

A BE module, that attempts to release keys for each of the subjects on
the top matches list. If a key is successfully released, a match alert is
generated for review by an administrator.

A. Stoianov, private communication, August 2007.
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Figure 1: System Overview
Such a configuration has accuracy benefits on top of the privacy enhancements
generally gained through the use of BE. For instance, in contrast to many biometric
systems, the OLG operating scenario requires a minimized FRR (since this represents
the rate at which enrolled self-exclusion subjects would go undetected and allowed
into the gaming premises), while maintaining an acceptable FAR (as large numbers
of false matches may increase staff frustration and inspire distrust in the system). In
proof of concept testing (as described later in this document) of a watch list facial
recognition system with the described configuration, the FAR results improved when
compared to the watch list system without BE — with a minimal (or zero) increase in
FRR. This can be understood by the fact that the BE module receives and evaluates a
candidate list of identities from the watch list module — and thus cannot introduce any
additional false acceptances (i.e., add to the list of potential matches), but may reject
some. This is inherent in any system design that has a watch list identification module
in series with the BE module, which acts as a second classifier. In all simulation cases,
the BE module in fact rejected many imposter candidates, thus reducing the FAR.

4.2 Enrollment and Identification
In the proposed system design, the “self-excluded” subject identification is performed
using a vendor-supplied facial recognition system - iGWatch from iView Systems,
which uses an FR algorithm SDK from Cognitec Systems, Germany. A biometricsbased cryptosystem (another term for BE) is implemented in tandem to offer privacy
protection of the subject’s personal information by way of a bound pointer key.
As shown in Figure 2, in the enrollment phase, the subject’s facial image is captured,
and he or she is assigned a non-meaningful, unique enrollee ID (id). A commercial
facial recognition system then extracts biometric features and generates a template
(t1) that is stored in the face recognition database (FR database), indexed by the
enrollee ID. Another set of biometric features (t2) is sent to the BE key binding algorithm,
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which creates BE helper data (or a ‘private template’) from the biometric data and
a pointer key. This pointer key represents the location of the subject’s facial image
and other personal information (PI) within a database of self-exclused individuals (SE
database), and is normally generated at random. Finally, the BE helper data, bk(k, t2),
is stored in another database (helper database), again indexed by the same enrollee
ID. For the OLG implementation t1 and t2 use different facial algorithms to extract
features and are not interoperable, which is important from a security standpoint.

Figure 2: Enrollment in FR + BE system

During identification (Figure 3), the vendor-supplied system will attempt to do a oneto-many match of subjects entering the monitored facility to those in the FR database.
This “Preliminary Identification” stage is typical of a “watch list” scenario. The enrollee
IDs of the top matches are then output to the BE key retrieval algorithm. If a key can
be retrieved from the BE helper data associated with one of the potential matches, the
final verification stage is entered. Here, the pointer to the stored personal information
(including photo) associated with the potential match is regenerated (from the BE
helper data), and the record at that location is retrieved. An operator then manually
compares the retrieved facial image with the image of the casino patron in question.
As such, the final decision of whether to approach a person and ask to confirm his or
her identity is left to a human operator. It is important to note, with regard to the privacy
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of those patrons not registered in the self-exclusion program, that though an image
of each individual entering the facility will be captured and analysed by the facial
recognition system, no captured or derived information (e.g. images or biometric
templates) is stored by this system should there be no match identified. In the event
that a match is declared by a human operator, the captured image is planned to be
securely stored in the system for one year to be provided in cases of legal challenges.

Figure 3: Identification in FR + BE system

4.3 Privacy Protections
As stated, this is the first BE application proposed for a biometric watch list scenario.
This scenario, though, differs from most other watch lists. A common application of
a watch list involves the detection of subjects who have been identified as posing
a risk to public safety or security. In such a system, the primary privacy issues are
associated with the general public. It is important that any information — such as
captured images or biometric templates — related to non-watch listed individuals is
not stored. Such a system must also have a sufficiently low false acceptance rate (FAR)
that non-watch listed individuals would rarely be approached by security personnel to
confirm their identity. The privacy situation is quite different, however, for the OLG SelfExclusion Program, which consists of individuals who have voluntarily put themselves
on the watch list. In addition to maintaining the privacy of non-enrolled individuals
(which OLG accomplishes by not storing any captured or derived information when
the system does not find a match), the personal information of enrollees should enjoy
the highest possible level of privacy protection (similar to that of health records) while
it is in OLG’s custody. BE can be a significant aid in achieving this important standard.
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The above-described system architecture uses several techniques to increase the
privacy and security of the enrollee records throughout the system (as shown in
Figure 4). Conventional cryptography is used to encrypt all images in the PI database;
these images must be stored in order for a small set of authorized users to use nonbiometric means (e.g. visual comparisons) to spot or verify a self-excluded patron.
The databases themselves are encrypted to protect data while it is ‘at rest,’ while
communication between clients and the databases also occur through encrypted
pathways, to protect data ‘in motion.’ Both the databases and the application clients
are access controlled, and the entire system is deployed on a secure internal network,
which is protected from the external world.

Figure 4: Privacy by Design: A multi-layered approach to privacy

One of the principal privacy protections of this system, though, is that the link to
the photo and other personal information of a self-excluded person can only be
determined by accessing a key that is bound to the person’s biometric. In order to
reveal the stored information, the BE key retrieval algorithm must be able to regenerate
a biometrically encrypted pointer key. To achieve this, the person’s live facial image
is required — control, thus, rests with the individual. This control also makes it much
more difficult for the information to be linked with other, third party databases without
the user’s consent. The OLG system further uses different template generation
algorithms which are independent of each other, to ensure that the two biometric
templates (used by the facial recognition and BE modules, respectively) are not the
same or interoperable. This prevents the possibility that the vendor’s template could
be transformed and used to retrieve a key from the corresponding BE helper data.
In the OLG application, the connection between a PI record and the FR database
must also be accessible, to allow for updates to records in the FR database (for
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example, to de-enroll someone from face recognition). To ensure that BE cannot be
circumvented to reveal the link from an FR record to the PI record, a one-way hashing
algorithm is used to reveal the link between a PI record and a corresponding FR
record (see Figure 5).

Figure 5: BE in the proposed OLG application

This architecture has the benefit of allowing for the sharing the personal data with
some user-authorized third parties, such as a self-help workgroup of gambling
addicts. In this situation, the self-excluded person retains full control over the
data, since accessing it would require his physical presence at the workgroup.
Further, by providing an extra security layer, the system with BE offers better
safeguards over information either stored or transmitted to a third party. To access
and decrypt personal data, a would-be attacker would face the added task of
cracking the BE helper data. Even if successful, such an attack would be limited
in scope, as though a ‘crack’ would cause a breach of one person’s information,
the rest of the system would remain uncompromised (as there is no single key or
template to decrypt all records).
Finally, BE may also enhance privacy protection for the casino patrons who are not
self-excluded — the general public. BE works as a second classifier that follows the
vendor’s biometric engine. As shown in [3], this can substantially reduce the system
FAR without a significant impact on FRR. In other words, fewer legitimate users will
be inconvenienced by identity checks, as compared to the use of a facial recognition
system without BE.
It is acknowledged that a facial recognition BE solution for a watch list system, such
as that proposed for OLG’s application, does not necessarily capture all the privacy
benefits that could be provided by BE in a 1:1 application [1, 2]. As a biometric
modality, facial recognition is weaker in terms of entropy than, for example, iris and
148

Privacy-Protective Facial Recognition: Biometric Encryption Proof of Concept

fingerprints [2, 17]. This means that only a relatively short key can be bound to the
biometric. Overall, face-based BE is also more susceptible to offline attacks. As a
caution, developers and system administrators should be aware that facial images
are more generally available than other biometrics (through social networking sites,
etc.). As such, the potential should be addressed that such an image could be
reformatted and submitted to the facial recognition system in order to retrieve the
stored information.
With regard to the OLG application in particular, privacy concerns may arise
from the fact that personal data, including facial images, from the OLG selfexclusion program are already, and will likely continue to be, held by OLG in a
central database(s), if only for data protection and backup purposes. Access to
these databases will be limited and strictly regulated, however. Further, access to
personal data which bypasses the BE system must be available, for a number of
purposes. Should a self-excluded individual need to update his or her personal
information (such as address, to remain free from marketing materials), it would
be a poor practice to require the individual to visit a gaming site to present his or
her biometrics. As such, a mechanism is required to allow non-BE access to a selfexcluded person’s own data. OLG may also use some non-biometric means to spot
a self-excluded person, such as automobile license plate numbers or monitoring
use of the person’s loyalty card number (some self-excluded people still try to use
the card after sneaking into the facilities). In this case, as well, the system operator
will need to be able to effectively bypass the facial recognition system (with or
without BE) to access some of the self-excluded person’s data.
Overall, though, it is felt that BE in the OLG watch list scenario, even given any real
or potential challenges, provides significant privacy protection both to self-excluded
persons and to the general public. This privacy protection is achieved mainly on the
operational level. BE also offers a more secure system architecture — an attacker
must still penetrate all of the standard security safeguards in order to access BE
helper data. BE may even improve the overall accuracy of the watch list system.
In other words, BE could bring a “triple-win” advantage to a conventional watch list
system by transforming its surveillance nature.

4.4 Proof of Concept
The system described above has moved beyond the conceptual phase. In fact,
proof of concept testing has allowed OLG, in collaboration with iView Systems, U of
T and the IPC, to demonstrate that a face recognition application with BE is viable for
development and deployment in a casino environment. As this was a first-of-its-kind
effort, expectations were unknown. The proof of concept testing had the following
main steps and results:
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• Facial recognition technology was proven effective in a casino environment
through several tests in real field conditions (up to 20,000 visitors on Saturday)
involving OLG control group participants (simulating the self-excluded persons)
and the general public. The Correct Identification Rate (CIR)4 was increased to
a maximum of approximately 91% from a starting point of approximately 30%.
The CIR of 91% is a best case result achieved by controlling participant pose;
a more realistic CIR range for the field is between 60% and 80%. The advances
in CIR were achieved using a measured approach of several field tests and
were mainly due to corrections in lighting, camera position and subject pose
through the use of “attention-getting” devices like marketing screens. This
compares positively to, for instance, a 2007 German Federal Criminal Police
Office study which achieved a 30-60% recognition rate for a facial recognition
watch list field tested at a railway station [12].
• Biometric Encryption did not decrease the efficiency of face recognition in
a pipeline test. Positive matches from face recognition were fed into the BE
system; the BE system marginally affected the original CIR (by less than 1%)
while reducing the FAR by 40% to 50%. This result was an unexpected benefit,
which, as described prior, occurs due to the status of the BE module as a
secondary classifier.
• Face recognition was field tested using the actual OLG self-excluded images
to determine the degree to which detection rates would improve. Preliminary
results show that FR is a valuable tool in the overall goal of assisting selfexcluded patrons from staying out of gaming facilities.
• The system architecture was successfully created to integrate BE into a
commercial face recognition product (iGWatch from iView Systems) while
maintaining OLG’s core requirements. This architecture treated BE as
one component in a multi-layered approach to privacy and security of the
overall system.

5. Conclusions
The Ontario Lottery and Gaming Corporation’s self-exclusion program was identified
as an ideal opportunity to deploy, for the first time, Biometric Encryption (BE) as a
Privacy-Enhancing Technology in a biometric watch list scenario. The system, as
designed, sequentially combined a commercial, one-to-many face recognition
system with a BE module. This use of BE as a secondary classifier was shown to
enhance patron privacy (both for those on the watch list, and regular patrons), system
security, and even overall accuracy of the watch list system within the context of the
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OLG self-exclusion program. Based on the results of a field test of the system, it
was also shown that facial recognition technology can contribute to OLG’s program
objectives. This technology would serve as one part of OLG’s Responsible Gaming
program, to assist self-excluded patrons to keep their self-expressed commitment
not to enter gaming sites.
The development of a facially-oriented, Biometric Encryption application that may be
integrated with commercially-available facial recognition systems holds great promise.
We firmly believe that this exciting and innovative project will generate considerable
interest for other applications at OLG, and from other casinos across the country,
and around the world. This leading-edge research should foster the development
of a commercially-available product that will facilitate the conduct of responsible
management with respect to gaming and privacy — a positive-sum approach.
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overnmental privacy protections alone, such as enhanced criminal laws
and administrative policies, can overly restrict innovation and under protect

individual privacy rights. In fact, such governmental protections can become ceilings
for both individual privacy protections and innovation – in part because they are
reactive in nature and often slow to change. At the same time, without some guiding
standards, it is difficult for technological innovators to define the competitive field of
play and balance the risks and rewards. Accordingly, there must be some balance
between regulation and innovation. One way to achieve that harmony is to embed
privacy features from the beginning, starting with the design specifications of new
technologies, i.e., Privacy by Design (PbD).
PbD has permeated the privacy arena in many respects. In the United States, for
example, the Federal Trade Commission (FTC) has recommended this approach to
protecting privacy. The FTC has emphasized that “companies should adopt a ‘privacy
by design’ approach by building privacy protections into their everyday business
practices.” To that end, the FTC has stressed the need for fully integrated privacy
measures that carry through the entire data lifecycle, employee training and oversight
on privacy issues, and customized privacy practices scaled to the sensitivity of the
data at issue. The time has come for industries to implement them systematically.
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There is growing momentum to embody PbD and its 7 Foundational Principles in
privacy policies and regulatory frameworks. But incorporation of PbD in a country’s
legislative body is not without its challenges. Not only must a country explore what
kinds of instruments are appropriate but also how to interpret PbD. In the process,
nations must always consider that PbD provides a baseline for embedding privacy
considerations into legislation, and that PbD’s presence throughout the business
world is becoming more and more the norm.
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Privacy by Design in Law, Policy and Practice
A White Paper for Regulators,
Decision-makers and Policy-makers
Privacy by Design is an excellent idea. Designing administrative means to
protect personal privacy before it is breached is a welcome addition to
the tools for protecting this vitally important human value.
The Honourable Justice Gérard Vincent La Forest, QC
Justice of the Supreme Court of Canada, 1985-1997

Foreword
Pamela Jones Harbour
New technology can create unique challenges for individual privacy rights and
provide novel complications for regulators looking to preserve both privacy rights and
technological innovation. Society has long puzzled over how best to design regulatory
frameworks that balance privacy rights and emerging technologies. Indeed, as early
as 1890, when newspaper and photograph technologies were beginning to ascend,
legal scholars called for added privacy protections, including enshrining those
rights in the criminal law. Protecting privacy, a “right most valued by civilized men,”
while still promoting innovation, has never been more challenging than it is in an
increasingly online and technology focused world. Now, more than ever, information
can cross many nations’ borders in a mere instant, and consumers’ movements
and activities can be tracked through their computers and mobile phones. At the
same time, technological innovations can improve lives, increase public safety, build
wealth, and promote efficiencies in how we use scarce resources. Just as there is
value in information to researchers, marketers, corporations, and governments, there
is an equally important value in privacy to the individual. Consequently, managing
privacy and technological innovation is important to the global economy and is best
addressed by a comprehensive and flexible approach.
Governmental privacy protections alone, such as enhanced criminal laws and
administrative policies, can overly restrict innovation and under protect individual
privacy rights. In fact, such governmental protections can become ceilings for
both individual privacy protections and innovation – in part because they are
reactive in nature and often slow to change. At the same time, without some guiding
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standards, it is difficult for technological innovators to define the competitive field of
play and balance the risks and rewards. Accordingly, there must be some balance
between regulation and innovation. One way to achieve that harmony is to embed
privacy features from the beginning, starting with the design specifications of new
technologies, i.e., Privacy by Design (PbD).
PbD has permeated the privacy arena in many respects. In the United States, for
example, the Federal Trade Commission (“FTC”) has recommended this approach to
protecting privacy. The FTC has emphasized that “companies should adopt a ‘privacy
by design’ approach by building privacy protections into their everyday business
practices.” To that end, the FTC has stressed the need for fully integrated privacy
measures that carry through the entire data lifecycle, employee training and oversight
on privacy issues, and customized privacy practices scaled to the sensitivity of the
data at issue. Such concepts are not new, but the time has come for industries to
implement them systematically.
Undoubtedly, there is a wide array of reasons for the FTC to make these
recommendations. In my view, the most compelling reason for incorporating PbD in
an organizational framework is its proactive approach to privacy. Traditionally, privacy
regulation has been largely reactive, that is, it was only triggered once a privacy
breach occurred. Conversely, by implementing a proactive, self-policing approach
to privacy, an organization should be able to avoid many privacy issues and have in
place tools to remedy potential breaches of privacy.
An organization that has failed to prevent a privacy issue, however, can still
incorporate PbD principles in its remediation efforts. For example, in March 2010,
Google agreed to a proposed consent decree to settle the FTC’s investigation into
alleged privacy lapses in Google’s new social networking service, called Buzz.
The allegations included failure to fully disclose the social network’s default privacy
settings to new users, and that its opt-out feature failed to fully remove the user
from the Buzz network. As part of the proposed consent decree, Google agreed
to implement a comprehensive privacy program that includes the designation of
Google employees responsible for the company’s implementation and compliance
with acceptable privacy practices. Google is also required to consider privacy
compliance in its selection and retention of service providers. Furthermore, for the
next twenty years, a third party auditor, selected by Google but approved by the
FTC, will conduct biennial audits of Google’s privacy compliance and report the
results of its investigation to the FTC.
There is growing momentum to embody PbD and its seven foundational principles in
privacy policies and regulatory frameworks. But incorporation of PbD in a country’s
legislative body is not without its challenges. Not only must a country explore what
kinds of instruments are appropriate but also how to interpret PbD. In the process,
nations must always consider that PbD provides a baseline for embedding privacy
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considerations into legislation, and that PbD’s presence throughout the business
world is becoming more and more the norm.
Pamela Jones Harbour was a U.S. Federal Trade Commissioner from 2003 until 2010.
Ms. Harbour is now a partner at the international law firm of Fulbright & Jaworski
L.L.P., where she heads the firm’s Privacy, Competition and Data Protection practice
group. Ms. Harbour is well recognized for her knowledge of evolving areas of
competition and consumer protection law, including privacy and data security issues.
Ms. Harbour’s offices are located in Washington, D.C. and New York.
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Introduction
The Growing Momentum behind Privacy by Design
Privacy by Design (PbD) is an approach to protecting privacy by embedding it
into the design specifications of information technologies, accountable business
practices, and networked infrastructures, right from the outset. It was developed by
Ontario’s Information and Privacy Commissioner, Dr. Ann Cavoukian, in the 1990s, as
a response to the growing threats to online privacy that were beginning to emerge at
that time.
PbD represents a significant shift from traditional approaches to protecting privacy,
which focus on setting out minimum standards for information management practices,
and providing remedies for privacy breaches, after-the-fact. Alexander Dix, Berlin
Commissioner for Data Protection and Freedom of Information, has described these
traditional approaches as “locking the stable door after the horse has bolted.”1
By contrast, PbD requires an evolution in the way that organizations think about
privacy – moving from a reactive mode to a proactive one. Similarly, enshrining PbD
in regulatory instruments, voluntary codes, and best practices requires an evolution
in how policy and law makers approach privacy rule-making.
The rapid pace of technological change is making traditional approaches to privacy
regulation increasingly untenable. The emergence of PbD as the new generation of
privacy protection invites the development of innovative approaches to promoting
and enshrining it in instruments of various kinds, including regulatory ones.
The time is ripe for this kind of innovation. Over the past several years, momentum
behind Privacy by Design (PbD) has been steadily growing. It is increasingly
becoming a “basic principle” of data protection.2 Global and local businesses alike
are starting to implement the 7 Foundational Principles of PbD,3 with mounting interest
among regulators and policy-makers in enshrining these principles in privacy policies
and frameworks, around the world.
Significant developments in this area include the unanimous adoption, in 2010,
of a landmark Privacy by Design resolution by international Privacy Authorities
and Regulators at the International Conference of Data Protection and Privacy
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Alexander Dix, Built-in Privacy – no panacea but a necessary condition for effective privacy protection.
Privacy by Design Issue of Identity in the Information Society Volume 3, Number 2, (August 2010). p 257.
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Peter Hustinx, Privacy by design: delivering the promises. Privacy by Design Issue of Identity in the
Information Society Volume 3, Number 2, (August 2010). p 254.
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Market leaders like Hydro One, Toronto Hydro, GE, IBM, Intel, the Ontario Lottery and Gaming
Corporation, and Bering Media have been leading the way. For more information about their activities,
see www.ipc.on.ca.

Privacy by Design in Law, Policy and Practice

Commissioners in Jerusalem.4 The resolution recognizes Privacy by Design as an
“essential component of fundamental privacy protection” – an International Standard,
and urges its adoption in regulations and legislation around the world.
A year earlier, the EU Article 29 Data Protection Working Party and the Working
Party on Police and Justice issued a joint Opinion, advocating for incorporating
the principles of PbD into a new EU privacy framework.5 In November 2010, an EC
consultation paper followed on this work and called for the promotion of possibilities
for the “concrete implementation of the concept of ‘Privacy by Design.’”6 This was
echoed in March 2010, with the European Data Protection Supervisor recommending
to “include unequivocally and explicitly the principle of Privacy by Design into the
existing data protection regulatory framework.”7
Momentum has been similarly gathering in the United States. Through 2009 and
2010, the U.S. Federal Trade Commission (FTC) hosted a series of public roundtable
discussions on privacy issues in the digital age.8 In its submission, the Center for
Democracy and Technology recommended that the FTC foster the adoption of
business practices consistent with PbD principles.9 The subsequent FTC Report,
Protecting Consumer Privacy in an Era of Rapid Change, proposed a framework
for business and policymakers that features PbD principles as core values, and
highlighted PbD as one of its three key recommendations.10
PbD also appeared, for the first time, in federal privacy legislation proposed by
Senators John Kerry (D-MA) and John McCain (R-AZ) in 2011. If passed, their
Commercial Privacy Bill of Rights11 would require businesses that collect, use, store
or transfer consumer information to implement a version of Privacy by Design when

4

Information and Privacy Commissioner/Ontario, Landmark Resolution passed to preserve the Future of
Privacy, http://www.ipc.on.ca/images/Resources/2010-10-29-Resolution-e_1.pdf.

5

Article 29 Data Protection Working Party and Working Party on Police and Justice, The Future of Privacy:
Joint Contribution to the Consultation of the European Commission on the Legal Framework for the
Fundamental Right to Protection of Personal Data. 02356/09/EN, WP 168 (Dec. 1, 2009), http://ec.europa.
eu/justice/policies/privacy/docs/wpdocs/2009/wp168_en.pdf. p. 2-3, 6, 8, 12-15, 27

6

European Commission, Ibid note 3, at 12.

7

European Data Protection Supervisor, Opinion of the European Data Protection Supervisor on
Promoting Trust in the Information Society by Fostering Data Protection and Privacy. (Mar. 18,
2010), http://www.edps.europa.eu/EDPSWEB/webdav/site/mySite/shared/Documents/Consultation/
Opinions/2010/10-03-19_Trust_Information_Society_EN.pdf at p. 8. See generally supra at p. 2, 4-11,
18-19, 21.

8

FTC Roundtable Series, Exploring Privacy, (Mar. 2010), http://www.ftc.gov/bcp/workshops/
privacyroundtables.

9

Center for Democracy and Technology, Comment, The Role of Privacy by Design in Protecting Consumer
Privacy, (Dec. 21, 2009), http://www.ftc.gov/os/comments/privacyroundtable/544506-00067.pdf.

10 Federal Trade Commission (Bureau of Consumer Protection), Preliminary Staff Report, Protecting
Consumer Privacy in an Era of Rapid Change: A Proposed Framework for Business and Policy Makers,
at v, 41 (Dec. 2010), http://www.ftc.gov/os /2010/12/101201privacyreport.pdf.
11 John Kerry, US Senator for Massachusetts, Commercial Privacy Bill of Rights. http://kerry.senate.gov/work/
issues/issue/?id=74638d00-002c-4f5e-9709-1cb51c6759e6&CFID=90056053&CFTOKEN=63781113.
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developing products, and provide consumers with real choices about how data are
used, collected and shared.12
The Commercial Privacy Bill of Rights was only one of many recent legislative
initiatives in the U.S., which included, for example:
• BEST PRACTICES Act, H.R. 611 (Rep. Rush): introduced Feb. 10, 2011.
Referred to the House Subcommittee on Commerce, Manufacturing,
and Trade.
• Consumer Privacy Protection Act of 2011, H.R. 1528 (Reps. Stearns,
Matheson, Bilbray, and Manzullo): introduced Apr. 13, 2011. Referred to the
House Subcommittee on Commerce, Manufacturing, and Trade.
• Do Not Track Me Online Act, H.R. 654 (Rep. Speier): introduced Feb. 11,
2011. Referred to the House Subcommittee on Commerce, Manufacturing,
and Trade.
• Do-Not-Track Online Act of 2011, S. 913 (Sen. Rockefeller): introduced
May 9, 2011. Referred to the Senate Committee on Commerce, Science,
and Transportation.
• Do Not Track Kids Act of 2011, H. R. 1895 (Reps. Markey and Barton):
introduced May 13, 2011. Referred to the House Committee on Energy
and Commerce.
• Geolocation Privacy and Surveillance Act, H.R. 2168 (Reps. Chaffetz and
Goodlatte): introduced June 14, 2011. Referred to the House Committee on
the Judiciary and the House Committee on Intelligence (Permanent Select).
• Geolocation Privacy and Surveillance Act, S. 1212 (Sen. Wyden): introduced
June 15, 2011. Referred to the Senate Committee on the Judiciary.
• Location Privacy Protection Act of 2011, S. 1223 (Sens. Franken and
Blumenthal): introduced June 16, 2011. Referred to the Senate Committee on
the Judiciary.
• Electronic Communications Privacy Act Amendments Act of 2011, S. 1011
(Sen. Leahy): introduced May 17, 2011. Referred to the Senate Committee on
the Judiciary.
• Financial Information Privacy Act of 2011, H.R. 653 (Reps. Speier, Hastings,
and Filner): introduced Feb. 11, 2011. Referred to the House Subcommittee
on Financial Institutions and Consumer Credit.

12 Cynthia Larose, Kerry and McCain Introduce Commercial Privacy Bill of Rights. Privacy and Security
Matters (April 13, 2011) http://www.privacyandsecuritymatters.com/2011/04/post/.
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There has also been a great deal of activity in the related area of breach notification.
Breach notification legislation has been enacted in 46 U.S. States. Ontario’s Personal
Health Information Protection Act also includes mandatory breach notification
provisions. And the EU is considering rules to govern the behaviour of companies when
breaches occur. These types of provisions are important in ensuring transparency
and alerting individuals to the possible risks flowing from their personal information
being compromised. They are, however, essentially reactive in nature.
Organizations that are subject to breach notification laws should be especially
motivated to adopt a proactive Privacy by Design approach, which will help them
to avoid data breaches in the first place, and thereby minimize their obligations
under breach notification legislation. By addressing privacy at the outset, these
organizations can minimize the need to address it reactively, at which time they risk
damage to their reputations, as well as their bottom lines. By addressing privacy
at the outset, organizations can minimize the need to address problems reactively,
when they risk damage to their reputations, as well as their bottom lines.
Given the mounting momentum behind PbD, and the growing interest in incorporating
its principles into policy, practice, and regulation, there is an emerging appetite
among policy-makers, regulators, and decision-makers for resources that support
these objectives. This white paper is intended to serve as just such a resource,
supporting key players in identifying the range of instruments that PbD, which is
flexible, proactive, and technology-neutral, may be usefully incorporated into, and
developing an understanding of how best to reflect PbD’s underlying philosophy in
these instruments.

Context: Privacy in Modern Times
The Meaning of Privacy
In 1890, future U.S. Supreme Court Justices Samuel Warren and Louis Brandeis,
described privacy as the “the right to be let alone.”13 They identified it as the right that
enables individuals to have personal autonomy, freedom of association, moments of
reserve, solitude, intimacy, and independence.
Almost 100 years later, as the computer era was dawning, a new subset of privacy
– “informational privacy,” was articulated and defined as “the claim of individuals,
groups, or institutions to determine for themselves when, how, and to what extent
information about them is communicated to others.”14 As a concept, it is predicated

13 Louis D. Brandeis & Samuel D. Warren, The Right to Privacy. Harvard Law Review 4, 193-220 (1890)
14 Alan Westin, Privacy and Freedom. Atheneum, New York. (1967).
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on “the assumption that all information about a person is in a fundamental way his
own, for him to communicate or retain ... as he sees fit.”15
We consider privacy to revolve around control – personal control over the collection,
use, and disclosure of one’s personally identifiable info, similar to the German concept
of “informational self-determination,” which was first used in the context of a German
constitutional ruling relating to personal information collected during the 1983 census.
As the underpinning of many of the rights and freedoms we hold dear, privacy has
long been – and still remains – a vital component of free and democratic societies.
It is “[g]rounded in man’s physical and moral autonomy” and “essential for the wellbeing of the individual.”16
Our increasingly technologically-driven world, however, puts tremendous pressure
on privacy. As early as 1890, when newspaper and photography technologies
were in their infancy, legal scholars were decrying their impacts, and calling for
new legal protections for privacy.17 Today, what has fundamentally changed is that
practical obscurity – the basis for privacy norms throughout much of history – is fast
disappearing. The functional impediments to surveillance that once protected our
privacy, by default – such as data processing and storage costs, and the difficulty
of linking files from multiple databases – are becoming increasingly irrelevant.
At the same time, oceans of personal information are being created. Meaningful
informational self-determination is becoming increasingly difficult to achieve.
And yet our need for privacy, the reflection and solitude it allows us to enjoy, as well
as the opportunity it allows for the protected practice of political rights to speech,
dissent, and association, is as relevant now as it has ever been. Indeed, it is perhaps
more relevant, and increasingly necessary, now that our lives are so networked,
interconnected and, indeed, “plugged in.”
How can we sustain and support the myriad benefits of technological innovation,
such as access to extraordinary new services, conveniences, and efficiencies,
while at the same time preserving the privacy that is so essential to our freedom and
autonomy? Read on.

Evolution in the Meaning and Expectation of Privacy
20 years ago, it was popular to think of privacy as simply a personal good (not
also a societal one), and so a matter of individual responsibility. If you valued your

15 R. v. Tessling, [2004] S.C.J. No. 63 at para. 23, quoting the Report of a Task Force established jointly by
Department of Communications/Department of Justice, Privacy and Computers (1972), at p. 13
16 R. v. Dyment, [1988] 2 S.C.R. 417, at p. 427
17 Ibid. “Instantaneous photographs and newspaper enterprise have invaded the sacred precincts of
private and domestic life; and numerous mechanical devices threaten to make good the prediction that
‘what is whispered in the closet shall be proclaimed from the house-tops.’”
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privacy, the onus was on you to take steps to protect it. But changes in information
technologies and their uses over the past few decades have made it increasingly
difficult for individuals to exert meaningful control over their personal information.
Historically, at about the time when information technologies began to take off, a
number of other factors combined to put pressure on organizations to provide better
privacy assurances.18 Growing interest in electronic commerce, for example, shone
a new spotlight on privacy. It became clear that the fulfillment of the promise of the
Information Age would rely, in large measure, on the ability to foster the confidence
and trust necessary for active consumer participation.
By the early ’90s, there was considerable public discussion about the merits of
good privacy practices, some of which flowed from the anticipated coming into
force of the European Data Protection Directive.19 The EU Directive sought to strike a
balance between a high level of protection for the privacy of individuals and the free
movement of personal data. Significantly, when transposed to EU Member national
law, the EU Directive would require foreign jurisdictions and businesses to meet its
“adequacy” requirements in order to receive transfers of any personal information
about EU citizens.
As momentum gathered around these issues through the early 90s and into the
2000s, many jurisdictions passed privacy laws or started promoting privacy practices
based on the recognition that individuals had an interest in the processing of their
personal data. These laws and practices were founded on Fair Information Practices
(FIPs) – universal privacy principles for handling personal data.
First fully codified by the OECD in 1980,20 there are many articulations of Fair
Information Practices, including the EU Directive on Data Protection, The Canadian
Standards Association’s Privacy Code, the Asia-Pacific Economic Cooperation
(APEC) Privacy Framework, the U.S. Safe Harbor Principles, and the Global Privacy
Standard.21 Despite minor differences in language and emphasis, these FIPs all
reflect the following fundamental concepts:
• Purpose Specification and Use Limitation – reasons for the collection,
use, disclosure and retention of personally identifiable information should be
identified at or before the time of collection. Personal information should not

18 Ann Cavoukian and Don Tapscott, Who Knows: Safeguarding your Privacy in a Networked World.
Random House, Toronto (1995), describes these pressures in detail.
19 European Parliament and Council Directive 95/46/EC of 24 October 1995 on the protection of individuals
with regard to the processing of personal data and on the free movement of such data. Official Journal
L 281 of 23.11. (1995)
20 An earlier, partial set of Fair Information Practices were drafted by an advisory committee of the
Department of Health, Education, and Welfare (HEW) in 1973. See Cavoukian and Tapscott, p. 37.
21 Information and Privacy Commissioner/Ontario, Creation of a Global Privacy Standard (2006), www.ipc.
on.ca/images/Resources/gps.pdf.
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be used or disclosed for purposes other than those for which it was collected,
except with the consent of the individual or as authorized by law;
• User Participation and Transparency – individuals should be empowered to
play a participatory role in the lifecycle of their own personal data and should
be made aware of the practices associated with its use and disclosure; and
• Strong security – the confidentiality, integrity and availability of personal data
should be safeguarded, as appropriate to the sensitivity of the information.
Fair Information Practices have been essential in providing a starting point for
responsible data management practices. But many organizations have described
them as regulatory burdens, and approach compliance with them as necessarily
stifling innovation and impairing a free competitive marketplace. Viewed from such
a zero-sum perspective, where the task is seen as a “balancing” act of competing
business and privacy requirements, either privacy or functionality loses out.
However, the zero-sum/balancing perspective that such organizations operate under
is sadly misguided. As Julian Sanchez argues in a 2011 blog posting, balance
metaphors ultimately lock both sides into unwinnable arguments about the relative
merits of “competing” values. They assume that the two interests being balanced
are always in conflict, and that an increase in one necessarily translates into a
decrease in the other. More privacy equals less security; more security equals less
privacy.22 This certainly need not be the case, and approaching the issue from this
angle tends to prevent one from engaging creatively in achieving substantial success
for both privacy and innovation.23
Moreover, the balancing perspective has stimulated an overemphasis on notice and
consent as the primary vehicle for addressing issues related to the management of
personal information, diluting the true privacy potential of FIPs. As the U.S. Department
of Commerce notes, “Under the current notice-and choice model, consumers’
privacy rights depend on their ability to understand and act on each individual
company’s privacy policy. These documents “are generally written in legalese that
is unintelligible to the average consumer.” As a result of the number and complexity
of such notices, this situation is “typically overwhelming to the average consumer.”
The result… is a lack of transparency into actual privacy practices and a diminished
ability of consumers to make informed choices.”24

22 Julian Sanchez, www.juliansanchez.com (blog posting February 4, 2011), based on Orin Kerr’s An
Equilibrium-Adjustment Theory of the Fourth Amendment. Harvard Law Review, Vol. 125 (forthcoming)
http://papers.ssrn.com/sol3/papers.cfm?abstract_id=1748222.
23 Indeed, the balance metaphor is coming under growing criticism. See, for example, Daniel J. Solove,
Nothing to Hide: The False Tradeoff Between Privacy and Security. Yale University Press (2011).
24 Department of Commerce (Internet Policy Task Force), Green Paper: Commercial Data Privacy and
Innovation in the Internet Economy: A Dynamic Policy Framework. (Dec. 2010), p 31-32. http://www.
commerce.gov/sites/default/files/documents/2010/december/iptf-privacy-green-paper.pdf
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Increasingly, organizations that have anchored their privacy program in legalistic
interpretations of FIPs, focusing on consumer consent as the foundation of their
approach, are finding themselves at odds with consumer expectations about how
personal information is to be handled. These organizations have approached privacy
as a compliance issue. But, in fact, privacy is becoming a business issue, and its
protection is becoming an important aspect of an organization’s ability to inspire and
maintain consumer confidence, trust, and loyalty.
This emerging reality is apparent in a forthcoming paper by Kenneth A. Bamberger
and Deirdre K. Mulligan, which presents findings from the first study of corporate
privacy management in 15 years, involving qualitative interviews with leading Chief
Privacy Officers.25 The authors note that “between 1995 and 2010, corporate privacy
management in the United States has undergone a profound transformation.”26
Thousands of companies have created Chief Privacy Officer (CPO) positions, and
these CPOs report a profound shift in the definition of privacy and its treatment over
that period. “Privacy, in respondents’ language, has evolved over the last several
years to be defined in large part by respect for what consumers expect regarding the
treatment of their personal sphere.”27
Their findings suggest that, in the corporate context, the meaning of true privacy
increasingly depends on “the beliefs and assumptions of consumers as to the
appropriate treatment of individual information and personal identity – expectations that
evolve constantly and change by context. The success of privacy protection, then,
[must] be measured not by the vindication of notice and consent rights, but in the
actual prevention of substantive harms, such as preventing data breaches, or treating
information in a way that protects the “trust” of those whose information is at stake.”28
Enter Privacy by Design, who’s raison d’etre is to prevent the harm from arising.
No less critically, industry leaders are beginning to realize that effective privacy
programs are an essential component of creating and sustaining trusting, long-term
relationships with existing customers, while forming the basis for attracting opportunity
in the form of new ones. This realization is fostering a perspective on privacy that is
expansively consumer-driven, rather than narrowly legalistic.
At the same time, industry is being confronted with mounting evidence that privacy
breaches can have profound and long-term negative consequences, including

25 Kenneth A. Bamberger & Deirdre K. Mulligan, Privacy on the Books and on the Ground – Draft. http://
ssrn.com/abstract= 1568385. To be published in Stanford Law Review, vol. 63 (2011).
26 Bamberger & Mulligan, p. 105.
27 Ibid, p. 105.
28 Ibid, p. 105-6.
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financial ones, not only for individuals but also for organizations.29 Forward-thinking
organizations are thus becoming highly motivated to take privacy seriously as part of
their risk management activities. In this environment, adherence to FIPs is a necessary,
but not sufficient, condition. As one Chief Privacy Officer has said, “The end objective
in my mind is always what’s the right thing to do to maintain the company’s trusted
relationship with our employees, with our clients, with any constituency in society that
has a relationship to us.”30

Privacy by Design: The Next Generation of Privacy Protection
As our technological reality evolves, with our experience and expectations of privacy
evolving alongside it, the strategies that we pursue in order to secure the privacy that
is so fundamental to our freedom and autonomy must also evolve.
FIPs continue to provide an important anchor, but we must go further to achieve the
meaningful privacy objectives that underlie them. Just as FIPs evolved to protect
against the early impacts of the growth of information technologies 30 years ago, new
privacy protections, perhaps articulated in new ways, are now needed to respond to
today’s emerging reality.
The current challenges to privacy are driven by the synergy between the fundamentally
positive forces of innovation, competition, and the worldwide adoption of new
information technologies. The solution, therefore, must be woven or baked in to these
synergetic forces. Privacy must become the default mode of design and operation.
This is precisely the aim of Privacy by Design (PbD) – the philosophy and methodology
of embedding privacy into the design specifications of information technologies,
business practices, and networked infrastructures as a core functionality. Privacy by
Design means building in privacy right up front, directly into the design specifications
and architecture of new systems and processes.
Privacy by Design is based on 7 Foundational Principles (see Appendix A). While
these principles grow out of FIPs, they go much farther, emphasizing respect for user
privacy and the need to embed privacy as the default while preserving a commitment
to full functionality in a win-win, positive-sum approach. As such, it encourages a focus
not on mere technical compliance, but rather on approaching privacy holistically, as
a design feature of an entire organization’s activities and processes. Indeed, in the
words of Peter Schaar, German Data Protection Commissioner, “PbD should not be
limited to developing clever technical solutions and incorporating them into systems.

29 There are countless examples of this. See, for example, Sara Schmidt, ‘BreachFest’ may sound
funny, but expert says digital security has been a concern for years. Postmedia News. (June 6, 2011)
www.canada.com. Sony experienced several breaches in 2011; costs related to those breaches are
estimated at $173 million (U.S.) -- an 18% reduction out of their bottom line. Michael Lewis, Honda
hacked as Sony reels. Toronto Star. (May 27, 2011).
30 Ibid, p. 125.
168

Privacy by Design in Law, Policy and Practice

It is equally important to examine very early in the planning process whether and
how to limit the amount of personal data to the absolute minimum necessary. The
tendency to reproduce increasingly complicated bureaucratic systems in information
technology can be seen in other IT processes and can lead to major problems for
data protection. This risk exists even when great efforts are made to ensure data
protection [security] and prevent data misuse.”31
PbD embeds respect for privacy deeply and meaningfully across the organization,
supporting achievement of a much higher privacy standard than implementation of
FIPs has generally provided to date.
This aligns PbD with the reality that the demands of the marketplace are transforming
consumer privacy from a policy or compliance issue into a business issue. Getting
privacy right is becoming increasingly critical to achieving success in the new
economy. In this environment, PbD offers a principled, flexible, and technologyneutral vehicle for engaging with privacy issues, and for resolving them in ways that
support multiple outcomes in a positive-sum, win-win scenario.
This approach is a significant break from traditional ones, which have tended to posit
privacy as either an impediment to business development and innovation or, at best,
an afterthought. Instead, PbD invites organizations to weave privacy creatively into
business practices, technologies, and networked infrastructures, in such a way that it
becomes part of how the organization operates.
In support of this ambitious agenda, PbD is necessarily flexible. There is no single
way to rollout Privacy by Design. Rather than being prescriptive about outcomes, it
encourages organizations to adopt a principled approach to decision-making, and to
overall process and system design. Thus the process and outcome may be different
in each organization that undertakes to implement it. Context is key – it matters
enormously. The common thread, however, is that the outcome will be win-win – i.e.
respectful of consumer privacy while achieving full functionality.
This recognizes and supports – in a way that FIPs alone do not seem to have been
able to – the organization’s own interest in leveraging privacy as an opportunity, rather
than submitting to it as a burden. Approached from the perspective of an opportunity
to innovate, privacy programs can have myriad benefits, including:
• Improved customer confidence, trust, and loyalty;
• Efficiencies and risk reduction flowing from handling only the personal
information that is necessary to the business process;
• Competitive advantage in the marketplace;

31 Peter Schaar, Privacy by Design. Privacy by Design Issue of Identity in the Information Society Volume
3, Number 2, (August 2010). p 273.
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• Cost savings as a result of building privacy in up front rather than having to bolt
it on, after the fact;32 and
• Significant reduction of exposure to liability associated with privacy breaches.
This is true regardless of whether the organization is operating in a regulated or
unregulated environment with respect to privacy, or whether the applicable regulatory
framework includes specifically. No matter what the requirements, PbD will help
organizations to meet and exceed them by fostering responsible privacy practices
throughout the organization, at every level.

A Positive Approach to Privacy:
Implications for Regulators and Policy-makers
As a framework for effective privacy protection, PbD’s focus goes beyond strict
technical compliance, encouraging organizations instead to use PbD to both drive
and demonstrate their commitment to privacy. In much the same way that car
manufacturers are beginning to seize upon emission standards as an opportunity
to do more to position themselves as supporting a green future, organizations that
handle personal information can leverage PbD to spur value-added innovation in the
privacy arena.
As outlined above, rather than focusing solely on outcomes, PbD is also concerned
with processes. For regulators and policy-makers, PbD invites a shift in how the
privacy issue is approached. As Lawrence Lessig has said, “It may well be difficult for
the government to regulate behavior directly, given the architecture of the Internet as
it is. But that doesn’t mean it is difficult for the government to regulate the architecture
of the Internet as it is.”33
Incorporating PbD in policy, law, and practice translates into taking an approach to
privacy that is both broader, and yet more flexible than traditional ones. It means
requiring that privacy be woven into business processes in much the same way that
other core societal values such as fairness, transparency, and proportionality, are. It
means getting at privacy at a much deeper level – at the actual level of code, default
settings, and operating systems – than ever before.
In the words of Professor Lessig:
“For citizens of cyberspace, . . . code . . . is becoming a crucial focus of
political contest. Who shall write that software that increasingly structures
our daily lives? As the world is now, code writers are increasingly
lawmakers. They determine what the defaults of the Internet will be;
32 Doug Westlund, CEO of N-Dimension Solutions, has said that “... building privacy and security functions
into a Smart Grid system after it has been built costs 3 to 5 times as much.”
33 Lawrence Lessig, Code 2.0. http://codev2.cc/download+remix/Lessig-Codev2.pdf p. 61.
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whether privacy will be protected; the degree to which anonymity will
be allowed; the extent to which access will be guaranteed. They are the
ones who set its nature. Their decisions, now made in the interstices of
how the Net is coded, define what the Net is.”34
Approaching privacy from the level of code is a significant shift from traditional ways
of thinking about data protection. So just as PbD represents a shift in the way that
organizations must think about privacy – moving from a reactive model to a proactive
one – enshrining PbD into regulatory instruments, voluntary codes, and best practices,
requires a shift in how law and policy makers approach rule-making in this area. PbD
represents the new generation of privacy protection – it invites the development of
innovative approaches to promoting and enshrining privacy in various instruments.
In the next section, we take these themes further and examine specific approaches to
incorporating Privacy by Design into policy, practice, and regulation.

Approaches to Incorporating Privacy by Design
With momentum growing behind enshrining the 7 Foundational Principles of PbD
in privacy policies and frameworks around the world, the time is ripe for regulators,
policy-makers, and industry leaders to open a dialogue about the range of instruments
that PbD lends itself to, and how PbD may be incorporated, in ways that preserve its
flexible, positive-sum characteristics.
Instructions embedded into software and hardware make cyberspace what it is – they
are its architecture.35 PbD offers a framework for influencing, shaping, and regulating
this architecture in ways that recognize multiple legitimate functionalities, including
privacy among them.
As Lawrence Lessig argues, multiple constraints can impact how something is
regulated, including the law, social norms, the market, and architecture.36 All of
these are relevant, and operate in inter-related ways, in the context of privacy. For
our purposes here, however, the focus is on law, and how law can be applied to
influence architecture.
Initial considerations for decision-makers may be location and scope. Where
and how should PbD be incorporated? Should it be implemented on a sectorby-sector basis or more broadly, throughout the business-consumer information
ecosystem? Should it, for example, be a legislated requirement, a safe habor-

34

Ibid, p. 79.

35 Lessig, p 121. Lessig provides many examples of how law can change the regulation of architecture,
including the impact of the American with Disabilities Act, and car safety standards. See Chapter 7.
36 Ibid, p 123.
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type opportunity, or an instrument that individual organizations within the business
community may choose to adopt?
Each approach will produce a different outcome. Adoption of PbD by individual
organizations, for example, is useful in building business and competitive advantages
for that organization. It may not, however, be sufficient for creating widespread
consumer confidence in an industry or in a business, generally.
Sector-specific approaches, by contrast, can to help create trust and confidence
in a particular industry, and shape the future direction of development in a way
that aligns with consumer values around privacy. When PbD is applied across the
whole business-consumer information ecosystem, it can create the foundation for
widespread consumer confidence and trust, and spur innovation across all sectors
of the economy. In addition, applying it remedially, for example through enforcement
orders, may also be appropriate in certain circumstances.
Regulators and policy-makers must have a clear sense of their objectives in
promoting Privacy by Design when considering the wide range of regulatory-related
tools available, and the ways in which these tools can be usefully combined. Knowing
that there are a range of soft and hard law techniques available, decision-makers can
develop and apply governance models to “exploit market, corporate, and advocacy
capacity to develop collective understanding of risk, and solutions to [present] and
future privacy problems.”37
The chart below summarizes a particular way of looking at the range of available
instruments for encouraging the operationalization of the 7 Foundational Principles of
Privacy by Design.

Approaches to Incorporating Privacy by
Design
Remedial
Approaches

Criminal and
Civil Law

Fraud
Advertising
Competition
Harassment/
Bullying
Contracts
Property
General Torts
Injunctive
Relief
PbD may be required as
part of enforcement and
remedial measures

37 Bamberger, p 168.
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Second Generation
Regulatory
Approaches
Omnibus
Law

Sectoral
Laws

May include PbD provisions,
and/or enable PbD as part of
enforcement and remedial
measures

Government/
Industry
Initiatives

Organizational
Approaches

Industry
Initiatives

Codes of Conduct

Innovating Above and Beyond
Compliance

PIAs
Risk Analysis
Gap Analysis
Threat Assessment
Employee Training Tools
Privacy Risk Management
Audits
Certification
Seals
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These instruments and approaches are not mutually exclusive. They may – and
sometimes must – be used in combination. But we consider them separately below in
order to tease out the important differences between them.

Organizational Approaches to PbD
Adoption of PbD by an individual organization is very useful in building business and
competitive advantages for that organization. It can also form an important part of an
organization’s privacy program in regulated or self-regulated environments.
Optimally, PbD should not be implemented on a piecemeal, project-by-project basis,
but rather, across the entire organization. In practice, of course, privacy innovation
may initially occur on a project basis, driven from the bottom up. The danger of such
an approach in the long term, however, is that while a specific process or project may
be privacy-protective, the entire organization may not be, which leads to spotty and,
ultimately, unsatisfactory implementation of privacy, from a consumer perspective.
Project-by-project implementation of PbD should not, therefore, be considered other
than as an interim step in the full rollout of PbD. In a full rollout, PbD should be applied
across the board to IT systems, accountable business practices, physical design and
networked infrastructure, touching every aspect of an organization.
Experience suggests that the successful implementation of PbD requires executivelevel commitment to fostering the growth of a Culture of Privacy, which then enables
sustained collective action by providing people with a similarity of approach, outlook
and priorities. This leads privacy to be woven into the fabric of day-to-day operations
of the organization, at all levels. Further, executives have an essential role to play in
interpreting and implementing Privacy by Design’s flexible principles, in ways that
resonate with the organization’s management structures and processes, as well as
their understanding of customer and stakeholder expectations of privacy within their
own particular industry. Using PbD as a framework, the organization can think critically
about how to develop doubly-enabling, win-win solutions that are applicable and
appropriate given the size and nature of the organization, the personal information it
manages, and the range of risks, opportunities, and solutions available.
In applying PbD at the organizational level, organizations may choose to
leverage any number of tools, including Privacy Impact Assessments (PIAs),
risk management processes, and external validation programs involving privacy
audits, seals and/or certifications.

Privacy Impact Assessments (PIAs)
A PIA is one of many tools used to help organizations ensure that the choices made
in the design of a system or process meet the privacy needs of that system, typically
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by way of a directed set of questions, based on privacy requirements.38 It can be an
excellent entry point for applying the principles of Privacy by Design.
In some circumstances, a PIA may be conducted alongside a threat/risk assessment,
which is one of the inputs into assessing the overall privacy landscape.
A PIA has at least two roles: one is assisting in privacy compliance, but the other, which
has greater meaning for participants not directly responsible for privacy, is building
and communicating the information governance and risk management program of
the company, including the PbD principles. This helps employees at all levels of the
organization to better understand the value of the review, its relevance to their job
function, and the role it plays in adding value to the organization.
PIAs are already in use in many jurisdictions and different organizational environments,
in both the public and private sectors. Recently, for example, the European Commission
recommended the use of privacy risk assessments in connection with RFID tags.39
With the exception of the PbD-PIA currently in development,40 PIAs are not generally
grounded in the 7 Foundational Principles of Privacy by Design. Further work in this
area is needed.

Privacy Risk Management
Like other business risks, those related to the protection of personal information
benefit from the scrutiny of a formal risk management discipline.
Privacy, and the 7 Foundational Principles of Privacy by Design, may be productively
incorporated into risk management processes and tools, resulting in the blended
discipline of Privacy Risk Management (PRM). Successful PRM depends upon an
organization’s approach to both the privacy and risk management disciplines.
Organizations with moderate to advanced privacy and risk management capabilities
are poised to begin to practice Privacy Risk Management. By embedding privacy
into their existing risk management framework, they will be able to manage risks
associated with the protection of personal information, in much the same way as any

38 See, for example, Information and Privacy Commissioner/Ontario, The Privacy Diagnostic Tool (PDT)
Workbook (Aug 2001), and The New Federated Privacy Impact Assessment (F-PIA): Building Privacy
and Trust-enabled Federation (Feb 2009), www.ipc.on.ca.
39 European Commission, Commission Recommendation of 12.5.2009 on the Implementation of
Privacy and Data Protection Principles in Applications Supported by Radio-Frequency Identification.
SEC(2009) 585, SEC(2009) 586, p. 6. http://ec.europa.eu/information_society/policy/rfid/documents/
recommendationonrfid2009.pdf.
40 Consistent with the PbD Principles, the forthcoming PbD-PIA will analyze an organization’s privacy
posture beyond what is required for compliance with laws and regulations. For example, the PbD-PIA
will include a comprehensive assessment of the governance of, and accountability for, personal or
personal health information collected, used, disclosed, retained and shared, as the case may be. See
www.privacybydesign.ca.
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other business risk. Utilizing PRM, performance and value will be enhanced through
the execution of proactive processes, rather than ad hoc efforts.
There is a role in PRM for Privacy Risk Management Practitioners. These are
much more than simply “Process Custodians.” They are also “Agents of Change”
– advancing the banner of privacy within an organization, in general, and the risk
management function, in particular. While they are critical in ensuring efficient PRM
operations, the role itself is one that can be fulfilled by management associated with
any of several different functions, depending on the organizational structure. To be
truly successful, however, they will require executive visibility and support.

Audits, Seals, and Certification Programs
External validation of an organization’s privacy practices can help to ensure the rigor of
those practices, identify and address the gaps, help prioritize resources, and contribute
to consumer confidence and trust. They can function as a useful source of transparency.
They can also, when appropriately designed, serve as a mechanism for assessing
compliance with the principles of Privacy by Design, including the extent to which
appropriate processes and tools are in place, and are being leveraged, to support a
full-fledged organizational commitment to privacy.
When audits or audit-type processes are combined with a seal or certification
program that uses a readily recognizable emblem, they can be especially effective in
supporting consumer trust objectives.
There are already several privacy seal and certification programs in existence. In
the American context, these include TRUSTe, WebTrust, and BBBOnLine.41 Similar
programs exist in other jurisdictions, including Europe’s Europrise Privacy Seal and
Japan’s PrivacyMark.
Such programs could be expanded or modeled to include considerations linked to
the 7 Foundational Principles of PbD.

Regulatory Approaches to PbD
Regulatory approaches, for our purposes here, may include certain forms of selfregulation, sectoral privacy laws, omnibus privacy legislation, and, of course, privacy
provisions contained in more general laws.
Regulatory approaches to PbD throw into sharp relief the ways in which PbD invites
– and perhaps even requires – innovative new approaches to privacy rule-making.
Demand for such innovation is already growing. The European Commission has

41 From the US Chamber of Commerce web site, http://www.uschamber.com/issues/technology/onlineprivacy-seal-programs.
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begun to suggest, for example, that the first generation of privacy legislation,
based on Fair Information Practices, has not provided enough guidance, or gone
far enough to protect consumers.42 The Commission is calling for more innovation
in the area of privacy regulation.
Scholar Dennis Hirsch suggests that there are valuable lessons to be gleaned for
privacy regulators from looking at the history of environmental protection laws, which
he characterizes as having been “at the epicenter of an intense and productive
debate about the most effective way to regulate” for the past 40 years.43
Distinguishing between early “command-and-control” regulatory models, where
regulators both commanded the level of required performance and controlled
the means of achieving it, and “second generation” approaches, Hirsch points
to the success of “[s]econd generation initiatives [that] encourage the regulated
parties themselves to choose the means by which they will achieve environmental
performance goals… This difference tends to make second generation strategies
more cost-effective and adaptable than command-and-control rules.”44
He suggests that second generation strategies are well suited to information economy
industries, which experience rapid change, face stiff competition, and are based on
innovation that has the potential to be socially beneficial.
Hirsch’s approach is consistent with the findings of the excellent empirical work done
by Bamberger and Mulligan, which suggest that, while the dominant theme in U.S.
discussions of privacy has suggested a greater need for uniformity and specificity
in privacy law, there are advantages offered by also governing privacy through a
flexible, principled approach. “While bolstered procedural mechanisms for enhancing
informational self-determination may be needed, pursuing that goal in a way that
eclipses broader normatively-grounded protections, or constrains the regulatory
flexibility that permits their evolution, may destroy important tools for overcoming
corporate over-reaching, consumer manipulation, and the collection action problems
raised by ceding privacy protection exclusively to the realm of individual choice.”45
There is a sound basis for the view that PbD lends itself most readily to a flexible,
innovation-driven “second generation” approach to regulation; an approach that

42 European Commission, Communication from the Commission to the European Parliament, the Council,
the Economic and Social Committee and the Committee of the Regions: A comprehensive approach
on personal data protection in the European Union. (2010) http://ec.europa.eu/justice/news/consulting_
public/0006/com_2010_609_en.pdf.
43 See Dennis D. Hirsch, Protecting the Inner Environment: What Privacy Regulation Can Learn From
Environmental Law, 41 Georgia Law Review. 1, 8 (2006). http://www.law.capital.edu/faculty/bios/
Hirsch%20privacy%20article.pdf, p. 8. This links in interesting ways to parallels drawn between privacy
violations and pollution in Ann Cavoukian, A Discussion Paper on Privacy Externalities, Security Breach
Notification and the Role of Independent Oversight. (November 2009). http://www.ipc.on.ca/images/
Resources/privacy_externalities.pdf.
44 Ibid.
45 Bamberger and Mulligan, p. 108.
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requires and inspires a common principled commitment to protecting privacy without
“imposing intrusive and costly regulation on the emerging business sectors of the
information economy.”46
In our view, the principles of PbD, which are described in accessible, non-legalistic
language, could be used as the foundation for a second generation approach to
privacy regulation. See Appendix B for an example of what such a legal framework
could look like.
Precedent certainly exists for incorporating a set of flexible privacy principles into a
legislative framework. In Canada, personal information is protected under the Personal
Information Protection and Electronic Documents Act (PIPEDA), which applies to
the personal information collected, used or disclosed by organizations engaged
in commercial activities, from banks and retail outlets to airlines, communications
companies and law firms.47 PIPEDA has been fully in force since 2004, and applies
to big and small private enterprises across Canada, with the exception of those
operating within British Columbia, Alberta and Quebec, where similar provincial
statutes exist.48
In Canada, as elsewhere, private sector privacy regulation recognizes the dual
purposes of protecting the individual’s right to privacy on the one hand, and
recognizing the commercial need for access to personal information on the other.
PIPEDA furthers these two purposes by tying a set of flexible, technology-neutral
privacy principles to a statutory framework of rules governing the collection, use, and
disclosure of personal information.
Part I of the Act is drafted using a standard approach to legislation. Schedule I,
however, was borrowed from the Canadian Standards Association’s Model Code for
the Protection of Personal Information (Q830), and so does not follow any legislative
convention. To accomplish the dual purposes that animate PIPEDA and the privacy
principles set out in its Schedule, Canada’s Federal Court of Appeal has directed that
the interpretation and application of this regulatory framework should be guided by
“flexibility, common sense and pragmatism.”49
Developing a Privacy by Design regulatory framework would also require an
approach guided by “flexibility, common sense and pragmatism.” Consider, for
example, applying Privacy by Design requirements in the context of the Do Not Track
discussion, where design solutions must respect the Privacy by Default principle and
the Full Functionality – Positive-Sum principle:

46 Hirsch, p. 9, 34-36
47 Personal Information Protection and Electronic Documents Act, S.C. 2000, c. 5 (Can.), http://www.canlii.
org/en/ca/laws/stat/sc-2000-c-5/latest/sc-2000-c-5.html.
48 Office of the Privacy Commissioner of Canada, Your Guide to PIPEDA. http://www.priv.gc.ca/
information/02_05_d_08_e.cfm.
49 Englander v. Telus Communications Inc., 2004 FCA 387, Locus Para. 38-46.
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Scenario: Applying PbD to Do Not Track
Privacy by Design rests on the 7 Foundational Principles, of which
Privacy as the Default Setting is the second. Conceptually, this principle
requires that personal data be automatically protected. Individuals
should not be required to take additional steps to protect their privacy –
it should be built into the system, ideally by default. Recently, questions
have arisen as to how this principle might be applied in the context of
“Do Not Track,” which is inherently “opt-out.”
In Privacy by Design, Privacy as the Default is the ideal condition to
strive for. However, currently, the industry standard of practice for
online consumer marketing is opt-out. Privacy as the Default would
require a shift to “opt-in.” But an immediate shift to an opt-in model
(which is the standard of practice for sensitive information, such as
personal health information) could be both impractical and, perhaps,
harmful to industry.
As one of the 7 Foundational Principles, Privacy as the Default must
be read alongside the remaining principles. The fourth principle of Full
Functionality (Positive-Sum, not Zero-Sum), requires that PbD achieve
a doubly-enabling, “positive-sum” solution that provides a win-win
result for both consumers and businesses – not one at the expense of
the other.
Taking into account the context involved – and context is key – it is
possible to develop a two-step process for achieving the spirit of
Privacy as the Default in situations where the existing industry standard
of practice presents a barrier to achieving the principle directly, right
from the outset.
In limited circumstances, where the existing industry standard of
practice is opt-out, this Two-Step process may be followed as an interim
step towards achieving privacy as the default condition:50
•

Step 1: Present a clear and “in process” option (i.e. in the course of
normal use and operation) for the consumer to opt-out of subsequent
online tracking and marketing communications.

50 Ann Cavoukian, Ph.D., Information and Privacy Commissioner/Ontario, “Do Not Track” Meets Privacy
by Design: Announcing a New Two-Step Process for Getting to Privacy as the Default. (Jan. 27, 2011)
http://blogs.technet.com/b/microsoft_on_the_issues/archive/2011/01/27/do-not-track-meets-privacyby-design-announcing-a-new-two-step-process-for-getting-to-privacy-as-the-default.aspx
178

Privacy by Design in Law, Policy and Practice

•

Step 2: Once an individual has chosen to “opt-out” of future tracking or
receipt of marketing information, then their choice must remain persistent
over time and be global in nature (with respect to that organization).

This two-step process achieves a defacto default condition, in a manner
that recognizes legitimate business practices as reflected in industry
standards, but is driven by the consumer, and is persistent in its effect –
positive-sum, not zero-sum.
Maintaining flexibility with regard to how outcomes and objectives may be achieved is
consistent with Hirsch’s concept of “second generation” regulatory approaches, and
may prove beneficial in promoting and animating meaningful privacy protections.
Privacy by Design, with its emphasis on positive-sum outcomes, full lifecycle protection,
and a flexible implementation model that leverages an organization’s capacity to take
the lead in identifying the most effective and dynamic way to implement PbD in the
relevant context, has much to offer in the area of regulatory innovation.

Safe Harbor Initiatives
Regulators and policy-makers may also wish to consider the ways in which
approaches to regulating PbD may include a possible role for safe harbor
initiatives. A safe harbor is a provision of a statute or a regulation that reduces or
eliminates a party’s liability under the law, on the condition that the party performed
its actions in good faith or in compliance with defined standards. These standards
may themselves be defined in regulation, legislation, or through standards-making
bodies, including industry bodies.
The safe harbor approach has already been used to address privacy-related trade
issues between the United States and the European Union. The U.S.-EU Safe Harbor
offers a streamlined process for U.S. companies to comply with EU Directive 95/46/
EC on the Protection of Personal Data.51 U.S. companies can opt into the program
as long as they adhere to the 7 Fair Information Principles outlined in the Directive.52
Similar approaches can also be used by regulators to motivate the adoption of other
desirable privacy practices, including Privacy by Design. This could encourage
organizations to develop and maintain privacy policies as a way of lowering their
compliance risks, and motivate them to take due care in embedding privacy
protection, at the outset.53

51 U.S.-E.U. Safe Harbor Framework, http://www.export.gov/safeharbor/eu/index.asp.
52 After opting in, an organization must re-certify every 12 months. It can either perform a self-assessment
to verify that it complies with these principles, or hire a third-party to perform the assessment. There are
also requirements for ensuring that appropriate employee training and an effective dispute mechanism
are in place.
53 Department of Commerce, Green Paper. p.43.
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Self-Regulation: Voluntary or Government-Mandated Approaches
Traditionally, industry self-regulation and government regulation have been seen
as polar opposites. Increasingly, however, they are no longer seen as necessarily
mutually exclusive. “As a number of environmental law scholars have observed,
self-regulation is a ‘highly malleable term which may encompass a wider variety
of instruments.’ Thus, it is better to think of voluntary self-regulation and direct
government regulation as opposing ends of a regulatory continuum, with most
regulatory schemes falling somewhere in the middle,” in a broad category that can
be understood as “mandated” self-regulation.54
Joseph Rees distinguishes between two types of mandated self-regulation: full
and partial. “Full mandated self-regulation privatizes both of the major regulatory
functions of rule making and enforcement. The strategy resembles voluntary
self-regulation in this respect, but differs from it chiefly in that a government
agency officially sanctions and monitors the self-regulatory program to ensure its
effectiveness. In contrast, mandated partial self-regulation limits privatization to
one or the other regulatory function, but not both. Two basic approaches are the
result: ‘public enforcement of privately written rules, and governmentally monitored
internal enforcement of publicly written rules.’”55
Voluntary codes are already a well-established vehicle in the privacy arena. There
are a great many examples of these, worldwide. In March 2011, for example,
Germany’s digital industry submitted a voluntary code of privacy to the country’s
government.56 In Canada, the Investment Industry Regulatory Organization of
Canada developed a Privacy Code that binds its members.57 In New Zealand, there
are privacy Codes of Practice in the areas of health, telecommunications, and credit
reporting.58 In the U.S., voluntary codes are well-established, and have been the
subject of several reports to Congress.59
Activity in this area continues. For example, promising steps have been made
toward the development of a voluntary code for online behavioral advertising in the

54 Ira Rubenstein, Privacy and Regulatory Innovation: Moving Beyond Voluntary Codes. NYU School
of Law, Public Law Research Paper No. 10-16. http://papers.ssrn.com/sol3/papers.cfm?abstract_
id=1510275, p. 3.
55 Joseph V. Rees, Reforming the Workplace: A Study of Self-Regulation in Occupational Safety, 9 (1988),
as cited in Rubenstein, p. 12.
56 http://www.monstersandcritics.com/news/europe/news/article_1622883.php/German-geodataindustry-submits-voluntary-code-of-privacy-to-Berlin
57 http://www.iiroc.ca/English/About/Governance/Documents/PrivacyCode_en.pdf
58 http://privacy.org.nz/the-privacy-act-and-codes/
59 See, for example, FTC, Self-Regulation and Privacy Online: Report to Congress 6 (1999), http://www.ftc.
gov/os/1999/07/privacy99.pdf.
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United States.60 Although still in its early stages (as this paper was being written),
essential features of this code would include publicly acknowledged adherence to
basic guidelines, compliance assessments, complaint mechanisms, self-policing
measures, and periodic updates.61
The process involved in arriving at voluntary or self-regulatory codes can produce
significant benefits in and of itself. Generally, this process involves a trade association
or group of firms establishing substantive rules concerning the collection, use and
transfer of personal information and procedures for applying these rules to member
firms.62 “Self-regulatory guidelines require that firms come together and engage
in a deliberate and normative discussion of the principles that should guide their
activities with respect to a public policy goal such as privacy protection. This
inevitably involves candid reflections on how a company should handle information
processing challenges both in terms of its own business model and as compared
to other firms in the industry.” Thus, the very act of participating in the drafting of
self-regulatory principles provides company representatives with a highly relevant
basis for questioning how their own firms do business. At the same time, achieving
consensus as to industry principles lays the foundation for future compliance by
forming an “expectation of obedience.” Legal norms contribute to this expectation
since agreement to industry principles creates legally enforceable obligations.”63
In an evolving area such as privacy, the multi-stakeholder process of establishing
norms can present an important opportunity to gauge consumer expectations and
align business practices with them more effectively.
Voluntary codes are not without their challenges. To the extent that voluntary codes
of practice are either not mandated or only weakly mandated by government, for
example, they can raise concerns about “free riders.” The free rider problem may
manifest itself in one of two ways: “[F]irst, some firms may agree to join a program
but merely feign compliance; second, certain firms in the relevant sector may
simply refuse to join at all.”64 Nonetheless, they represent an important vehicle that
serves a useful purpose.

60 Department of Commerce, Green Paper, p. 42. More work remains to be done in this area, however.
FTC Commissioner Jon Leibowitz has publicly criticized Google for its reluctance to voluntarily adopt
privacy measures like “Do Not Track,” See Mike Zapler, Jon Leibowitz: Google Should Step up on
Privacy, Politico (Apr. 19, 2011, 6:45 PM EDT), http://www.politico.com/news/stories/0411/53440.html. In
addition, Commissioner Leibowitz acknowledged that it is unclear how many online advertisers would
be willing to honor voluntary measures like “Do Not Track.”
61 Department of Commerce, Green Paper, p. 42.
62 Ira S. Rubinstein, Privacy and Regulatory Innovation: Moving Beyond Voluntary Codes. New York
University School of Law Public Law & Legal Theory Research Paper Series, Working Paper No. 10-16.
(March 2010). http://papers.ssrn.com/sol3/papers.cfm?abstract_id=1510275, p 2.
63 Ibid, p. 28.
64 Ibid, p. 24.
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Sectoral Laws
Sector-specific legislation has arguably been the dominant method for setting privacy
policy in the United States.65 There are countless sectoral laws that pertain wholly or
partially to the protection of personal information at the state and federal levels.66
Critics suggest that sector-specific legislation creates a patchwork of laws, sometimes
with overlapping application, some of which may be in conflict, creating uncertainty
for businesses and consumers alike. But this view is not uniformly held, and it has also
been suggested that sectoral laws provide an important avenue for experimentation
in the privacy arena.67
One area where sector-specific privacy regulation may be particularly useful is with
regard to industries or practices that are in their nascent stages, where standards for
the protection of personal information can be set early on, and then be more easily
absorbed as part of the initial architecture. A good example of such a scenario is the
emerging Smart Grid.68
The Smart Grid, which is viewed as essential to the future provision and conservation
of energy, will drive an increase in the amount of digitized information gathered
relating to consumer activities within their homes. In many cases, the infrastructure
will be capable of informing consumers’ hourly and real-time energy use, right down
to the appliance level.
In Ontario, Canada, as in other jurisdictions, the Smart Grid is beginning to
develop through the widespread installation of smart meters, time-of-use, demand
management initiatives, and the creation of a Smart Metering Entity resulting from
legislative action by the Government of Ontario in the Green Energy Act, 2009 and
the Electricity Act, 1998. The province’s goal is to meet electricity demand over the
next 20 years, while also achieving energy conservation and use of renewable energy
resources (for example, to discontinue the use of coal plants by 2014).
Functional specifications were issued by the government that all electricity providers
must meet in achieving smart meter policy goals to support the Smart Grid, with
the Smart Metering Entity being responsible for the consolidation, management and
storage of consumer electricity consumption information.69

65 Department of Commerce, Green Paper. p. 11.
66 See, for example, http://www.privacy.ca.gov/privacy_laws.htm.
67 Paul M. Schwartz, Preemption and Privacy. The Yale Law Journal. 118:902 2009 http://www.ntia.doc.
gov/comments/100402174-0175-01/attachments/preemption_and_privacy.pdf.
68 Information and Privacy Commissioner/Ontario, Hydro One, & Toronto Hydro, Privacy by Design:
Achieving the Gold Standard in Data Protection for the Smart Grid. (June 2010) http://www.ipc.on.ca/
images/Resources/achieve-goldstnd.pdf p. 1-2.
69 A Ministerial Directive issued by the Minister of Energy on November 23, 2010 requires that, in performing
its functions, the OEB be guided by several government policy objectives including the following: “Privacy:
Respect and protect the privacy of customers. Integrate privacy requirements into smart grid planning
and design from an early stage, including the completion of privacyimpact assessments.”
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Electricity distributors in Ontario are required to adhere to these functional specifications
when installing smart meters, metering equipment, systems and technology. They are
also required to meet all applicable federal, provincial and municipal laws, codes,
rules, directions, guidelines, regulations and statutes, including requirements of
regulatory authorities and agencies such as the Canadian Standards Association
and Measurement Canada.
In order to meet their privacy obligations, and to help build the consumer confidence
and trust that is essential to the full implementation of the Smart Grid, Ontario utilities
have implemented a Privacy by Design approach, with tremendous success.70 In
February 2011, the Ontario Information and Privacy Commissioner, along with Hydro
One, GE, IBM and Telvent, issued a guidance document based on implementing
PbD in a cutting-edge Smart Grid project in Owen Sound in Ontario, Canada. The
paper demonstrates how the principles of Privacy by Design may be operationalized
as a foundational requirement in emerging Smart Grid systems, setting the precedent
for other utilities to follow.71
The National Institute of Standards and Technology (NIST) has also recommended
PbD as a methodology for future Smart Grid development,72 as has the European
Commission’s Task Force on Smart Grids.73 “Privacy should be designed into smart
meter systems right from the start as part of the compliance life-cycle and include
easy to use privacy-enhancing technologies. We urge to make the principle of privacy
by design mandatory, including principles of data minimization and data deleting.”74

Omnibus Privacy Legislation
Omnibus privacy legislation provides a vehicle for describing a desired end state
in terms of how personal information is managed and protected. The principles of
Privacy by Design can inform both the end state (e.g. privacy as the default), and the
process for arriving at the end state (e.g. end-to-end, full lifecycle protection).
While PIPEDA and the substantially similar provincial statutes do not reference PbD
specifically, the principles of Privacy by Design may come into play where privacy

70 Ibid, plus Information and Privacy Commissioner/Ontario and The Future of Privacy Forum, SmartPrivacy
for the Smart Grid: Embedding Privacy into the Design of Electricity Conservation. http://www.ipc.on.ca/
images/Resources/pbd-smartpriv-smartgrid.pdf.
71 Information and Privacy Commissioner/Ontario, Hydro One, GE, IBM & Telvent, Operationalizing
Privacy by Design: The Ontario Smart Grid Case Study. http://www.ipc.on.ca/images/Resources/pbdont-smartgrid-casestudy.pdf.
72 The Smart Grid Interoperability Panel–Cyber Security Working Group, Department of Commerce and
National Institute of Standards and Technology, NISTIR 7628: Guidelines for Smart Grid Cyber Security:
Vol. 2, Privacy and the Smart Grid. http://csrc.nist.gov/publications/nistir/ir7628/nistir-7628_vol2.pdf.
73 Task Force Smart Grids, Expert Group 2: Regulatory Recommendations for Data Safety, Data Handling
and Data Protection (February 16, 2011). http://ec.europa.eu/energy/gas_electricity/smartgrids/doc/
expert_group2.pdf.
74 European Association for Co-orindation of Consumer Representation in Standardisation (ANEC), http://
www.anec.org/attachments/ANEC-PT-2010-AHSMG-005final.pdf.
183

Privacy by Design: From Rhetoric to Reality

investigations have identified gaps in an organization’s practices, as outlined later
in this paper.
In the U.S., omnibus privacy legislation does not exist, though it has been hotly
debated for several years.75 Without getting into the pros and cons of such
legislation, it is clear that omnibus legislation would provide a solid vehicle for
enshrining the principles of Privacy by Design. There is already movement in this
direction: in 2011, Senators John Kerry (D-MA) and John McCain (R-AZ) introduced
the Commercial Privacy Bill of Rights76 that would require businesses that collect,
use, store or transfer consumer information to implement a Privacy by Design
approach when developing products and provide consumers with choices about
how data are used, collected and shared.77 This is the first time that Privacy by
Design has been explicitly included in a bill.

Enforcement and Remedial Approaches to PbD
Regulatory approaches to privacy protection may include not only sector-specific
laws that wholly or partially relate to privacy, or omnibus privacy legislation, but
also provisions under the general civil or criminal law. Particularly in the case of the
latter two, PbD may also be promoted through creative approaches to enforcement,
sentencing, and negotiated settlements.78
Alternatively, governments may wish to use evolving jurisprudence in connection
with existing legislation. For example, it has been suggested that privacy in the
United States be viewed as a dimension of non-price competition, which would

75 The history of this debate is long and interesting. See Schwartz for an abbreviated version of it.
76 John Kerry, Commercial Privacy Bill of Rights. http://kerry.senate.gov/work/issues/issue/?id=74638d00002c-4f5e-9709-1cb51c6759e6&CFID=90056053&CFTOKEN=63781113.
77 Section 103 of the Kerry-McCain Commercial Privacy Bill of Rights Act of 2011 (CPBR) provides
that:
Each covered entity [defined term] shall, in a manner proportional to the size, type, and nature of the
covered information [defined term] that it collects, implement a comprehensive information privacy
program by —
(1) incorporating necessary development processes and practices throughout the product lifecycle
that are designed to safeguard the personally identifiable information [defined term] that is covered
information of individuals based on—
		
(A) the reasonable expectations of such individuals regarding privacy; and
		
(B) the relevant threats that need to be guarded against in meeting those expectations; and
(2) maintaining appropriate management processes and practices throughout the data lifecycle that
are designed to ensure that information systems comply with—
		
(A) the provisions of this Act;
		
(B) the privacy policies of a covered entity; and
		
(C) the privacy preferences of individuals that are consistent with the consent choices and
related mechanisms of individual participation as described in section 202 [right to notice provisions].
[Emphasis added.]
78 I am deeply grateful to Pamela Jones Harbour for her insights in this regard.
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make it a cognizable interest under U.S. antitrust laws.79 Similarly, the FTC’s authority
under Section 5 of the FTC Act has been used to remedy corporate infringement
of privacy rights successfully.80 The FTC and the Department of Commerce have
worked together with both commercial and non-commercial stakeholders to develop
models for addressing privacy challenges posed by emerging technologies, as
they develop.81
There is a growing understanding that even organizations that are in full compliance
with privacy laws – particularly those based on FIPs – can find themselves embroiled
in controversy because they are out of step with consumer expectations about how
personal information should be handled. Consumers, increasingly, are experiencing
what they consider to be “privacy harms” even where there has been no technical
violation of a privacy statute. This reflects, in part, the fact that detailed legal frameworks
are often slow to respond to fast-paced innovative technologies and practices. But it
also reflects a particular set of assumptions about the nature of privacy harm that may
need to evolve in today’s online world.
In The Boundaries of Privacy Harm, M. Ryan Calo82 argues that privacy harm is a
unique injury with specific boundaries and characteristics.83 He suggests that these
fall into two related categories: subjective privacy harm, which is the perception
of unwanted observation, and objective privacy harm, which is the unanticipated
or coerced use of information about an individual, with adverse consequences to
the individual. These two components of privacy harm are two sides of the same
coin – the loss of control over information about oneself, in effect, the opposite of
informational self-determination.84
A most interesting aspect of Calo’s work is the way in which, by the uncoupling of
privacy harms from privacy violations, may permit the measurement and redress of
privacy harm in novel ways.
To what extent does this uncoupling invite a creative revisiting of our approach to
preventing and remedying privacy harms? For example, where there has been,
or is a risk of, a subjective privacy harm, consider that there will typically be an

79 Pamela Jones Harbour & Tara Isa Koslov, Section 2 in a Web 2.0 World: An Expanded Vision of Relevant
Product Markets, 76 ANTITRUST L. J. 769, 773 (2010)
80 Federal Trade Commission, Staff Report, p. 12-13. See Section III(A)(2)(e), infra, for examples of the
FTC’s recent use of its remedial powers in the privacy arena.
81 Department of Commerce, Green Paper, p.19-20.
82 M. Ryan Calo, The Boundaries of Privacy Harm. 86 Indiana Law Journal (Summer 2011) pgs 1, 12-13.
83 This in contrast, for example, to Daniel Solove’s approach, which rejects the idea that privacy can or
should be reduced to one or even multiple concepts. Any boundaries put around the idea of privacy or
privacy harm ends up including some activities that do not deserve the label “privacy” and excluding
others that do. Instead, Solove creates a taxonomy of privacy rights and interests consisting of matters
that do no all have one thing in common. See Daniel J. Solove, A Taxonomy of Privacy. 154 U. Pa. L.
Rev. 477, 482 (2006).
84 The German concept of “informational self-determination” was first used in the context of a German
constitutional ruling relating to personal information collected during the 1983 census.
185

Privacy by Design: From Rhetoric to Reality

increased risk of objective privacy harm. Going forward, PbD has the potential to
proactively and responsively address both types of harm. Where PbD has not been
applied proactively, decision-makers can impose terms and conditions that fulfill
an organization’s PbD responsibilities remedially. This can serve to remedy privacy
harms by ensuring that:
• Privacy is “baked in” as a resourced corporate priority, addressing the full
information lifecycle;
• The unwanted observation of personal information is minimized;
• Necessary observations are broadly understood as serving legitimate and
well-defined purposes;
• The organization’s information handling practices are visible transparent; and
• Customers are able to exercise choices regarding their participation in datarelated practices.
One example of the possible application of this approach is with the FTC. The FTC
has the ability to issue orders compelling companies to remediate unfair practices or
antitrust violations and has previously imposed consumer privacy-related terms in their
consent decrees. In 2002, the FTC alleged that Eli Lilly and Company had not adequately
safeguarded consumer information that had been submitted on the company’s website.85
To resolve the charges, the company agreed to appoint a Chief Privacy Officer and
implement a privacy protection program.86 Among the features of that program were the
assessment of privacy risks, periodic monitoring and ongoing evaluation efforts.87
This approach has also been used by Canada’s Privacy Commissioner in her role
as overseer of the Personal Information Protection and Electronic Documents Act
(PIPEDA). During her investigation of Google’s Street View map service, Google
acknowledged that it had inadvertently collected data transmitted over unprotected
wireless networks installed in homes and businesses in Canada (and around the
globe). The report concluded that the incident had largely resulted from Google’s lack
of proper privacy policies and procedures.
After the Privacy Commissioner issued her findings and recommendations
in October 2010, Google agreed to implement key privacy by design-related
recommendations, including:

85 Eli Lilly and Company, FTC Docket No. C-4047, Compl. 10 (2002), http://www.ftc.gov/os/ 2002/05/
elilillycmp.htm.
86 Eli Lilly and Company, FTC Docket No. C-4047, Order. 2 (2002), http://www.ftc.gov/os/ 2002/05/elilillydo.
htm.
87 Ibid.
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• Implementing a system for tracking all projects that collect, use or store
personal information and holding the engineers and managers responsible for
those projects accountable for privacy;
• Requiring engineering project leaders to draft, maintain, submit and update
Privacy Design Documents for all projects in order to help ensure that
engineering and product teams assess the privacy impact of their products
and services, from inception through to launch;
• Assigning an internal audit team to conduct periodic audits to verify the
completion of selected Privacy Design Documents, and their review by the
appropriate managers; and
• Piloting a review process whereby members of Google’s Privacy Engineering,
Product Counsel and Privacy Counsel teams review proposals involving
location-based data, as well as the software programs that are to be used for
the collection of data.88
While there is no question that tackling privacy issues up front, and embedding
privacy protections directly into new systems, processes, and architectures, is optimal
from both a privacy and a business perspective, the reality is that it is not always
possible to embed privacy directly from the outset. Most organizations operate in the
context of existing, relatively mature IT systems and business practices, which they
have developed and evolved over time, as business or other needs have dictated.
Remedial measures such as the ones outlined above demonstrate the relevance of
Privacy by Design, even in these circumstances.
An extension of PbD, Privacy by ReDesign is used to describe a new approach
to applying the 7 Foundational Principles of Privacy by Design to legacy systems
and existing operations. Clearly, since existing systems are already operational and
pervasive throughout most organizations, the principles cannot be embedded right
from the outset. Instead, the objective must be to approach the end state of PbD
– the highest standard of privacy protection – by seizing opportunities to Rethink,
Redesign, and Revive these systems.89

88 Office of the Privacy Commissioner of Canada, PIPEDA Case Summary #2011-001. June 6, 2011. http://
www.priv.gc.ca/cf-dc/2011/2011_001_0520_e.cfm. Also see TJX Companies Inc./Winners Merchant
International L.P., [2007] A.I.P.C.D. No. 34, a joint investigation of the Privacy Commissioner of Canada
and the Office of the Information and Privacy Commissioner of Alberta. The case arose in relation
to concerns about a network computer intrusion affecting the personal information of an estimated
45 million payment cards in Canada, the United States, and elsewhere. Following their investigation,
the Commissioners recommended and the organizations agreed to dedicate “significant resources to
enhance the security of its systems, including the monitoring of its systems” and adopt more robust
encryption technology.
89 Ann Cavoukian and Marilyn Prosch, Privacy by ReDesign: Building a Better Legacy. (May 2011) http://
privacybydesign.ca/content/uploads/2010/03/PbRD.pdf.
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Conclusion
There is a clear appetite for mechanisms that support meaningful privacy protection
while also enabling flexibility and innovation. Privacy by Design, with its emphasis on
doubly-enabling, positive-sum outcomes, is rapidly emerging as the gold standard
in privacy and data protection. It offers decision-makers the opportunity to develop
principled and pragmatic solutions that leverage the PbD advantage.
PbD represents a significant shift from traditional approaches to protecting privacy,
which focus on setting out minimum standards for information management practices,
and providing remedies for privacy breaches, bolted on after the fact. Enshrining
PbD in policy, regulatory instruments, voluntary codes, and best practices requires
an evolution in how policy and law makers approach privacy rule-making.
PbD’s flexible, innovation-driven approach to achieving privacy can help to encourage
organizations to “internalize the goal of privacy protection and to come up with ways
to achieve it. This approach could be advanced, for example, as part of a second
generation regulatory framework. In the complex, fast-moving information economy,
this strategy could be an effective way to enhance privacy protection.”90
Under the influence of such a “second generation” approach, incorporating the
principles of Privacy by Design, companies can be encouraged to “go beyond
mere legal compliance with notice, choice, access, security and enforcement
requirements.”91 Instead, they can be empowered to design their own responsive
approaches to risk management and privacy-related innovation, within the context of
a policy or regulatory framework.
Some industry leaders are already moving towards implementing Privacy by Design
within their organizations as a way of actualizing their commitment to privacy, while
aligning more closely to consumer expectations. Policy discussions in the U.S., the
EU, and elsewhere have begun to include consideration of PbD as a necessary
component of future approaches to protecting privacy. Momentum behind PbD as
the next generation of privacy protection is growing strong.
This paper has outlined a variety of vehicles that are available to legislators and
policy-makers to help support the widespread implementation of the principles of
Privacy by Design. It is our hope that this paper will serve to stimulate dialogue and
innovation within the privacy arena, supporting meaningful privacy protection, now
and well into the future.

90 Hirsch, p. 63
91 Rubinstein, p. 52
188

Privacy by Design in Law, Policy and Practice

Appendix A
The 7 Foundational Principles of
Privacy by Design 92
1. Proactive not Reactive; Preventative not Remedial
The Privacy by Design approach is characterized by proactive rather than
reactive measures. It anticipates and prevents privacy invasive events before
they happen. Privacy by Design does not wait for privacy risks to materialize, nor
does it offer remedies for resolving privacy infractions once they have occurred
— it aims to prevent them from occurring. In short, Privacy by Design comes
before-the-fact, not after.

2. Privacy as the Default Setting
We can all be certain of one thing — the default rules! Privacy by Design seeks
to deliver the maximum degree of privacy by ensuring that personal data are
automatically protected in any given IT system or business practice. If an individual
does nothing, their privacy still remains intact. No action is required on the part of the
individual to protect their privacy — it is built into the system, by default.

3. Privacy Embedded into Design
Privacy by Design is embedded into the design and architecture of IT systems and
business practices. It is not bolted on as an add-on, after the fact. The result is that
privacy becomes an essential component of the core functionality being delivered.
Privacy is integral to the system, without diminishing functionality.

4. Full Functionality — Positive-Sum, not Zero-Sum
Privacy by Design seeks to accommodate all legitimate interests and objectives
in a positive-sum win-win manner, not through a dated, zero-sum approach,
where unnecessary trade-offs are made. Privacy by Design avoids the pretense
of false dichotomies, such as privacy vs. security – demonstrating that it is
possible to have both.

92 Ann Cavoukian, Ph.D., Information and Privacy Commissioner/Ontario, The 7 Foundational Principles:
Implementation and Mapping of Fair Information Practices, http://www.privacybydesign.ca/content/
uploads/2010/05/pbd-implement-7found-principles.pdf.
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5. End-to-End Security — Full Lifecycle Protection
Privacy by Design, having been embedded into the system prior to the first element
of information being collected, extends securely throughout the entire lifecycle of the
data involved — strong security measures are essential to privacy, from start to finish.
This ensures that all data are securely retained, and then securely destroyed at the
end of the process, in a timely fashion. Thus, Privacy by Design ensures cradle to
grave, secure lifecycle management of information, end-to-end.

6. Visibility and Transparency — Keep it Open
Privacy by Design seeks to assure all stakeholders that whatever the business
practice or technology involved, it is in fact, operating according to the stated
promises and objectives, subject to independent verification. Its component
parts and operations remain visible and transparent, to users and providers alike.
Remember, trust but verify.

7. Respect for User Privacy — Keep it User-Centric
Above all, Privacy by Design requires architects and operators to protect the interests
of the individual by offering such measures as strong privacy defaults, appropriate
notice, and empowering user-friendly options. Keep it user-centric.
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Appendix B: What PbD Could Look Like as Part
of a Legal Framework
This draft legal framework is offered to stimulate discussion on how to provide a
flexible but enforceable legal framework for PbD, for example as part of a safe harbor
initiative or an omnibus privacy statute. It draws on Commissioner Cavoukian’s 7
Foundational Principles: Implementation and Mapping of Fair Information Practices
http://www.privacybydesign.ca/content/uploads/2010/05/pbd-implement-7foundprinciples.pdf; the Privacy Commissioner of Canada’s Google report, PIPEDA Case
Summary #2011-001; Section 103 of the Kerry-McCain Commercial Privacy Bill of
Rights Act of 2011; and elements of the Massachusetts Data Breach Notification Law
and Massachusetts Executive Order 504.
Each organization shall, in a manner proportional to the organization’s
size, scope, and resources and the size, type, and nature of the personal
information that it collects, implement a comprehensive Privacy by
Design program by:
(1) Incorporating necessary development processes and practices
designed to safeguard the personal information of individuals
throughout the lifecycle of a product, program or service and
(2) Maintaining appropriate management processes and practices
throughout the data lifecycle that are designed to ensure that
information systems comply with:
(A)

Privacy requirements provided for by law;

(B)

The privacy policies of the organization; and

(C)

The privacy preferences of individuals that are consistent with
the applicable mechanisms required or provided to give effect to
individual choice.

A comprehensive Privacy by Design program must include the following elements:
(1) An organization shall establish a Privacy by Design leader and/or team by
identifying the appropriate directors, officers, and managers responsible for
developing, maintaining, implementing, and updating proactive Privacy by Design
processes and practices;
(2) Proactive Privacy by Design processes and practices shall:
(A) Apply to the design and architecture of infrastructure, IT systems, and
business practices that interact with or involve the use of any personal
information;
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(B) Describe each of the core purposes served and main functions delivered
by those infrastructures, systems and practices, including but not limited
to the provision of security and the protection of privacy in personal
information;
(C) Incorporate data minimization and provide the highest degree of privacy
protection for personal information possible while serving the other core
purposes and delivering the other main functions;
(D) Provide this degree of privacy protection by employing the maximum
feasible means needed to ensure the security, confidentiality, and integrity
of personal information throughout the lifecycle of the data, from its
original collection, through to its use, storage, dissemination, and secure
destruction at the end of the lifecycle;
(E) Whenever reasonably possible, provide for that privacy protection
automatically, so that no action is required for individual users or customers
to protect the privacy of their personal information;
(F) Ensure that infrastructure, IT systems, and business practices that interact
with or involve the use of any personal information remain reasonably
transparent and subject to independent verification by all relevant
stakeholders, including customers, users, and affiliated organizations;
and
(G) Emphasize the design and maintenance of user-centric systems and
practices, including strong privacy defaults, appropriate notice, and other
user-friendly options.
In support of a comprehensive Privacy by Design program, an organization must:
(1) Provide appropriate privacy and security training to its employees;
(2) Implement a system for tracking all projects that regularly collect, use or
store personal information;
(3) Require project leaders to draft, maintain, submit and update Privacy
Design Documents for all projects in order to help ensure product,
program or service teams assess the privacy impact of their products,
programs and services from inception through launch; and
(4) Assign an internal audit team to conduct periodic audits to verify the
completion of selected Privacy Design Documents and their review by
the appropriate managers.
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Privacy by Design:
Essential for Organizational Accountability
and Strong Business Practices

Foreword
The proposition that “privacy is good for business” is one that is enshrined in all
Fair Information Practices (FIPs) around the world and, through them, in the many
laws and organizational practices upon which they are based. By setting out
universal principles for handling personal data, FIPs seek to ensure the privacy of
individuals and to promote the free flow of personal data and, through them the
growth of commerce.
The enduring confidence of individuals, business partners and regulators in
organizations’ data-handling practices is a function of their ability to express the FIPs’
core requirements. These are: to limit collection, use and disclosure of personal data;
to involve individuals in the data lifecycle, and to apply appropriate safeguards in a
thoroughgoing manner. These requirements, in turn, are premised upon organizational
openness and accountability. The ultimate results – which are highly desirable –
include enhanced trust, improved efficiencies, greater innovation, and a heightened
competitive advantage. Privacy is good for business.
But the early FIPs drafters and adopters had in mind large mainframe computers
and centralized electronic databases. They could never have imagined how
leapfrogging revolutions in sensors, bandwidth, storage, and processing power
would converge into our current hyper-connected “Web 2.0” networked world of
ubiquitous data availability.
It has become trite to observe that data is the lifeblood of the new economy, but who
today can truly grasp how large the arteries are becoming, how they are multiplying,
where they may lead, and to what end? Everywhere we see near-exponential growth
of data creation, transmission, use and storage, by an ever-expanding universe of
actors, somewhere out there in the opaque “cloud.” Most of this data is personallyidentifiable. And most of it is now controlled by someone other than the individual
himself or herself. Thanks to new information flows, today we enjoy unprecedented and
nearly unimaginable new services and benefits, but these have been accompanied
by unprecedented and once unimaginable privacy threats and harms. Some say that
privacy is effectively dead or dying in the information age. We say that it is not, but it
is rapidly changing shape.
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The need for organizational accountability remains constant – indeed, it has
become more urgent today than ever before. What is changing are the means by
which accountability may be demonstrated, whether to individuals, regulators or
to business partners. Beyond policy statements, what is needed now are more
innovative and more robust methods for assuring that personal data is, in fact,
being managed responsibly.
There are many paths to enhanced accountability and assurance, typically involving
a mix of technology, policies and practices, and of law and regulation. More than ever
before, a comprehensive and proactive Privacy by Design approach to information
management is called for – one which assures an end-to-end chain of custody and
responsibility right from the very start.
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I

Introduction

Professor Paul A. Schwartz recently wrote:
“Companies are now putting internal policies in place, centered on
forward looking rules of information management and training of
personnel. Such policies are, at the very least, a necessary precondition
for an effective accountability regime that develops a high level of
privacy protection.”1
An accountability-based regulatory structure is one where organizations are charged
with societal objectives, such as using information in a manner that maintains
individual autonomy and protecting the individual from social, financial and physical
harms that might come from the mismanagement of information, while leaving the
actual mechanisms for achieving those objectives to the organization. One of the
best conceptual models for building in the types of controls suggested by Professor
Schwartz is Privacy by Design. The best in class companies in Schwartz’s study,
“Managing Global Data Privacy: Cross-Border Information Flows in a Networked
Environment,” are using Privacy by Design concepts to build business process that
use personal information robustly with clear privacy-protective controls built into every
facet of the business process. In other words, Privacy by Design and accountability
go together in much the same way that innovation and productivity go together.
Accountability is the governance model that is based on organizations taking
responsibility for protecting privacy and information security appropriately and
protecting individuals from the negative outcomes associated with privacyprotection failures. Accountability was first framed as a privacy principle in the
OECD Privacy Guidelines.
The Centre for Information Policy Leadership at Hunton & Williams LLP has
recently acted as secretariat for the Galway project that defined the essential
elements of accountability.
The conceptual model, Privacy by Design, was developed by Ontario Privacy
Commissioner Ann Cavoukian in the 1990s to address the development of
technologies, but she has since expanded it to include business processes.2
Hewlett Packard is in the midst of implementing an accountability tool built on
both accountability principles and the key concepts of Privacy by Design. HP’s
accountability tool is an example of the trend described by Professor Schwartz.

1	“Managing Global Information Privacy: A Study of Cross-Border Data Flows in a Networked
Environment,” Paul A Schwartz, a working paper by The Privacy Projects, October 2009.
2

“Privacy by Design,” Ann Cavoukian, Ph.D., January 2009.
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This paper discusses the essential elements of accountability, Privacy by Design
principles, and provides an example of a control process that uses the principles to
implement the essential elements.

II

Convergence of Accountability and Privacy
by Design

Accountability as both a basic privacy implementation and enforcement principle
dates to the approval of the OECD Privacy Framework in 1980. But it is only today that
the privacy community is beginning to understand what is meant by accountabilitybased privacy governance, and how it impacts the structuring of a privacy program.
The growth of Binding Corporate Rules in the European Union, Cross-Border Privacy
Rules in APEC, Safe Guard concepts in the United States, and data transfers compliant
with the Personal Information and Electronic Documents Act (PIPEDA) in Canada has
made clear direction on accountability crucial. The Galway project published a paper
called “Data Protection Accountability: The Essential Elements,” in October 2009 that
enumerated five essential elements for accountability. The paper was developed
with a distinguished group of privacy experts from privacy enforcement agencies,
government, academia, civil society and business, and facilitated by the Office of
the Irish Data Protection Commissioner, and chaired by the Centre. The essential
elements make it clear that accountability comes from privacy protections based on
commitment to a program where privacy is built into all business processes.
Over a decade ago Ontario Privacy Commissioner Ann Cavoukian began discussing
the virtues of building privacy into technology from the start. She calls that concept
“Privacy by Design.” While Privacy by Design began as a technology concept, it has
evolved into a conceptual model for building an entire privacy program.
The fact is that Privacy by Design and accountability go together like innovation and
high productivity. You can have one without the other, but it is hard.
A number of companies have been building programs where privacy is built into
core business processes. One can find them in many industries and both business
to business and business to consumer industries. Hewlett Packard has spent the last
three years building a program called the “Accountability Model Tool” that integrates
the technological concepts of Privacy by Design with the organizational commitment
required for accountability. The accountability tool is now being implemented in the
HP businesses that serve customers in 170 countries through 400,000 employees.
This paper will describe accountability’s essential elements, the components of
Privacy by Design and will use the HP “Accountability Model Tool” as an example of
how leadership companies are building privacy in.
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III

The Essential Elements of Accountability

Accountability has a strong basis in privacy law and oversight. The Organization
for Economic Cooperation and Development (“OECD”) included accountability as
principle eight in the Guidelines. Accountability is principle nine in the Asia Pacific
Economic Cooperation forum (“APEC”) Privacy Framework. It is principle one in the
Model Code for the Protection of Personal Information (incorporated into Canadian
law), and is a principle in the joint proposal drafted for consideration at the 31st
International Conference of Data Protection and Privacy. However, none of those
documents defined accountability as it applies to privacy.
The Centre for Information Policy Leadership at Hunton & Williams LLP, in a process
facilitated by the Office of the Irish Data Protection Commissioner, brought together
a group of experts to consider the essential elements of accountability in a project
called the Galway Accountability Project. The Galway project held two experts
discussions in Dublin, Ireland, the second sponsored by the OECD and the Business
and Industry Advisory Council to the OECD. For the purpose of those discussions the
group used the following working definition of accountability:
Accountability is the obligation and/or willingness to demonstrate and
take responsibility for performance in light of agreed-upon expectations.
Accountability goes beyond responsibility by obligating an organization
to be answerable for its actions.
For an organization to have the capabilities to demonstrate its willingness to meet
expectations based on law and organizational promises, and to have confidence
in its ability to be answerable, the organization must have all aspects of privacy
and information security under control. This is reflected in the essential elements
of accountability:
1.

An organization’s commitment to accountability and adoption of internal
policies consistent with external criteria

2.

Mechanisms to put privacy policies into effect, including tools, training,
and education

3.

Systems for internal ongoing oversight and assurance reviews and
external verification

4.

Transparency and mechanisms for individual participation

5.

The means for remediation and external enforcement.

To be an accountable organization a company must have rules that are based on
an external measuring stick such as data protection laws, industry self regulatory
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guidance, or guidance such as the OECD guidelines or APEC principles. Those
policies must then be committed to by the organization at the highest level. The
organization must have all the pieces in place to assure that the people who work at
(employees) and for the organization (vendors) can be successful in implementing
its policies and commitments. Furthermore, the organization must have internal
measurement devices in place to assure the actions meet the words, and an external
process to verify performance.
Privacy by Design is a process map for putting the essential elements of
accountability into effect.

IV

Privacy by Design: 7 Foundational Principles

Ontario Privacy Commissioner Ann Cavoukian has written that Privacy by Design
is achieved by building fair information practice principles (“FIPs”) into information
technology, business practices, and physical design and infrastructures. This links
with the accountability concepts in two ways. First the essential elements require
that policies and practices must be based on external criteria. FIPs are the sum and
substance of OECD and APEC privacy guidance, built into the European Union Data
Protection Directive, and Canada’s PIPEDA. They are examples of the external criteria
referenced in the essential elements. Second, is the concept that the FIPs need to be
built into all the processes from technology development to the physical structure of
facilities. This too is required by the essential elements.
Dr. Cavoukian has also written that Privacy by Design’s objectives may be
accomplished through adoption of seven foundational principles:
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1.

Proactive not Reactive; Preventative not Remedial

2.

Privacy as the Default Setting

3.

Privacy Embedded into Design

4.

Full Functionality – Positive-Sum, not Zero-Sum

5.

End-to-End Security – Full Lifecycle Protection

6.

Visibility and Transparency – Keep it Open

7.

Respect for User Privacy – Keep it User-Centric
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Each of the foundation principles link to the essential elements of accountability.
1.

Proactive not Reactive; Preventative not Remdedial: Proactive not reactive
speaks to the accountability concept of having all the privacy policies as
well as mechanisms in place so trained practitioners will see and resolve
privacy issues before they turn into problems.

2.

Privacy as the Default Setting: Accountability requires clear organizational
rules with an explicit commitment to the policies that are the basis for those
rules. Those rules will make clear that information should only be collected
and used in a manner that is respectful of individual expectations and a
safe information environment.

3.

Privacy Embedded into Design: Accountable business processes work
best when privacy is embedded into design. This would be part of the
mechanisms to implement policies.

4.

Full Functionality – Positive-Sum, not Zero-Sum: Organizations that
understand privacy and bake privacy in have a better understanding of
the risks to both the organization and to individuals. Organizations that
build privacy in know how to create economic value while protecting
individual privacy. The Centre has being saying that clear privacy rules
and methodologies create confident organizations that do not suffer from
reticence risk.

5.

End-to-End Lifecycle Protection: End-to-end lifecycle protection informs
the accountable organization that it must build privacy into every process
from the assessment before data is collected to the oversight when data
is retired.

6.

Visibility and Transparency – Keep it Open: Principle six requires an
organization to be open and honest with individuals. The accountable
organization stands ready to demonstrate that it is open about what it
does, stands behind its assertions, and is answerable when questions
arise. The accountable organization provides the information necessary
for individuals to participate consistent with the OECD individual
participation principle. This is echoed in the Privacy by Design visibility
and transparency principle.

7.

Respect for User Privacy – Keep it User-Centric: Lastly, the accountable
organization must collect, use, store, share and retire information in a
manner that is consistent with respect for the individual’s privacy.
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V

Leadership Companies are Demonstrating
Privacy by Design

In the course of the Centre’s research we looked at leadership companies’
information policy policies and practices. We saw information aggregators with
excellent assurance review processes, software companies that build privacy
protections into processes, and outsourcing companies with excellent checks and
balances. “Managing Global Information Privacy: A Study of Cross-Border Data
Flows in a Networked Environment” by Paul Schwartz looked at the processes that
six companies had for protecting privacy in an application that required data to cross
borders. Professor Schwartz found all of the organizations to have very professional
processes to assure data is used and protected appropriately.3
While there are many corporate examples of Privacy by Design, Hewlett Packard
makes an interesting case study since they are in online retail, indirect retail, businessto-business, and services.

Privacy by Design – an HP Example
Globalization and new technologies are fundamentally changing how companies
communicate and market to customers and prospects. It changes both the
opportunities and the risks for individuals and organizations. Many of these
technologies, including Web 2.0, user-generated content, and social media are
straining traditional frameworks. And as the collection of data becomes more
ubiquitous, data mining, analytics and behavioral targeting are growing more and
more common and complex.
Laws and regulations often lag behind the practical realities of new technologies.
This points to the fact that companies need to develop mechanisms that balance
the tensions of using information robustly, yet ensure responsible decision
making. Regulators and advocacy organizations are also looking to companies
to demonstrate their capacity in upholding obligations and that their use and
management of data is under control.
The Privacy by Design concepts, originally conceived by Commissioner Cavoukian,
can be instantiated within a company in many ways. In an attempt to drive
accountability throughout the enterprise, and ensure privacy considerations are
taken into account at the earliest stages of a product’s lifecycle, HP has developed a
tool that guides employees.

3	“Managing Global Information Privacy” is available on the OCED website (www.oecd.org) and The
Privacy Projects, a NGO that sponsored the research
202

Privacy by Design: Essential for Organizational Accountability and Strong Business Practices

As this paper articulates, accountable practices can be broken down into three major
categories: 1. Policies and Commitment, 2. Implementation Mechanisms, and 3.
Assurance Practices. It is in the development of implementation mechanisms where
Privacy by Design becomes critical. Employees of an organization must understand
how to put policies, obligations, and values into effect. And to minimize business
investment, reputation and compliance risks, employees need to consider privacy
principles prior to design.

If a product or program is broken down into simple stages, it becomes clear when
Privacy by Design guidance versus assessment needs to be applied. In the stages
of Design and Development, the Privacy Office should provide proactive guidance so
that privacy considerations can inform the planning stage. This is often missed and
can result in a program being delayed or cancelled based on later privacy concerns.
Early guidance related to privacy becomes a tremendous value added to the
organization. If caught early, privacy pitfalls can be avoided and good privacy
practices embedded into the design of the program.
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In the Pre-deployment, Deployment, Maintenance, and End-of-life stages, the
Privacy Office needs to do more than just guide – they need to provide robust
assessment mechanisms to ensure compliance with local laws, obligations,
policies, and company values.
The assessment results should be documented and reviewed by the Privacy Office,
consultation provided as necessary, and ultimately approved prior to deployment.
After product or program launch, triggers should exist to ensure deployment was
consistent with expectations and that end of life actions are taken when appropriate.
For many years, HP has been managing this Privacy by Design lifecycle through
education, training, and encouraging employees to engage their privacy account
manager at the early stages of design and development. As successful as this can
be, it relies on employees thinking about privacy at the right time, knowing who to
contact, and not feeling intimidated.
To solve these challenges and take Privacy by Design to a new level, the HP Privacy
Office partnered with research scientists in HP Labs to develop a solution called the
Accountability Model Tool. It combines the guidance in HP’s existing Privacy Rulebook
with a set of contextual, dynamically-generated questions. These two knowledge
bases are connected through a sophisticated rules engine to help guide employees.
It allows employees and teams – working on simple marketing campaigns or complex
product solutions – to see what privacy considerations need to be designed into
their program. As described above, it works in both a guidance mode and in an
assessment mode – depending on the lifecycle stage of the program.
Through company policy, employees who are collecting or using PII are required to
assess their programs using this tool. It is easily accessible from the internal Privacy
Intranet site. Using their digital badge they are authenticated and their basic contact
and organizational information is automatically populated in the tool. All of their past
projects are also accessible. This is important if an employee changes jobs or leaves
the company so the Privacy Office knows which organization remains accountable
for a program.
The tool begins by asking simple questions about the nature of their project. If it
involves the collection or use of PII, they are presented with further contextual
questions. As they answer each question, the next set of questions is dynamically
generated based on how they answered prior questions. This is a critical component
of success. The Privacy Office has found that each employee understands his or
her area of expertise (e.g., e-mail marketing, product development, or employee
relations), but when guidance and rules are not contextualized to their area of work,
it becomes a daunting task for them to sift through hundreds of pages of rules or
guidance and know how to apply them to their program. This tool is meant to narrow
the context into exactly what they are doing and provide the associated guidance.
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By asking employees contextual questions – and linking their answers immediately
against the rules database – the tool not only guides, but educates the employee on
good privacy practices. For each question, terms are defined by using text rollovers
and help is provided that links the employee directly into the HP Privacy Rulebook.
They can also check a box that says “Question is Unclear.” This allows the Privacy
Office to track trends and improve the delivery of questions if patterns evolve.
The tool takes the employee through a series of questions related to the profile
and nature of the project, data sources and flows, transparency, compliance, and
indicators of any issues that might arise or surprise the data subject. Once the
employee has completed the questions, a report is generated that shows an overall
rating, as well as areas of compliance and non-compliance.
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For areas of non-compliance, reasons are provided, including links to further
information and checklists that can be used to achieve compliance.

Once the employee has made the appropriate modifications, he or she can submit
their report to the HP Privacy Office where it will be reviewed and archived.

They are attesting to the truth and accuracy of their statements and will be held
accountable. For any areas of concern, the Privacy Office must approve the program
prior to deployment.
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Once approved, the program information is warehoused in the database. It is
maintained for future use as well as a trigger for ongoing assurance monitoring. This
database of projects provides a real-time dashboard for the Privacy Office, allows
improved ongoing communications and ensures that if laws or regulations in a
country change that programs can be modified as appropriate.
This is a new program for HP and has just been deployed. It is a valuable tool along
with ongoing efforts in training, implementation standards, compliance management,
and audit. It achieves Commissioner Cavoukian’s concepts for Privacy by Design in a
manner that is systematic, predictable and repeatable – and ultimately will drive a richer
culture of privacy within the enterprise. It also will enable HP to better demonstrate
commitment and capacity in upholding privacy promises and obligations.

VI

Conclusion

In this paper, we have seen an excellent example of how enhanced privacy
accountability and assurance can be achieved within an organization by applying
Privacy by Design principles, in a thoroughgoing manner.
So imperative today are the goals of enhanced accountability and assurance, so
universal are the PbD principles, and so diverse are the contexts within which these
principles may be applied, that the future of privacy in the 21st century information
age may be limited only by our collective imagination and will.
There are virtually infinite ways by which organizations can creatively “build
privacy in” to their operations and products, to earn the confidence and trust of
customers, business partners and oversight bodies alike, and to be leaders in the
global marketplace.
We need to acknowledge and celebrate these innovations and successes, and
steadily build upon them.
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Foreword
Since the mid-1990s, when I was appointed Information and Privacy Commissioner,
I have consistently argued that good privacy practices are good for business, and
that adopting a proactive Privacy by Design approach to operations ensures strong
privacy, thereby maximizing the trust of customers – with minimal costs.
Since then, incentives for organizations to build in privacy early and systematically
have grown significantly, with the advent of data breach disclosure requirements.
Similar developments have been occurring in the security field – I am delighted to be
partnering with Marc Chanliau Director, Product Management, Oracle Corporation,
on this joint paper.
Information security professionals have come to realize that privacy is an integral
part of security. By adopting such an approach early on, good privacy and security
may be embedded directly into information systems, processes and architectures,
thereby minimizing the likelihood of data breaches recurring in the future.
My hope is that privacy and security – by design, will continue to evolve into
an essential component of information technologies and operational practices
of organizations, as well as becoming an integral part of entire systems of data
governance and privacy protection.

Ann Cavoukian, Ph.D.
Information and Privacy Commissioner
Ontario, Canada

211

Privacy by Design: From Rhetoric to Reality

Introduction
With the shift from industrial manufacturing to knowledge creation and service
delivery, the value of information and the need to manage it responsibly have grown
dramatically. At the same time, rapid innovation, global competition and increasing
system complexity present profound challenges for informational privacy.
While we would like to enjoy the benefits of innovation − new conveniences and
efficiencies − we must also preserve our personal control and freedom of choice
over our data flows. Always a social norm, privacy has nonetheless evolved over the
years, beyond being viewed solely as a legal compliance requirement, to also being
recognized as a market imperative and critical enabler of trust and freedom in our
present-day information society.
There is a growing understanding that innovation, creativity and competitiveness must
be approached from a “design-thinking” perspective − namely, a way of viewing the
world and overcoming constraints that is at once holistic, interdisciplinary, integrative,
innovative, and inspiring.
The same design-thinking perspective is being applied to privacy and security.
Privacy must be incorporated into networked data systems and technologies, not as
an afterthought, but rather, by default. The same is true of security. Both concepts must
become integral to organizational priorities, project objectives, design processes, and
planning operations. Privacy and security must be embedded into every standard,
protocol and process that touches our lives.
This paper highlights the convergence of these two paradigms. In the first part,
the concept of security by design as understood in the technical community is
introduced. In the second, the concept of Privacy by Design (PbD) as understood in
the privacy community is discussed. The third and final part explores how these two
concepts share notable similarities and how they may complement and mutually
reinforce each other.

Security by Design
Security by design in the enterprise context was first positioned by Gartner in a
whitepaper “Incorporating Security into the Enterprise Architecture Process”.1
Security by design, in software engineering, means that the software has been
designed from the ground up to be secure. Malicious practices are taken for granted

1
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and care is taken to minimize impact when a security vulnerability is discovered or
on invalid user input.2
The notion of design is related to the system architecture. Whereas conventional
architecture defines the rules and standards for the design and construction of
buildings, information systems architecture addresses these same issues for the
design and construction of computers, communications networks and the distributed
business systems that are implemented using these technologies.
Information systems architecture must therefore take into account:
• the desired goals that are to be achieved through the systems;
• the environment in which the systems will be built and used;
• the technical capabilities needed to construct and operate the systems and
their component sub-systems.3
Information systems architecture has become driven by much more than mere
technical factors. It is concerned with what the enterprise wants to achieve and with the
environmental factors that will influence those achievements. In some organizations,
this broad view of information systems architecture is not well understood. Technical
factors are often the main ones that influence the architecture, and under these
conditions, the architecture can fail to deliver what the business expects and needs.4
In this section, we address three aspects of security by design: i) software security
assurance (designing software systems that are secure from the ground up and
minimizing the impact of system breach when a security vulnerability is discovered);
ii) preserving privacy in the enterprise environment and; iii) ensuring identity across
heterogeneous vendors.

Software Security Assurance
As organizations worldwide increase their reliance on software controls to protect their
computing environment and data, the topic of software security assurance grows in
importance. The tremendous potential costs associated with security incidents, the
emergence of increasingly complex regulations, and the continued operational costs
associated with staying up to date with security patches all require that organizations
give careful consideration to how they address software security.

2

“Secure by Design.” Wikipedia, available at http://en.wikipedia.org/wiki/Secure-by-design.

3

Sherwood, J. et. al., (2009). Enterprise Security Architecture White Paper, available at http://www.sabsainstitute.com/members/sites/default/inline-files/SABSA_White_Paper.pdf.

4

Ibid.
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In order to ensure that their customer systems remain as secure as possible, software
vendors have their own methodology and practices for weaving security into the
design, building, testing, and maintenance of their products in order to decrease
the risk of introducing security vulnerabilities. Software security assurance includes
programs for secure coding standards, mandatory security training for development,
the cultivation of security leaders within development groups, and the use of
automated analysis and testing tools. Equally important are transparent security
vulnerability disclosure and remediation policies, including security alert programs
and security patching through managed product updates.
Typically, design and functional specifications should have specific sections
covering security assurance issues ranging from handling data correctly, to secure
configuration guidance at installation (for example, design specifications must call
out potential avenues of attack, preconditions for attack, and preventive measures).
Design and functional specifications must be approved by engineering executives;
as a result, security assurance is part of the design “contract” that product developers
must abide by, based on company policies.
Development teams can benefit from common security modules that save time
because each team does not have to track down the kinds of subtle errors that
creep into certain core features. Critical security functionality is consolidated into
core modules and services that are tested extensively for use across a company’s
products. This ensures that different development teams do not attempt to reinvent
solutions or, more importantly, create new cryptographic libraries, user repositories,
or authentication schemes that have not been extensively tested or reviewed. After
the product is defined and design is documented, the development phase starts and
security assurance activities continue. Ongoing reviews by product teams validate
compliance with secure coding standards or documented security specifications.
Secure coding standards cover key areas of product development such as data
validation, user management (including privacy), session management, and auditing
and logging. Product developers must ask themselves key questions related to
security, for example:
• Does a specific product feature maintain product “secrets,” in other words,
does it expose sensitive data such as passwords, database service names, or
usernames?
• Does a specific product feature support existing product privilege mechanisms,
and does it require privilege in order to be used?
• Does a specific product feature require insecure communication protocols to
be enabled, and if so, what secure alternatives can be used?
• Does a specific product feature ensure that the data is protected while stored
in files or in transit over the network? Is this protection enabled by default? and
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• Does a specific product feature generate sensitive data, such as passwords,
cryptographic keys, and sensitive personal information that should be redacted
from audit or log files?

Preserving Privacy in the Enterprise Environment
Data protection and the ability to preserve the confidentiality of information are becoming
the number 1 concerns when it comes to e-commerce risk management and legal
compliance. News stories appearing with alarming regularity are alerting the public to
identity theft and report of compromised applications containing private information.
Legislatures and courts have begun to recognize the identity theft problem and are
writing new laws and attempting to enforce old laws, placing tough new requirements
on service providers who use personally identifiable information (PII).
Several security vendors have worked together over the last few years to define an
industry-standard identity governance framework (IGF). First hosted by the now
defunct Liberty Alliance (projectliberty.org), IGF has found a new home at the Kantara
Initiative (kantarainitiative.org).
IGF helps enterprises easily determine and control how identity-related information,
including PII, access entitlements, and attributes are used, stored, and propagated
between their systems. IGF enables organizations to define enterprise level policies
to securely and confidently share sensitive personal information between applications
that need such data, without having to compromise on business agility or efficiency.
Furthermore, IGF eases the burden of documentation and auditing of these controls.
With IGF, organizations are able to quickly answer questions on how personal
information such as social security numbers, social insurance numbers, and credit
card data is being used, by whom, at what time, and for what purpose.
Applications often require access to identity data for personalization, policy purposes,
and other validation reasons. This information often comes from various sources
including direct input by the user into the application, delivery as part of a security
token from a third party, or information retrieved by an application or broker through
direct access to a database or a directory service. Traditionally, the approach has
been to provide identity data using enterprise directory services. However, due to
concerns about the generality of directory services and practical limits on what can
be stored and managed, attention to the enterprise directory services field has often
focused on using the enterprise directory only for a small number of standard user
attributes, used by many applications.
In contrast, IGF is intended to support access to identity attributes originating from
other sources such as application-centric stores, departmental information, and
security tokens. In contrast to a more broadly based general purpose directory, IGF
gives organizations and business managers responsible for the security of identityrelated data the ability to define more specifically how and when information may be
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used, on a contextual or transactional basis. The confidential nature of PII suggests
that identity-related data should be the subject of administrative policies. These
include rules for application access, company policies about the use of personal or
corporate data, legal and regulatory requirements. The quality and reliability of user
data and confirmation of user or provider consent regarding its use may also be the
subject of administrative policy. Providing a framework for expressing and enforcing
such policy is an important goal of IGF.
IGF is designed to allow application developers to build applications that access
identity-related data from a wide range of sources, and security administrators to
define, enforce, and audit policies concerning the use of identity-related data. IGF
has four components:
• an identity attribute service that supports access to many different identity
sources and enforces administrative policy;
• the Client Attribute Requirements Markup language (CARML) defining which
clients may specify their attribute requirements;
• the Attribute Authority Policy Markup Language (AAPML) enabling providers
of identity-related data to express policy on the usage of information;
• multi-language application programming interfaces (Java, .NET, Perl) for
reading and writing identity-related attributes.
The declarative syntax used for CARML, AAPML, and the service protocol used
between client applications and service providers are now fully standardized.

Ensuring Identity Across Heterogeneous Vendors
Identity across heterogeneous vendors is ensured through a process known as
identity propagation. As is often the case for cross-vendor technologies, identity
propagation is predicated on industry standards. To better understand how identities
are passed securely across multiple vendors supporting heterogeneous applications
and security systems, a typical use case can be considered.
A user has the role of corporate buyer for Company A. Based on her role in Company
A, the user is entitled to use an enterprise procurement web application. The user
logs in to her PC or mobile device and uses a browser to get authenticated to the
procurement application. Company A’s web access management (WAM) system
proceeds to authenticate the user and generate a session token for that user to
provide repeated logins to the same application without additional challenge, and
single sign-on (SSO) across enterprise applications set up to recognize the same
security token delivered to that user.
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Once in the procurement application, the user can fill out a purchase order (PO) for
office supplies. Once the PO is complete, the user clicks on the submit button to
send the PO to Company B, an office supplies vendor. Company A and Company
B are not using the same WAM systems, and the security tokens these systems
support are proprietary.
In this case, before Company A’s procurement application sends the PO, it requests
a standardized version of the original security token delivered by Company A’s WAM
system. In effect, Company A’s WAM system turns the original (proprietary) security
token it generated for the user into a standard security token that Company B will be
able to parse and process. The standardized security token generated by Company
A’s WAM system is an encrypted and digitally signed XML document based on the
Security Assertion Markup Language (SAML).
The XML document, known as a SAML assertion, is inserted in the security header
of the message that contains the PO originally prepared by Company A’s corporate
buyer. When the message containing the PO and the security header including the
SAML assertion arrives at Company B, Company B’s WAM system processes the
SAML assertion (i.e., decrypts it and validates its digital signature), and authenticates
the message based on the information included in the SAML assertion. Company B
now has the assurance that the message is actually coming from Company A, and
that the message was sent by Company A’s corporate buyer. The corporate buyer’s
identity as well as the identity of the SAML assertion issuer (in this case Company A)
have been “propagated” to Company B safely.
To provide complete security, the transaction described above is performed using
another industry standard known as Secure Socket Layer (SSL). SSL is designed
to encrypt a communication between two parties so that the messages transmitted
between the two are not vulnerable to attackers, while in transit.
The above three aspects of security by design demonstrate how software engineers
provide solutions that are both holistic and robust, and are seamlessly embedded,
by default. These responses have been due in large part to a number of key trends
in the broader context of enterprise security. The first of these trends is that of mobile
computing. Introducing mobile devices present additional security challenges due
to the limited capabilities (in terms of processing power and bandwidth) of wireless
devices. This requires novel approaches to authentication, fraud detection, and
device fingerprinting so that SSO across multiple mobile applications on the same
device is possible.
The second key trend is social networking. With more organizations establishing a
presence on social networks, IT departments require support for social identities,
which rely on lightweight security standards better adapted to the requirements
of social networks. New industry standards such as OpenID and OAuth have
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emerged as a result of social networks for business purposes, due to the need for
authentication and authorization.
The third key trend is Cloud computing. Cloud computing is the process of using
resources hosted on remote servers accessed over the Internet. Cloud computing
provides services at three levels: Infrastructure (computer hardware), platform
(middleware including the operating system, application servers, networking and
database servers), and software (business applications). Organizations that move
applications to the Cloud have to bridge the gap between the enterprise and the
Cloud by providing user administration, application authentication and access control
in order to ensure and address regulatory mandates.
The ability to provide security seamlessly by taking a security by design approach is
of considerable importance to any organization. Equally important will be to ensure
that privacy is embedded into businesses practices and policies, by default. In
the next section we show that the protection of privacy has taken a similar path,
transitioning from a strict compliance issue to an entirely new regulatory paradigm
called Privacy by Design.

Privacy by Design
In the same way that security by design has moved from relating to purely technical
matters to taking a holistic view of the entire organization’s operations, the concept of
Privacy by Design (PbD) has emphasized the need to adopt a proactive rather than
a reactive compliance approach to the protection of privacy.
As technologies evolve, our experience and expectations of privacy also evolve. In
the past, privacy was viewed as a personal good rather than a societal one. As such,
privacy was regarded as a matter of individual responsibility.5 Jurisdictions around the
world started to adopt laws based on practices that were founded on Fair Information
Practices (FIPs) – universal privacy principles for handling personal data.6 FIPs tended
to reflect the fundamental concepts of data management the first and most essential
of which was purpose specification and use limitation. This meant that the reasons
for the collection, use and disclosure of personally identifiable information should
be identified to the data subject at or before the time of data collection. Personal
information should not be used or disclosed for purposes other than those for which it
was collected, except with the consent of the individual or as authorized by law. The
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second concept was that of user participation and transparency, which specified that
individuals should be empowered to play a participatory role in the lifecycle of their
own personal data and should be made aware of the practices associated with its
use and disclosure. Lastly, FIPs highlighted the need for strong security. This implied
that confidentiality, integrity and availability should be safeguarded, as appropriate to
the sensitivity of the information.
FIPs represented an important development in the evolution of data privacy since
they provided an essential starting point for responsible information management
practices. However, many organizations began to view enabling privacy via FIPs
and associated laws as regulatory burdens that inhibited innovation. This zero-sum
mindset viewed the task of protecting personal information as a “balancing act” of
competing business and privacy requirements. This balancing approach tended
to overemphasize the significance of notice and choice as the primary method for
addressing personal information data management. As technologies developed, the
possibility for individuals to meaningfully exert control over their personal information
became more and more difficult. It became increasingly clear that FIPs were a
necessary but not a sufficient condition for protecting privacy. Accordingly, the
attention of privacy protection had begun to shift from reactive compliance with FIPs
to proactive system design.
With advances in technologies, it became increasingly apparent that systems needed
to be complemented by a set of norms that reflect broader privacy dimensions.
The current challenges to privacy related to the dynamic relationship associated
with the forces of innovation, competition and the global adoption of information
communications technologies. These challenges have been mirrored in security
by design. Given the complex and rapid nature of these developments, it became
apparent that privacy had to become the default mode of design and operation.
This was the central motivation for Privacy by Design, which is aimed at preventing
privacy violations from arising in the first place.
PbD is based on seven (7) Foundational Principles. It emphasizes respect for user
privacy and the need to embed privacy as a default condition. It also preserves a
commitment to functionality in a doubly-enabling ‘win-win,’ or positive-sum strategy.
This approach transforms consumer privacy issues from a pure policy or compliance
issue into a business imperative.
Since getting privacy right has become a critical success factor to any organization
that deals with personal information, taking an approach that is principled and
technology-neutral is now more relevant than ever. Like security by design, PbD is
focused on processes rather than a singular focus directing technical outcomes. This
approach reflects the reality that it is difficult in practice to favourably impact both
consumer and user behaviour after the fact.
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Rather, privacy is best interwoven proactively into business processes and
operational practices. To achieve this, privacy principles should be introduced early
on – during architecture planning, system design, and the development of operational
procedures. These principles, where possible, should be rooted into actual code,
with defaults aligning both privacy and business imperatives.
PbD prescribes that privacy be built directly into the design and operation, not only
of technologies, but also how a system is operationalized (e.g., work processes,
operational practices, management structures, and networked infrastructure).7 Today,
PbD is widely recognized internationally as the standard for developing privacycompliant information systems.8 As a framework for effective privacy protection,
PbD’s focus is more about encouraging organizations to both drive and demonstrate
their commitment to privacy, than adherence to some strict technical compliance
definition.9
The business case for privacy focuses on gaining and maintaining customer trust,
breeding loyalty, and generating repeat business. The value proposition typically
reflects the following:
1. Consumer trust drives successful customer relationship management (CRM)
and lifetime value – in other words, business revenues;
2. Broken trust will result in a loss of market share and revenue, translating into
less return business and lower stock value; and
3. Consumer trust hinges critically on the strength and credibility of an
organization’s data privacy policies and practices.
In a marketplace where organizations are banding together to offer suites of goods
and services, trust is clearly essential. Of course, trust is not simply an end-user issue.
Companies that have done the work to gain the trust of their customers cannot risk
losing it as a result of another organization’s poor business practices. The concept of
PbD extends to a trilogy of encompassing applications: 1) IT systems, 2) Accountable
business practices, and 3) Networked infrastructure.
Implementing PbD means focusing on, and living up to, the following 7 Foundational
Principles, which form the essence of PbD.
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The 7 Foundational Principles of PbD
1. Proactive not Reactive; Preventative not Remedial
The Privacy by Design approach is characterized by proactive rather than
reactive measures. It anticipates and prevents privacy-invasive events. It does
not wait for risks to materialize, nor does it offer remedies for resolving infractions
once they have occurred – it aims to prevent them from occurring. In short, PbD
comes before the fact, not after.

2. Privacy as the Default Setting
We can all be certain of one thing – the default rules! Privacy by Design seeks
to deliver the maximum degree of privacy by ensuring that personal data are
automatically protected in any given IT system or business practice. If an
individual does nothing, his or her privacy remains intact. No action is required
on the part of the individual to protect his or her privacy – it is built into the
system, by default.

3. Privacy Embedded into Design
Privacy is embedded into the design and architecture of IT systems and
business practices. It is not bolted on as an add-on, after the fact. The result is
that privacy becomes an essential component of the core functionality being
delivered. Privacy is integral to the system, without diminishing functionality.

4. Full Functionality – Positive-Sum, not Zero-Sum
PbD seeks to accommodate all legitimate interests and objectives in a positivesum, or doubly enabling “win-win” manner, not through the dated, zero-sum
approach, where unnecessary trade-offs are needlessly made. It avoids the
pretense of false dichotomies, such as privacy vs. security, demonstrating that
it is possible, and far more desirable, to have both.

5. End-to-End Security – Full Lifecycle Protection
Privacy, having been embedded into the system prior to the first element of
information being collected, extends throughout the entire lifecycle of the data
involved, from start to finish. This ensures that at the end of the process, all
data are securely destroyed, and in a timely fashion. Thus, Privacy by Design
ensures cradle to grave, lifecycle management of information, end-to-end.
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6. Visibility and Transparency – Keep it Open
Privacy by Design seeks to assure all stakeholders that whatever the business
practice or technology involved, it is in fact, operating according to the stated
promises and objectives, subject to independent verification. Its component
parts and operations must remain visible and transparent, to users and providers
alike. Remember, trust but verify!

7. Respect for User Privacy – Keep it User-Centric
Above all, PbD requires architects and operators to keep the interests of the
individual uppermost by offering such measures as strong privacy defaults,
appropriate notice, and empowering user-friendly options. Keep it user-centric
– focused on the individual.
Respect for user privacy (like the other PbD principles) is not a stand-alone
principle. It is intertwined with the remaining principles, enabling users to
become empowered to play an active role in the management of their personal
data. This in turn creates an effective check against abuses and misuses, and
ensures higher levels of data quality and accuracy.

Privacy and Security by Design:
A Convergence of Paradigms
The developments in both security by design and Privacy by Design have
demonstrated a need to move beyond compliance, to focussing on technical and
regulatory rules. There is a growing body of evidence to suggest that these paradigms
are both converging and complementary. The rise of the Personal Data Ecosystem
(PDE) for example, may be viewed as the biggest leap forward for personal privacy
on the Internet since the advent of the privacy policy.10
There are game-changing systems and initiatives that seek to address the
challenges of protecting and promoting privacy, while at the same time,
encouraging socio-economic opportunities and benefits. Within a PDE, individuals
have: a) more explicit control over the sharing of their personal data online, and b)
new trust frameworks that raise the collective expectation of how companies and
organizations will respect an individual’s right to control his or her personal data.
The PDE is the ultimate in privacy-protective, user-centric design!

10 Cavoukian, A and Green, S., (2012). Privacy by Design and the Emerging Personal Data Ecosystem,
Office of the Information and Privacy Commissioner (Ontario).
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Organizations are being asked to reduce their risk by not only protecting the
information they collect, but also by ensuring that they use the least amount of PII
possible. With identity theft on the rise, organizations need to work harder to ensure
that the information they receive is accurate, used appropriately, and only makes
use of the information that is deemed necessary. Privacy conscious organizations
have reacted to these requirements by at times enforcing overly strict controls
and processes that hinder business operations and impact productivity, flexibility,
and efficiency. Conversely, some organizations do not take the care needed to
safeguard PII, potentially putting identity-related data at risk due to insufficient
oversight and control.
The three aspects of security by design discussed earlier demonstrate the
requirements placed on software engineers to provide solutions that are both
holistic, robust, and are embedded by default. The ability to provide security
seamlessly by taking a security by design approach is of considerable importance
to any organization.
Privacy by Design has similarly been used to approach operational and management
issues.11 PbD assists in creating a particular culture of privacy within the enterprise.
This culture of privacy is what emerges when organizations approach privacy as a
business issue – not a compliance issue. It is what takes hold when the leadership
of an organization comes to see that the implementation of positive privacy controls
creates – rather than constrains – business opportunities. In short, both security and
privacy by design breed a culture of “win-win” or positive-sum solutions.

Conclusion
The value to business of protecting privacy has been consistently demonstrated.
Good privacy equals good business. The benefits of taking a proactive approach
to privacy have many long- term benefits for businesses and their customers, which
come from fostering customer trust and consumer confidence.
As we have seen, the paradigms of privacy and security are converging. There
is a growing understanding that a “design-thinking” perspective − namely,
a way of viewing the world and overcoming constraints that is at once holistic,
interdisciplinary, integrative, innovative, and inspiring, is converging with respect to
privacy and security.
The concept of security by design is centered around designing software systems
that are secure from the ground up, minimizing the impact of a system breach when
a security vulnerability is discovered, preserving privacy and ensuring identity
11 Cavoukian, A., (2012). Operationalizing Privacy by Design: A Guide to Implementing Strong Privacy
Practices, Office of the Information and Privacy Commissioner (Ontario)
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propagation across heterogeneous vendors. These developments in the broader
context of enterprise security have arisen due to a number of key trends, namely,
mobile computing, online social networks and cloud computing.
Similarly, PbD developed as a framework for effective privacy protection. PbD’s
focus is more about encouraging organizations to both drive and demonstrate their
commitment to privacy than strict adherence to technical definition of compliance.
This approach requires that privacy be built directly into the design and operation, not
only of technology, but also how a system is operationalized (e.g., work processes,
management structures, operational processes, and networked infrastructure).
Privacy must be proactively incorporated into networked data systems and
technologies, by default. The same is true of security. Both concepts must become
integral to organizational priorities, project objectives, design processes, and
planning operations.
It is becoming widely recognized that privacy and security must both be embedded,
by default, into the architecture, design and construction of information processes.
This is a central motivation for PbD, which is aimed at reducing the risk of a privacy
harm from arising in the first place. By taking a proactive approach, it is possible to
demonstrate that it is indeed possible (and far more desirable) to have privacy and
security! Why settle for one when you can have both?
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Overview of Organizations
Office of the Information and Privacy Commissioner of Ontario
(IPC)
The role of the Information and Privacy Commissioner of Ontario, Canada, is set out in
three statutes: the Freedom of Information and Protection of Privacy Act, the Municipal
Freedom of Information and Protection of Privacy Act and the Personal Health Information
Protection Act. The IPC acts independently of government to uphold and promote open
government and the protection of personal privacy. Under the three Acts, the Information
and Privacy Commissioner: resolves access to information appeals and complaints when
government or health-care practitioners and organizations refuse to grant requests for
access or correction; investigates complaints with respect to personal information held by
government or health-care practitioners and organizations; conducts research into access
and privacy issues; comments on proposed government legislation and programs; and
educates the public about Ontario’s access and privacy laws. More at: www.ipc.on.ca and
www.privacybydesign.ca.

Oracle
With more than 390,000 customers—including 100 of the Fortune 100—and with
deployments across a wide variety of industries in more than 145 countries around the
globe, Oracle offers an optimized and fully integrated stack of business hardware and
software systems. Oracle designs hardware and software to work together in the cloud
and in data centers – from servers and storage, to database and middleware, through
to applications. Oracle’s open architecture and multiple operating-system support gives
customers benefits from best-of-breed products in every layer of the stack, allowing them
to build the best infrastructure for their enterprise.
Engineered To Work Together: The Oracle Story
Privacy, Data Protection, Governance and Compliance.
Coming together with solutions that are: Time aware, Device aware, Location aware.

Related links:
Database Protection (http://bit.ly/JilVto)
Breach Videos (http://bit.ly/W0mWhZ)
Webcasts (http://bit.ly/Wtphzj)
Security (http://bit.ly/QHU1fT)
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T

he digitization of health data makes that information more readily available for
sophisticated data analysis. Health-care providers are able to share detailed
and longitudinal clinical patient profiles with data scientists. This is producing many
benefits to patients and health systems. However, this sharing also raises significant
privacy risks that need to be managed. Contemporary de-identification standards
represent a tool for managing these risks, and are a good example of a practical
Privacy by Design (PbD) solution. They allow data custodians to explicitly consider
the context of data sharing, translate that into a formal and objective risk score, which
can then drive the de-identification that is performed to the data.
While de-identification is more explicitly required for the sharing of health data, it would
still be a responsible tool in other domains. For example, financial and retail transactions
are often linked with other data sets, such as demographic data, and mined for
interesting purchase patterns. Including de-identification in the analytics process flow
would help maintain the public’s trust and avert potential breach notification costs.
This is an example of how the PbD principles can be operationalized very
concretely. It is with such privacy preserving tools and methods that we can realize
the promise of big data and ensure that citizens’ personal information is exchanged
in a responsible way.
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Dispelling the Myths Surrounding
De-identification:
Anonymization Remains a Strong Tool for
Protecting Privacy
Introduction
Recently, the value of de-identification of personal information as a tool to protect
privacy has come into question. Repeated claims have been made regarding the
ease of re-identification. We consider this to be most unfortunate because it leaves
the mistaken impression that there is no point in attempting to de-identify personal
information, especially in cases where de-identified information would be sufficient
for subsequent use, as in the case of health research.
The goal of this paper is to dispel this myth — the fear of re-identification is greatly
overblown. As long as proper de-identification techniques, combined with reidentification risk measurement procedures, are used, de-identification remains
a crucial tool in the protection of privacy. De-identification of personal data may be
employed in a manner that simultaneously minimizes the risk of re-identification, while
maintaining a high level of data quality. De-identification continues to be a valuable and
effective mechanism for protecting personal information, and we urge its ongoing use.
In this paper we illustrate the importance of de-identifying personal information
before it is used or disclosed, and at times, prior to its collection. We will demonstrate
that, contrary to what has been suggested in recent articles, re-identification of
properly de-identified information is not in fact an “easy” or “trivial” task. It requires
concerted effort, on the part of skilled technicians. The paper will also describe a
tool that minimizes the risk of the re-identification of de-identified information while
also enabling a high level of data quality to be maintained. Our objective is to shatter
the myth that de-identification is not a strong tool to protect privacy and to ensure
that organizations that collect, use and disclose personal information understand
the importance of de-identification for the protection of privacy, and continue to use
this tool to the greatest extent possible to minimize potential risks. While our primary
focus in this paper is on the value of de-identification in the context of personal health
information that is used and disclosed for secondary purposes, the same arguments
apply in the broader context of personal information.
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Questioning the Value of De-identification
In recent years, studies have demonstrated that, in a surprising number of situations, it
is possible to re-identify individuals from information that has previously been claimed to
be de-identified. For example, a well publicized study demonstrated that it was possible
to execute a successful re-identification attack on claims data on 135,000 patients
disseminated by the Group Insurance Commission in Massachusetts. The discharge
record for the then Governor was re-identified by matching it with simple demographic
information found in the Cambridge voter registration list which was purchased for $20.
This was possible because certain fields in the two databases matched, namely: date of
birth, 5-digit residential ZIP code, and gender. In another case, Netflix publicly released
movie rating records, with each record containing the movie rated, the assigned rating
and the date of the rating. Identifying information was removed, but each user had a
unique identifier. After the records were released, researchers demonstrated that an
attacker who knows a nontrivial amount about a target individual subscriber’s movie
viewing habits can potentially identify the subscriber’s record if it is present in the
Netflix data set.1 For example, if someone knows approximately when a person in the
database had rated six movies, he or she would be able to identify that person 99 per
cent of the time. While these studies do not support the conclusion that it is pointless to
de-identify data sets, they may create the mistaken impression that de-identification is
not a worthwhile exercise to protect privacy.
These, and other studies, have given rise to recent academic articles2 claiming that
privacy cannot be protected through de-identification. These articles argue that the
assumption that privacy may be protected through de-identification is incorrect,
since it has been demonstrated that easy re-identification is possible.3 Changes
in society and technology have made re-identification of personal information
easier and cheaper than ever before. New databases useful for linking are now
available, with advances being made in re-identification technology. The Internet
has facilitated the collection and distribution of vast amounts of information. Huge
amounts of data are generated in the course of everyday life. While much of this
information may appear as non-identifying, it can be combined with information
from other sources to eventually produce data that may be linked back to specific
individuals. People are also sharing personal information about themselves outside
of traditional environments, including online chat rooms, personal blogs and social
networking sites. As information technology initiatives enable the linkage of data
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across multiple sources, it becomes more difficult to ensure that de-identified
information will remain anonymous.4
Some authors have argued that due to easy re-identification, laws such as the
EU’s Data Protection Directive (“Directive”) are overly broad.5 The Directive covers
personal data that can be used to identify a person “directly or indirectly, in particular
by reference to an identification number or to one or more factors specific to his
physical, physiological, mental, economic, cultural or social identity.” Given the
availability of sophisticated re-identification methods, it has been suggested that any
database containing facts relating to people, no matter how indirect, would now fall
within the Directive and be treated as personal information.
Another thread of reasoning has critiqued some existing de-identification standards as
weak. For example, the United States Health Insurance Portability and Accountability
Act (“HIPAA”) excludes de-identified health information from regulation. The HIPAA
Privacy Rule provides two standards for de-identification: (a) the Safe Harbor
Standard, and (b) the Statistical Standard. The Safe Harbor Standard requires the
removal of 18 specific data elements that could uniquely identify an individual.
However, recent analysis shows that when used outside its narrowly defined context,
the Safe Harbor Standard may not be sufficiently protective.6 This is because these
enumerated data elements in the Safe Harbor Standard do not include longitudinal
data about patient visits, such as hospital name and diagnosis, as well as information
that may be collected during the visit, such as profession. This additional information
may be used by someone who has auxiliary information to re-identify an individual.
Consequently, one article7 suggested that legislators should abandon the idea that
privacy is protected when personal identifiers are removed and re-examine privacy
laws and regulations. In another, the Markle Foundation, Center for Democracy
& Technology and Markle Collaborators submitted comments in response to
guidance published by the Department of Health and Human Services.8 One of their
recommendations was that the Department of Health and Human Services consider
whether de-identified data should always be excluded from breach notification under
HIPAA given the presumed risk of re-identification, and as part of its study of the
HIPAA de-identification standard, consider imposing additional requirements on the
disclosure of de-identified data. In their comments, they stated that de-identification,
4

Center for Democracy & Technology, Encouraging the Use of, and Rethinking Protections for Deidentified (and “Anonymized”) Health Data, available at: http://www.cdt.org/files/pdfs/20090625_
deidentify.pdf.

5
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6
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7

Supra, note 2.
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Markle Foundation, Centre for Democracy & Technology and Markle Collaborators, Collaborative
Comments on Federal Health Data Breach Notification Requirements, available at: http://www.
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particularly through the removal of specific categories of identifiers (the Safe Harbor
Standard), does not guarantee anonymity.
By questioning the value of de-identification as a tool to protect the privacy of
individuals when personal information is collected, used and disclosed, these
articles may lead to the mistaken impression that it is futile to de-identify any data
sets. This growing lack of trust in de-identification and focus on re-identification
risks may result in data custodians believing they should not waste their time
even attempting to de-identify personal information prior to making it available for
secondary purposes. Data custodians may also be less inclined to provide third
parties with access to information, even if it has been de-identified. This could have
a highly negative impact on the availability of de-identified information for potentially
beneficial secondary purposes.

The Enormous Value of De-identification
We believe that the problem, in part, lies in the pursuit of perfect solutions —
“guarantees” of anonymity through the unfailing ability to de-identify personal data
100 per cent of the time. Needless to say, such guarantees do not exist, not in this
pursuit, or virtually any other. But the absence of an iron clad “guarantee” does not
stop people from attempting to minimize the risks encountered in various avenues
of life. Every day, as part of their daily routine, people around the world implement
security measures, even though there is no guarantee that such measures will always
be 100 per cent effective. For example, before leaving the house, it is customary to
lock one’s door, in an effort to deter criminals from breaking in. There is no way to
ensure that locking the door means that no one will ever break into your house — a
skilled thief could still get past the locked door. However, for the most part, locking
your door assists in keeping out unwanted intruders. As another example, people
regularly put their money into bank accounts. There is always the possibility that a
bank could be robbed or a safety deposit box burglarized, however, this is a minimal
risk that people are willing to accept. It would be unthinkable to tell people not to
lock their doors or put their prized possessions into banks because it is still possible
that robberies could occur. Even though there are no guarantees that these security
measures will work all of the time, they dramatically reduce the risk that a negative
result will occur. De-identification of personal data is another example of an essential
tool that should be routinely used to minimize risks, even though it may not work
100 per cent of the time. De-identification is an important first step that drastically
reduces the risk that personal information will be used or disclosed for unauthorized
or malicious purposes. While it is clearly not foolproof, it remains a valuable and
important mechanism in protecting personal data, and must not be abandoned.
De-identification is particularly valuable in the context of personal health information.
Health information is highly sensitive and may include some of the most intimate
details associated with one’s life, such as those related to one’s physical and mental
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health. Personal health information requires the strongest privacy and security
protections to prevent unauthorized collection, use and disclosure. However, under
appropriate circumstances, it is also important to provide access to this information
for vital secondary purposes that are strongly in the public interest. For example,
personal health information is essential for public health surveillance and healthrelated research. It is also used for a variety of legally authorized purposes such
as planning, delivering, evaluating and monitoring health programs or services, and
improving the quality of care. The availability of information for such purposes results
in enormous benefits for individuals and society at large by improving health-care
programs and services and by improving the effectiveness of the health-care system.
Health research can provide critical information about disease trends, risk factors,
outcomes of treatment, and patterns of care — it has led to significant discoveries
including the development of new treatments and therapies.9
Frequently, de-identified information is used for secondary purposes, such as research
and evaluation, where the recipient of the data has neither the motive nor the intention
to re-identify the individuals contained in the data set. In fact, any re-identification
would be counter-productive — thwarting the agreed upon terms typical of any data
sharing agreement. In such situations, the use of de-identified information, rather than
personal information, is of great value. De-identification protects individual privacy,
while also enabling the information to be used for authorized secondary purposes,
resulting in benefits to both individuals and society as a whole. We call this “positivesum,” not zero-sum. De-identification of personal health information can be done in
a way that both minimizes the risk of re-identification and also maintains a high level
of data quality. De-identification is an essential mechanism for protecting privacy,
especially in circumstances such as sanctioned research where it is highly unlikely
that the data recipients would ever attempt to re-identify the data set, since it would
go against their best interests to do so.
The routine de-identification of information will also help to prevent privacy breaches in
cases where the information is lost, stolen or accessed by unauthorized third parties.10
If data custodians routinely de-identified information to the greatest extent possible,
there would be far fewer data breaches. For example, if a USB key containing deidentified information is lost, it is unlikely that the person who finds the information
would have the motive or capacity to attempt to re-identify the individuals in the data
set — it is more likely that there would be no invasion of privacy. If, however, the
information was not de-identified, there would be a much greater likelihood that the
exposed personal information could be used for malicious purposes.

9

Institute of Medicine, Beyond the HIPAA Privacy Rule: Enhancing Privacy, Improving Health through
Research. Washington, DC, The National Academies Press, 2009.

10 For example, see Order HO-008 issued in June 2010, available at: http://www.ipc.on.ca/images/
Findings/ho-008_1.pdf. See also Order HO-007 “Encrypt Your Mobile Devices: Do It Now” issued in
January 2010, available at: http://www.ipc.on.ca/images/Findings/ho-007.pdf.
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While de-identification may not be a perfect tool in preventing the disclosure of
identifiable information, in all circumstances, de-identification will certainly prevent
countless third parties, who in the vast majority of cases have neither the motivation,
nor the technical expertise, nor the resources necessary to re-identify individuals,
from knowing information about identifiable individuals. Further, it is important to
not overlook the incidence of data breaches. A nontrivial percentage of these arise
from “inside” jobs — by rogue employees who have easy access to identifiable data
or accidentally by employees who do not follow or do not understand good data
management practices. This could be reduced dramatically by default if far less
personal data were retained in identifiable form — instead, being routinely retained
with an appropriate amount of de-identification applied.

Challenges in Re-identifying De-identified Information
We believe it is highly misleading to suggest that the re-identification of individuals
from de-identified data is an easy task. As long as proper de-identification and
re-identification risk measurement techniques are employed, the re-identification
of individuals is relatively difficult in actual practice. In fact, a recent review of the
evidence indicates that there are few cases in which properly de-identified data
have been successfully re-identified.11 Further, in those cases where properly deidentified data were successfully re-identified, the re-identification risk was very
low. The evidence is not consistent with the popular view relating to the fabled
failure of anonymization.
For example, a recent study undertaken for the U.S. Department of Health and Human
Services’ Office of the National Coordinator for Health Information Technology (“ONC”)
sheds some light on the likelihood of a successful attack on properly de-identified
data.12 The ONC assembled a team of statistical experts to assess whether data
properly de-identified under HIPAA could be combined with readily available outside
data, to re-identify patients. The study was performed under realistic conditions and
the re-identifications were verified to be accurate – something that other studies of
this nature generally lack. The team began with a set of approximately 15,000 patient
records that had been de-identified in accordance with HIPAA. Next, they sought
to match the de-identified records with identifiable records in a commercial data
repository. They conducted extensive searches through commercial data sources
(e.g. InfoUSA) to determine whether any of the records in the identified commercial
data would align with the records in the de-identified data set. The team was able to
accurately re-identify only two of the 15,000 individuals, for a match rate of 0.013 per
cent. This is an extremely low re-identification risk!

11 K. El Emam, E. Janker, B. Malin, “A Systematic Review of Re-Identification Attacks on Health Data.”
Submitted for publication. 2011.
12 Deborah Lafkey, The Safe Harbor Method of De-Identification: An Empirical Test, ONC Presentation,
October 8, 2009, available at www.ehcca.com/presentations/HIPAAWest4/lafky_2.pdf.
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By the estimates reported in the August 23, 2007 testimony of one expert in deidentification, only 0.04 per cent (4 in 10,000) of the individuals within data sets
de-identified, using the Safe Harbor Standard under HIPAA, may be potentially reidentifiable.13 This means that the use of de-identified data under HIPAA has been
shown to reduce re-identification risks dramatically by at least 2,500 fold (less than
0.05%) over the identification risks that would have resulted from access to identifiable
health information.
The ONC study and the risk estimate results further demonstrate that when applied
within the appropriate context, the HIPAA Safe Harbor Standard can provide strong
protections against re-identification. If the data does not meet the narrow assumptions
of the Safe Harbor Standard, then other standards and methods can and should be
used, rather than abandoning de-identification altogether as some have suggested.
Professor Khaled El Emam has conducted research to evaluate the ease of reidentifying individuals in a large database of medical records that were de-identified
using sophisticated de-identification tools. His study found that while it was possible
to re-identify some individuals in the data set using public information, the number
was minimal. Individuals who were re-identified were mostly adolescents. Information
about these individuals in online social networking sites and school/college websites
proved to be useful in the re-identification. However, it was a very small percentage
of individuals that could actually be re-identified with any certainty (less than 0.5 per
cent). Further, the re-identification of each individual was not an easy exercise, in
some cases requiring many hours to complete! This supports the conclusion that the
re-identification of individuals is a difficult and time-consuming task, on the part of
skilled technicians.

The Implications of Including De-identified Information under
Privacy Legislation
It has been suggested that in light of the risk of re-identification, it may be prudent to
re-examine privacy laws with a view to including de-identified information among the
types of information that must be protected. Applying legislative privacy protections
to de-identified information may seem like the logical next step to the re-identification
problem. However, we do not believe it would be an ideal solution since it may result in
unintended consequences — there are other, more straightforward ways of managing
the risk of re-identification. One unintended consequence of applying privacy laws
to de-identified information may be that it would reduce the incentive to routinely deidentify personal data. Further, in those cases where personal information has been
properly de-identified, and the re-identification risk is low, applying the additional
13 See National Committee on Vital and Health Statistics Report to the Secretary of the U.S. Department of
Health and Human Services, Enhanced Protections for Uses of Health Data: A Stewardship Framework
for ‘Secondary Uses’ of Electronically Collected and Transmitted Health Data, December 19, 2007,
available at http://www.ncvhs.hhs.gov/071221lt.pdf.
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conditions and restrictions imposed by privacy legislation would be unnecessarily
burdensome, without the added benefit of enhancing privacy.
For example, if de-identified health information were included under Ontario’s Personal
Health Information Protection Act (“PHIPA”), this would mean that pursuant to section
29, health information custodians would only be able to collect, use or disclose deidentified information if the individual consents or if the collection, use or disclosure of
personal health information is specifically permitted or required by PHIPA.
In some situations, obtaining consent would not be possible or practical. For example,
in the context of non-interventional or database health research, the size of the
population represented in the data may be too large to obtain consent from everyone,
or many patients may have relocated or died, making it difficult or impossible to
obtain consent. Further, even if obtaining consent were possible and practical, strong
concerns have been expressed about the negative impact of consent requirements
on the ability to conduct certain types of health research.14 In some cases, consent
may have severe consequences for data quality since individuals who consent tend
to have different characteristics than those who do not consent (e.g. age, gender,
socioeconomic status, whether they live in rural or urban areas, disease severity, and
level of education). These differences can result in significantly skewed results and
biased findings. Further, it has been demonstrated that recruitment rates decline
significantly when individuals are asked to consent. Seeking consent will likely result
in a reduction of the number of individuals who agree to provide data or allow their
data to be used. Consequently, where it is not practical to obtain consent, a case may
be made for waiving the consent requirement.
If de-identified information were subject to PHIPA, in cases where it is not practical
to obtain consent, health information custodians would only be permitted to collect,
use or disclose personal health information without consent for the limited and
specific purposes set out in PHIPA and all of its requirements would apply to the
collection, use or disclosure. For example, in the case of the collection, use and
disclose of de-identified information for research purposes, the requirements set
out in section 44 of PHIPA would have to be satisfied, including the preparation of
a detailed research plan, approval of the plan by a Research Ethics Board and, in
the case of disclosure, the health information custodian would have to enter into
an agreement with the researcher. Given the low risk that properly de-identified
information will be re-identified by authorized researchers, the requirements and
restrictions in PHIPA would appear to be unnecessarily burdensome and would do
little to enhance privacy, over and above that which would be achieved through the
proper de-identification of information.

14 Khaled El Emam, Elizabeth Jonker and Anita Fineberg, The Case for De-identifying Personal Health
Information, available at: http://papers.ssrn.com/sol3/papers.cfm?abstract_id=1744038.
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It could be argued that Research Ethics Board approval of a research plan would
be necessary even where the data that the researcher intends to use has been deidentified since, in practice, health information custodians tend to rely on Research
Ethics Boards to determine whether data are sufficiently de-identified. However, in
cases where a Research Ethics Board determines that the data are sufficiently deidentified, there would be no obligation to satisfy all of the requirements of section 44
of PHIPA and the Research Ethics Board would be free to adjust its review process to
be compatible with the lower degree of risk associated with de-identified data.
As another example, section 52 of PHIPA gives an individual the right of access to
a record of personal health information about the individual that is in the custody or
control of a health information custodian, subject to certain exceptions. If de-identified
information were treated in the same manner as personal health information, then
health information custodians would have to re-identify information every single time
that an individual wished to access his or her records, creating an undue burden on
health information custodians. Once a data set has been de-identified, it would be
difficult to determine if the data set contained information about a specific individual.
Whole data sets may have to be re-identified in order to provide individuals with access
to de-identified health information, even though information about that individual may
not even be contained within the data set!
As well, in the event that personal health information is stolen, lost or accessed by
unauthorized persons, section 12(2) of PHIPA requires health information custodians
to notify individuals at the first reasonable opportunity. If de-identified information
is not excluded from the application of PHIPA, then these notification requirements
would apply to de-identified information as well as personal health information,
regardless of the fact that there may be a very low probability that an individual would
ever be identified. Further, ironically, the de-identified information may have to first
be re-identified in order to determine which individuals to notify about the breach.
Finally, notification of a breach involving de-identified information may cause undue
alarm or be perceived as a nuisance where the risk of re-identification is relatively low.
These days, individuals may already be bombarded with too many breach notices
under U.S. privacy laws, causing them to ignore such notices.15 Expanding the scope
of breach notification requirements to include de-identified information would only
compound this problem.
If de-identified information were treated in the same manner as personal health
information under PHIPA, there would be far less incentive for health information
custodians to de-identify any information, as the same restrictions and requirements
would apply regardless of the identifiability of the data. This may result in a decrease
in the use of one of the most effective tools for the protection of privacy in the context
of the collection, use and disclosure of personal information for secondary purposes.
15 Fred H. Cate, Another notice isn’t answer, USA Today, February 27, 2005, available at http://www.
usatoday.com/news/opinion/2005-02-27-consumer-protection-oppose_x.htm.
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Further, it may drastically reduce the availability of de-identified information for
potentially beneficial purposes.

De-identification in the Context of Privacy Legislation
Privacy legislation generally permits the collection, use and disclosure of personal
health information for secondary purposes such as research, under appropriate
circumstances, and treats information that does not relate to an identifiable individual
as falling outside the scope of the legislation. For example, in Ontario, PHIPA permits
the collection, use and disclosure of personal health information for secondary
purposes, including health research, in specific circumstances. Where the collection,
use or disclosure is not specifically permitted by PHIPA, health information custodians
must either obtain consent from individuals or de-identify the health information in a
manner such that it falls outside the scope of PHIPA.
The general limiting principles of PHIPA place an obligation on health information
custodians to de-identify personal health information to the greatest extent
possible whenever they collect, use or disclose personal health information.
Section 30(1) of PHIPA states that health information custodians must not collect,

use or disclose personal health information if other information, e.g. de-identified
information or aggregate information, would serve the purpose of the collection,
use or disclosure. Section 30(2) of PHIPA states that health information custodians
must not collect, use or disclose more personal health information than is
reasonably necessary to meet the purpose of the collection, use or disclosure.
This means that health information custodians must collect, use and disclose deidentified health information rather than personal health data if the de-identified
information would be sufficient to serve the purpose. These principles apply
whether or not individuals have consented to the collection, use and disclosure
of their health information. As well, section 37(1)(f) of PHIPA specifically states
that health information custodians may use personal health information about an
individual for the purpose of disposing of or modifying the information in order to
conceal the identity of the individual. Therefore, health information custodians not
only have an obligation to de-identify personal health information, to the greatest
extent possible, but they also have the legal authority to use personal health
information for the purpose of de-identification. Once de-identified, in a manner
such that it falls outside the scope of PHIPA, the information may then be used
and disclosed for secondary purposes, without the consent of the individual.
As a starting point, de-identification must be considered prior to collecting, using
and disclosing personal health information. It has been argued that personal health
information should always be de-identified before it is collected, used or disclosed
for secondary purposes, since de-identified data is sufficient for such purposes.
However, while this may generally be the case, there are some situations where it will
be necessary to collect, use or disclose personal health information for secondary
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purposes. For example, in the context of research, especially epidemiological
research, personal health information as opposed to de-identified information may
be required in order to link and match data from various sources, over time. However,
once the data are linked, the information can then be immediately de-identified as the
personal health information is no longer necessary for the purpose.
Section 4(1) of PHIPA defines personal health information as identifying information
about an individual in oral or recorded form if the information relates to the physical or
mental health of the individual; the provision of health care to the individual; payments
or eligibility for health care or health-care coverage; the donation of any body part
or bodily substance of the individual; is a plan of service within the meaning of the
Long-Term Care Act; is the individual’s health number; or identifies an individual’s
substitute decision-maker. Section 4(2) of PHIPA defines identifying information as
information that identifies an individual or for which it is reasonably foreseeable in
the circumstances that it could be utilized, either alone or with other information, to
identify an individual. Health information that is de-identified such that an individual
cannot be re-identified, or that it is not reasonably foreseeable that an individual can
be re-identified, would fall outside the scope of PHIPA. This de-identified health data
would no longer be considered personal health information and would not be subject
to any of the limitations and restrictions imposed by PHIPA.
To reduce the re-identification risk to the level where re-identification is not reasonably
foreseeable in the circumstances, health information custodians may alter and/or
remove identifiers prior to using or disclosing personal health information. Direct
identifiers (or identifying variables) are variables that provide an explicit link to a
data subject and can directly identify an individual. Examples of identifying variables
include name, email address, home address, telephone number, health insurance
number and social insurance number. 16
It is frequently assumed that by removing the direct identifiers, the privacy of the
individuals whose information is being used or disclosed would be protected.17
However, dealing only with direct identifiers is insufficient to ensure that the
information is truly de-identified. The problem of de-identification involves quasiidentifiers, those variables that may not directly identify individuals, but can still be
used for indirect re-identification. These quasi-identifiers can be used, either by
themselves or in combination with other available information, to uniquely identify
individuals. Examples of quasi-identifiers include gender, marital status, postal code
or other location information, a significant date (e.g. birth, death, hospital admission,
discharge, autopsy, specimen collection, or visit), diagnosis information, profession,
ethnic origin, visible minority status, and income.

16 Khaled El Emam and Anita Fineberg, An Overview of Techniques for De-identifying Personal Health
Information, available at: http://papers.ssrn.com/sol3/papers.cfm?abstract_id=1456490.
17 Privacy Analytics Inc., De-identification Reduce Privacy Risks when Sharing Personally Identifiable
Information, available at: http://privacyanalytics.ca/documents/de-identification_explained.pdf.
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Due to their rarity, some quasi-identifiers may be more likely to result in identification
of individuals in a data set. For example, highly uncommon characteristics of an
individual (e.g. an unusual occupation or an unusual medical diagnosis) can increase
the likelihood of the individual’s identity being revealed. As well, a particular quasiidentifier does not necessarily always have the same likelihood of re-identification. For
example, the postal codes of rural areas contain many more individuals than urban
areas. It is more likely that individuals in a data set with an urban postal code could
be re-identified than those in a rural area. Quasi-identifiers may also differ across
data sets. For example, gender will not be a meaningful quasi-identifier if all of the
individuals in the data set are female.18 However, if all the individuals in a data set are
female except one, there is a higher likelihood that the one male in the data set could
be re-identified. Data sets should be analyzed to asses the risk of re-identification and
determine the proper de-identification techniques that should be employed.

Solving the Zero-Sum Paradigm
De-identification is one of the most important methods of protecting privacy
and should not be casually abandoned. It should be designed directly into all
processes in which personal health information is collected, used and disclosed
for secondary purposes, a concept advanced by Privacy by Design.19 Taking a
Privacy by Design approach is characterized by proactive rather than reactive
measures in an effort to anticipate and prevent the privacy harm from ever
arising. Privacy is embedded into the design of systems and business practices
as the default setting, ensuring that personal health information is automatically
protected. Privacy by Design is a comprehensive approach that extends securely
through the entire life cycle of the information involved. Visibility and transparency,
as well as respect for user privacy, are paramount.
An issue in respect of de-identification is the traditional zero-sum paradigm. To reduce
the risk of re-identification, direct identifiers and quasi-identifiers may be altered and/
or removed prior to the collection, use or disclosure of personal health information,
for secondary purposes. However, as more variables are altered or removed, the
quality of the information is reduced. Individual privacy is achieved at the expense
of data quality. Conversely, limiting the variables that are de-identified can result in
higher data quality, but at the expense of individual privacy. For example, one can
aggressively de-identify all the information in a data set, but then the information is no
longer useful to researchers. Alternatively, one can choose not to de-identify any of the
personal health information in the data set; however, this results in significant privacy

18 Khaled El Emam et al., Pan-Canadian De-identification Guidelines for Personal Health Information,
available at: http://www.ehealthinformation.ca/documents/OPCReportv11.pdf.
19 Ann Cavoukian, Privacy by Design: The 7 Foundational Principles, available at: http://www.ipc.on.ca/
images/resources/7foundationalprinciples.pdf.
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concerns. Utility and privacy of data are intrinsically connected. As the usefulness of
the data increases, privacy has tended to decrease.
However, through the use of proper de-identification techniques and re-identification
risk measurement techniques, it is possible to achieve a high degree of privacy,
while at the same time preserving the required level of data quality necessary for the
secondary purpose. Maximizing both privacy and data quality enables a shift from a
zero-sum paradigm to a positive-sum paradigm, a key principle of Privacy by Design.
This doubly-enabling win-win approach avoids unnecessary trade-offs and illustrates
that it is possible to de-identify information in a manner that maintains both privacy
and data quality.

Re-identification Risk Assessment
To reduce the risk of re-identification, it is essential to properly de-identify the
information contained in a data set. There are many tools available that mitigate the
risk of re-identification of de-identified information. Some automated de-identification
programs remove or suppress direct identifiers in data sets, while others use
sophisticated algorithms in order to address the risks of re-identification in data sets
from which direct identifiers have already been removed. Professor Khaled El Emam
has developed a tool that provides a high degree of privacy protection while also
ensuring a high level of data quality, providing an excellent example of a positive-sum
approach to de-identification.
Privacy analytics involves analyzing the data set itself in order to measure the reidentification risk and then deciding how to best de-identify the data.20 The deidentification process is risk-based and takes into consideration the usefulness of the
data. The analyst must be able to evaluate the risk of re-identification. Once this risk
is known, decisions may then be made about how, and the extent to which the data
should be de-identified. The first step is to determine the quasi-identifiers. The next
step is to determine the acceptable level of risk. The risk threshold should reflect the
amount of re-identification risk that the health information custodian is willing to take.
For example, one approach is to ensure that for each record contained in the data set
that describes characteristics of a data subject, there are at least four other individuals
also represented by records in the data set who share these same characteristics.21
The risk of re-identification should be evaluated. Criteria that can be used to
determine the re-identification risk exposure of a data disclosure is a function
of four factors: the re-identification probability; the mitigating controls that are in

20 Health System Use Technical Advisory Committee Data De-identification Working Group, ‘Best Practice’
Guidelines for Managing the Disclosure of De-identified Health Information, available at:.http://www.
ehealthinformation.ca/documents/Data%20De-identification%20Best%20Practice%20Guidelines.pdf.
21 Khaled El Emam and Fida Kamal Dankar, Protecting Privacy Using k-Anonymity, available at: http://
www.ncbi.nlm.nih.gov/pmc/articles/PMC2528029/.
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place; the motives and capacity of the data recipient to re-identify the data; and
the extent to which an inappropriate disclosure would be an invasion of privacy.22
The re-identification probability is the probability of an individual being re-identified
in a data set and it is managed by de-identifying the data set. Mitigating controls
discourage the data recipient from re-identifying the data. A data sharing agreement
between the health information custodian and the data recipient can document
the expectations and obligations of each party. For example, mitigating controls
such as prohibiting re-identification of the data, limiting use and disclosure of the
data, requiring strong security protections and a breach notification protocol, and
permitting the health information custodian to audit compliance, can be included in
the data sharing agreement.
To assess motives and capacity of the data recipient to re-identify the data involves
evaluating criteria such as whether the data recipient may want to harm the health
information custodian, whether the data recipient has the financial resources or
technical expertise to attempt to re-identify the database and whether the database
has commercial or criminal value. To assess the extent to which an inappropriate
disclosure would be an invasion of privacy involves evaluating criteria such as
whether the information in the database is highly sensitive, whether the information is
highly detailed and whether the database is very large and many people would be
affected if there was a breach.
The motives and capacity of the data recipient and the extent to which an inappropriate
disclosure would be an invasion of privacy are inherent to the data recipient and would
be difficult to change. The greater the potential invasion of privacy and the more
motivated and capable the data recipient is to re-identify the data, the greater the
overall risk of exposure. However, the re-identification probability and the mitigating
controls can be changed by the health information custodian in order to manage
overall risk exposure.23
Once a data request has been received, the health information custodian can
determine if the overall risk exposure is acceptable. If the risk exposure is not
acceptable, the health information custodian can add more mitigating controls
or further de-identify the data set. The health information custodian and the data
recipient must work together to achieve the level of data quality that is necessary for
the data recipient’s purposes and the level or risk exposure that is acceptable to the
health information custodian.24 The data recipient may prefer less de-identification
(to preserve greater data quality) and so must agree to more mitigating controls
in the data sharing agreement. Conversely, the data recipient may not be able to

22 Khaled El Emam, De-identifying Health Data for Secondary Use: A Framework, available at: http://www.
ehealthinformation.ca/documents/SecondaryUseFW.pdf.
23 Ibid.
24 Ann Cavoukian and Khaled El Emam, A Positive-Sum Paradigm in Action in the Health Sector, available
at: http://www.privacyanalytics.ca/documents/positive-sum.pdf.
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afford to put in place a large number of mitigating controls and must then agree
to increase the amount of de-identification to the data. Balance occurs when the
mitigating controls are low and the re-identification probability is low (e.g. there
is more de-identification of the data but less mitigating controls) or where the reidentification probability is high and the mitigating controls are high (e.g. there is
less de-identification but more mitigating controls). Each data recipient must have
a customized data sharing agreement that accounts for the specific mitigating
controls required to manage risk exposure.
This approach takes into consideration the fact that de-identification of information
is not a perfect tool, as there may always be some risk of re-identification. However,
the re-identification risk can be assessed and managed through a variety of means.

Conclusion
The claim that the de-identification of personal data has no value and does not
protect privacy due to the ease of re-identification is a myth. If proper de-identification
techniques and re-identification risk measurement procedures are used, reidentification remains a relatively difficult task. However, we recognize that this is
not a static exercise – it is ever-changing. As re-identification techniques become
more sophisticated and more personal information becomes available to facilitate
re-identification, it is important to reassess and strengthen de-identification and reidentification risk management techniques.
While there may always be a residual risk of re-identification, in the vast majority of
cases, de-identification will protect the privacy of individuals, as long as additional
safeguards are in place. While de-identification may not be a perfect solution to
reduce all privacy risks when personal information is being considered for secondary
purposes, it is an important first step that should be used as part of an overall risk
assessment framework. We urge you not to abandon your efforts to de-identify
personal data in a comprehensive and responsible manner.

245

Privacy by Design: From Rhetoric to Reality

About the Authors
Dr. Ann Cavoukian, Information and Privacy Commissioner,
Ontario, Canada
Dr. Ann Cavoukian is recognized as one of the leading privacy experts in the world.
Her concept of Privacy by Design seeks to proactively embed privacy into the design
specifications of information technology and accountable business practices, thereby
achieving the strongest protection possible. In October, 2010, data regulators from
around the world unanimously passed a landmark Resolution recognizing Privacy
by Design as an essential component of fundamental privacy protection. This was
followed by the U.S. Federal Trade Commission’s inclusion of Privacy by Design
as one of its three recommended practices for protecting online privacy – a major
validation of its significance.
Dr. Cavoukian’s leadership has seen her office develop a number of tools and procedures
to ensure that privacy is strongly protected, not only in Canada, but around the world.
She has been involved in numerous international committees focused on privacy,
security, technology and business, and endeavours to focus on strengthening consumer
confidence and trust in emerging technology applications.
Dr. Cavoukian serves as the Chair of the Identity, Privacy and Security Institute at the
University of Toronto, Canada. She is also a member of several Boards including, the
European Biometrics Forum, Future of Privacy Forum, RIM Council, and has been
conferred as a Distinguished Fellow of the Ponemon Institute. She was named by
Intelligent Utility Magazine as one of the “Top 11 Movers and Shakers for the Global
Smart Grid industry for 2011,” and has been honoured with the prestigious Kristian
Beckman Award for her pioneering work on Privacy by Design and privacy protection in
modern international environments.

Dr. Khaled El Emam, Canada Research Chair in Electronic
Health Information, CHEO Research Institute and University of
Ottawa
Dr. Khaled El Emam is an Associate Professor at the University of Ottawa, Faculty of
Medicine, a senior investigator at the Children’s Hospital of Eastern Ontario Research
Institute, and a Canada Research Chair in Electronic Health Information at the University of
Ottawa. His main area of research is developing techniques for health data anonymization
and secure disease surveillance for public health purposes. Previously Khaled was a
Senior Research Officer at the National Research Council of Canada, and prior to that he
was head of the Quantitative Methods Group at the Fraunhofer Institute in Kaiserslautern,
Germany. He has co-founded two companies to commercialize the results of his research
work. In 2003 and 2004, he was ranked as the top systems and software engineering
scholar worldwide by the Journal of Systems and Software based on his research on
measurement and quality evaluation and improvement, and ranked second in 2002 and
2005. He holds a Ph.D. from the Department of Electrical and Electronics, King’s College,
at the University of London (UK).

246

Wi-Fi Positioning Systems: Beware of
Unintended Consequences
Issues Involving the Unforeseen Uses
of Pre-existing Architecture

Ann Cavoukian, Ph.D.
Information and Privacy
Commissioner
Ontario, Canada

Kim Cameron
Distinguished Engineer
Microsoft

June 2011

Privacy by Design: From Rhetoric to Reality

Acknowledgements
The authors of this paper gratefully acknowledge the work of Michelle
Chibba, Director of Policy, Catherine Thompson, Regulatory and Policy
Advisor, and Vance Lockton, Policy Analyst, Ontario Information and
Privacy Commissioner’s Office, in preparing this paper.
The authors also wish to thank Ken Anderson, Assistant Commissioner
(Privacy), at the Ontario Information and Privacy Commissioner’s Office
for his input to this paper.

248

Kim Cameron
Distinguished Engineer
Microsoft

T

his paper takes a deep look at how mobile positioning systems that are now
deployed world-wide constitute a technological infrastructure that threatens the
privacy not only of their users, but of people who consciously choose not to use them.  

Optimists about human nature will see this as a definitive example of engineers
making a mess of things by not stopping to think about how their work affects
privacy. Pessimists, meanwhile, will see it as tangible proof of how easily technology
companies can get away with building systems fully intended to erode privacy.
Either way, it is well worth thinking about whether a culture of Privacy by Design
(PbD) could have given users all the benefits of mobile positioning systems while
eliminating the threats we have outlined here. What are the risks that the flaws in
the current system will be abused? Will growing understanding of the problems
ultimately lead to regulatory intervention? If so, what will it cost technology
companies to retrofit their systems in order to come into regulatory compliance,
and at what cost to their reputations?
In my view it can only benefit technologists to adopt PbD principles as part of our
engineering culture, giving users all the features they want while doing everything
possible to protect their privacy.
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Executive Summary
There are times when information architectures, developed by engineers to ensure
the smooth functioning of computer networks and connectivity, lead to unforeseen
uses that have an impact on identity and privacy. Against a backdrop of the popularity
of smartphones and other mobile devices, there continues to be intense scrutiny of
the capability of these mobile systems to track our lives, without our knowledge. The
mobile ecosystem is extremely complex. It is no wonder that smartphone researchers
state that “[t]oday’s smartphone operating systems frequently fail to provide users
with adequate control over and visibility into how third-party applications use their
private data.”1 Often, these third parties operate outside of the telecommunications
regulatory framework.
Smart mobile devices are required to perform a multiplicity of tasks: they operate via
sophisticated geo-location software that enhances the end-user’s mobile experience
through a wide range of services relying on the device’s location. To deliver these
location services with greater speed and accuracy, Wi-Fi positioning systems (WPS)
were established that rely on wireless access points for location coordinates. For the
proper functioning of a wireless architecture, IEEE Project 802 defined a standard
which assigns a Media Access Control (MAC) address to local area network devices.
A wireless access point such as a router will be given a unique MAC address, as
will Wi-Fi equipped laptops, mobile phones and even printers. An important and
necessary feature of the MAC address, for the proper functioning of a wireless
communications network, is that it be visible in communicated data frames, whether
or not the wireless network is encrypted. In a WPS, the MAC address for a Wi-Fi
access point becomes an index for a geo-location reference point. Companies
known as location aggregators are building and/or maintaining databases of the
MAC addresses of these Wi-Fi access points for commercial purposes, and provide
access to third parties interested in location-based applications and advertising.

1

Full citation: William Enck, Peter Gilbert, Byung-Gon Chun, Landon P. Cox, Jaeyeon Jung, Patrick
McDaniel, and Anmol N. Sheth. TaintDroid: An Information-Flow Tracking System for Realtime Privacy
Monitoring on Smartphones. Preceedings of the 9th USENIX Symposium on Operating Systems Design
and Implementation (2010) Vancouver B.C. USENIX .
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In this paper, we explore the identity and privacy issues that could arise from the
unintended uses of the MAC address. Since the MAC address was designed to be
persistent and unique over the lifetime of a Wi-Fi device, in a WPS, it identifies Wi-Fi
devices that are closely associated with individuals – not only stationary routers, but
personal laptops and mobile phones. When a unique identifier may be linked to an
individual, it often falls under the definition of “personal information” through that data
linkage and carries with it a host of regulatory responsibilities. The associated privacy
issues range from lack of knowledge or consent of the mobile device owner for the
use of the unique identifier, the possibility of unauthorized disclosure to third parties,
or potential uses for secondary purposes.
The following observations and suggestions are made:
• Privacy is predicated on providing individual mobile device users with personal
control, alongside openness and transparency on the part of the provider;
• In no case should the MAC address of an individual’s mobile device be
collected or recorded without the individual’s consent;
• Privacy by Design is now the International Standard for privacy and should
be considered at the outset, for a doubly-enabling outcome; therefore,
engineers should use Privacy by Design as a standard to ensure that privacy
is embedded into the architecture of various technologies and systems;
• When designing technical architecture, the potential for possible unintended
uses should form part of a privacy threat/risk analysis;
• We must research and think creatively to find ways to embed privacy into WiFi protocols that can randomize MAC addresses or ensure privacy through a
proxy-like method of assigning addresses. Innovative solutions will be required
to change the existing model of using persistent MAC addresses that remain
uniquely bound to a mobile device.
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Introduction
With over half of the world’s population now owning mobile devices, location data are
seen by service providers and advertisers as important profile elements for shaping
and personalizing a user’s mobile Internet experience. A new generation of ‘smart’
mobile devices is capable of running software applications and communicating with
the web in ways that increasingly involve location data being established, shared and
used (e.g. establishing your location on a map, checking the weather, and finding
nearby points of interest), using Wi-Fi Positioning Systems (WPS).
Taking advantage of the rapid growth of wireless access points (Wi-Fi) in urban areas,
WPS emerged as an idea to solve situations where GPS signals may be weaker, or
where the use of GPS puts too much strain on the device’s battery. By relying on WiFi access points, WPS allows for more rapid and accurate determination of a given
phone’s location.
Despite the advantages to mobile phone users that WPS has introduced to this
complex mobile ecosystem, recent events involving several major mobile platform
operators have prompted increased scrutiny about the extent of location data
collected by smart phones and disclosed to third parties who fall outside of the
telecommunications regulatory environment.2 This provides an excellent opportunity
to explore other unforeseen implications of the popularity of Wi-Fi access points,
including the associated architectural standards and protocols. Privacy is extremely
important to individuals using mobile devices. In one survey, “98% of consumers
expressed a strong desire for better control over how their personal information is
collected and used via mobile devices and apps” – an unprecedented finding.3
This paper explores the unforeseen and unintended uses of pre-existing architecture
involving the collection and use of Wi-Fi device identifiers to create Wi-Fi Positioning
Systems. By advancing Privacy by Design as a methodology to ensuring that
privacy is embedded into WPS architecture, we hope to raise awareness of identity
and privacy issues among the tech community. As we begin to create the missing
layer of identity on the Internet, “technologists will save a lot of trouble if [they] make
[their] mobile location systems conform with reasonable expectations of privacy and
security, starting now.”4

2

“House Presses Apple, Google, Others on Location-Tracking Practices.” The Wall Street Journal (26
April 2011).

3

TRUSTe. “Smart Privacy for Smartphones: Understanding and delivering the protections consumers
want” (April 2011).

4

Kim Cameron. “I just did it because Skyhook did it.” https://www.identityblog.com/?p=1105.
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The Unforeseen Uses of Pre-existing Architecture
The architecture of wireless communication networks involves standards and
protocols for the seamless functioning of network components where computers must
perform many tasks automatically. This includes the discovery of network services
where packets must be sent to the network containing information that identifies the
user’s device to the network. 5
The Media Access Control Address6 (or, more commonly, MAC address) is an
essential design feature for the proper operation of this architecture. The MAC
address was created as an identifier for local area network devices by IEEE Project
802 in order to “identify items of real physical equipment, parts of such equipment, or
functions that apply to many instances of physical equipment.”7 For example, a router
on a network will have a MAC address assigned to it by the router’s manufacturer,8
as will any end-user device capable of connecting to that network. This includes
devices that use Wi-Fi communications, such as wireless routers, laptop computers,
and Wi-Fi-equipped cell phones, printers, and similar devices. Assigning unique
addresses was an expedient way to allow hardware to be incorporated into any local
area network without having to manage address collision.9
Here, it is important to note that MAC addresses associated with Wi-Fi access points
and end-user devices are visible in communicated data frames, whether that wireless
network is encrypted or not.10 Only the frame body (payload) of data frames (Figure
1) will be encrypted when network encryption is turned on.
The Service Set Identifier (SSID) is an additional identifier for Wi-Fi access points (those
devices, such as wireless routers, that provide Wi-Fi access to end-user devices).
Often referred to as the ‘network name,’ this SSID is included in a ‘management
beacon,’ which communicates to all nearby devices information about the network
(connection speeds supported, identifiers, etc.). While the Wi-Fi Access Point’s SSID

5

Tuomas Aura, Janne Lindqvist, Michael Roe and Anish Mohammed. Chattering Laptops. In Privacy
Enhancing Technologies, Lecture Notes in Computer Science, ed. Nikita Borisov and Ian Goldberg. Vol.
5134. Berlin: Springer, 2008. p. 167-186.

6

Also called Extended Unique Identifier or ‘EUI-48’, is a mix of numbers and the first six letters of the
alphabet (e.g. 00-1F-3F-D7_3C-58).

7

IEEE Standards Association. Guidelines for Use of EUI. http://standards.ieee.org/regauth/oui/tutorials/
UseOfEUI.html (accessed January 13, 2011), p. 4.

8

Stroz Friedberg. Source Code Analysis of gstumbler: Report prepared for Google and Perkins Coie
(3 June 2010). http://www.google.com/googleblogs/pdfs/friedberg_sourcecode_analysis_060910.pdf
(accessed January 13, 2011).

9

IEEE Computer Society. 802 IEEE Standard for Local and Metropolitan Area Networks: Overview and
Architecture (2002).

10 Prabhaker Mateti, “Hacking Techniques in Wireless Networks”, in “The Handbook of Information
Security”, Hossein Bidgoli (Editor-in-Chief), John Wiley & Sons, Inc., 2005. http://www.cs.wright.
edu/~pmateti/InternetSecurity/Lectures/WirelessHacks/Mateti-WirelessHacks.htm.
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broadcast feature can be disabled, the SSID will nevertheless appear in some of the
management packets transmitted on that wireless network. 11

Figure 1 - Packets are encapsulated in frames which contains MAC addresses for source and
destination devices 12

The static and persistent nature of the MAC address, and its appearance in the
clear in data frames, were choices made by engineers during the development of
networking protocols. However, sometimes engineering choices made early on in
the development of key information architectures, such as those meant to ensure
the smooth functioning of computer networks (e.g. transmitting MAC address in the
clear), can lead to unforeseen uses that impact on identity and privacy.

How the MAC Address IS Being Used: Wi-Fi Positioning
Systems
A prominent way in which the MAC address is being used for purposes other than
the support of networked communication is the development of Wi-Fi Positioning
Systems. Geo-location services like interactive maps, navigation apps and those
that link to social networks are increasingly popular on mobile devices such as
smartphones. In addition, location and location history are seen by service providers
and advertisers as important profile elements for shaping a person’s mobile Internet
experience. While several geo-positioning systems exist (e.g. GPS and cell tower
calculation),13 WPS has become an important geo-location tool in urban areas where
GPS signals can be weaker or where the use of GPS puts too much of a strain on the
mobile device’s battery. Companies such as Apple, Google, Microsoft, RIM, Skyhook
and others are in the process of building and/or maintaining these systems.
WPS functions by mapping the locations of Wi-Fi access points, indexed by their
MAC addresses, and comparing these against the access points visible to an end11 Ibid.
12 Kim Cameron. Gstumbler tells all. http://www.identityblog.com/?p=1120.
13 See Appendix B for an overview of major positioning systems.
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user device to determine the device’s location. A vast array of these access points
has been constructed by individuals and businesses, in addition to the ‘hot spots’
available in airports, hotels, coffee shops, public libraries, etc. Numerous municipal
projects have also been completed or are underway to bring Wi-Fi accessibility to
entire cities (Figures 2, 3).

Figure 2 illustrates Wi-Fi access points in downtown Chicago. Figure 3 is a zoomed in frame of
streets in Chicago showing SSID names.14

WPS can be divided into two primary stages: the collection of MAC addresses of
Wi-Fi access points and their associated locations into a database, and the use of
this database to locate end-user devices. Though these two functionalities will, in
practice, occur simultaneously and inform each other, for clarity we will separate the
two in the discussion that follows.

Collecting and Locating Wi-Fi Access Points for a WPS Database
The initial mapping of Wi-Fi access points is a resource-intensive task, as the mapping
device must pass through the relatively limited signal range of each access point. Thus,
in order to create (or update) a database of these locations, organizations will often
turn to a technique called ‘wardriving.’ Wardriving refers to the practice of searching
a target area for Wi-Fi networks using a portable computer or PDA, generally while
travelling by car (though ‘warwalking,’ ‘warbiking,’ and other similar techniques may
also be used). When the computing device detects a wireless network, it collects the
MAC address (and potentially the SSID) of the access point, associates this with the

14 Images from http://wigle.net/gps/gps/main/screenshots/.
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location (usually determined by GPS or other automated means) and signal strength
of the detected network, and uploads the entire record to a database.
The collection of MAC addresses from Wi-Fi access points can be achieved in
two ways – active and passive scanning.15 Active scanning involves sending out a
probe to nearby access points and recording the network access device identifiers
(e.g. the wireless router MAC address and SSID)16. Passive scanning records the
periodic beacon frames (or, potentially, other type of frames) transmitted by each
wireless access point. Those who build WPS databases for commercial purposes
by geo-tagging Wi-Fi access point data are dubbed “location aggregators.” These
aggregators provide third parties with access to their WPS databases for locationbased application development and advertising.
Recall that owners of Wi-Fi networking equipment are not provided the ability to
opt-out of the collection of the access point’s MAC address. There has been some
discussion that as MAC addresses are in plain view, this information should be
considered public, and thus freely accessible – even though such use would be
outside of its intended use and context, of directing network transmissions.
The discussion of whether publicly observable facts constitute information for
which a person has a reasonable expectation of privacy is not new. Researchers
have argued that there should be a distinction between data that is observable in
public versus data in public that is recorded. Recorded data of public actions and
movements that are otherwise observable only by others occupying the same public
space have been argued to be deserving of privacy protection. It is argued that a
distinction should be drawn between observable location information and recorded
location information because the latter is often better quality, and more revealing17.
In the context of a cell phone conversation, for example, “[t]he recorded data will
also reveal the identities of the caller and of the recipient of the call” which “goes
well beyond what could be observable by bystanders.”18 Records, as opposed
to observations, are concrete, precise, potentially permanent, and may easily be
analyzed and combined with other information.19

15 Article 29 Data Protection Working Party. Opinion 13/2011 on Geolocation Services on Smart mobile
devices (adopted on 16 May 2011), p. 6.
16 “Active software like NetStumbler, dStumbler, and MiniStumbler actually broadcast probe request frames
to elicit responses from APs.” Yu-Xi Lim, Tim Schmoyer, John Levine, and Henry L. Owen. Wireless
Intrusion Detection and Response. Proceedings of the 2003 IEEE, Workshp on Information Assurance,
United States Military Academy. West Point, NY, June 2003. http://users.ece.gatech.edu/owen/Research/
Conference%20Publications/wireless_IAW2003.pdf (accessed January 25, 2011), p. 69.
17 As acknowledged by the European Court of Human Rights: “Private-life considerations may arise,
however, once any systematic or permanent record comes into existence of such material from the
public domain.” European Court of Human Rights, Judgement of 25 September 2001 (PG and JH v.
The United Kingdom) no. 44787/98, at 57.
18 Teresa Scassa. Information Privacy in Public Space: Location Data, Data Protection and the Reasonable
Expectation of Privacy (2009). Canadian Journal of Law and Technology, p. 2-28, p. 11.
19 Ibid.
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The potential for unintended uses of the MAC address increases significantly if
additional data is added to that captured by a WPS system. Identifying, classifying,
and storing information about uniquely identified devices in WPS databases raises
the possibility for data linkage. Data, and databases, cannot be considered in
isolation; in fact, it is frequently in combination with other information that data will
become a significant privacy concern. It is known, for instance, that multiple services
exist which can convert any numerical location (such as latitude / longitude) of a WiFi access point to an identifiable location (an address, for instance). Once this has
been established, the address could be combined with White Pages information (if
the location is a house) to infer the name of the access point’s owner.
Some passive scanning techniques used by wardrivers may also be capable of
recording all Wi-Fi frames, not just broadcast beacons. Even setting aside the issue
of potential capture of payload data, for each data frame captured, the MAC address
of both the Wi-Fi access point and the end-user device are present – and it is not
clear whether location aggregators distinguish between the two. According to the
European Article 29 Data Protection Working Party, “If this type of scanning is done
without proper application of privacy by design, it can lead to the collection of data
exchanged between access points and the devices connected to them. This way, the
MAC addresses of desktop computers, laptops and printers could be recorded.”20
Not only is this type of collection possible, it is occurring: in a recent investigation
of a Wi-Fi collection incident, the French National Commission on Informatics and
Liberties found that, not only were MAC addresses for Wi-Fi access points collected,
but also MAC addresses of devices that were connected to those access points,
including smartphones.21
Passive scanning that captures the MAC address of an end-user device in a frame
transmitted to a Wi-Fi access point creates a clear association between the two
devices – particularly if frames containing the same access point and end-user
device MAC addresses are collected on multiple distinct occasions. If the location
of the Wi-Fi access point is a home, it is likely that the end-user device owner lives at
that location (and, as we have previously established, his or her name may also be
known). If the Wi-Fi access point corresponds to a place of business, it is likely that
the end-user device owner is employed at (or at least frequently visits) that location.
With sufficient resources to frequently sample data frames, it may even be that the
same end-user device can be associated with multiple locations, creating an effective
profile of the device’s (and, by association, its owner’s) movements.

20 Article 29 Data Protection Working Party. Opinion 13/2011 on Geolocation services on smart mobile
devices (adopted on 16 May 2011), p. 6.
21 Délibération n’2011-035 de la formation restreinte prononçant une sanction pécuniaire a l’encontre
de la société Google Inc. Commission Nationale de L’Informatique et des Libertés (CNIL), (17 Mars
2011) :« ...les Google cars enregistraient non seulement les adresses MAC des points d’accès Wi-Fi,
mais aussi les adresses MAC de l’ensemble des terminaux connectes a ces points d’accès (ordinateurs
personnels, imprimantes et autres périphériques, smartphones, etc.)» p. 11-12.
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Recall, however, that for a small enough target area, ‘sufficient resources’ to frequently
sample data frames may involve only a car, a laptop computer, and freely available
software. For instance, an individual (for clarity, we call him ‘Bob’) could drive up
and down the streets of a neighbourhood each evening (at a time when residents
are likely to be home) and quickly compile a database of the MAC addresses of
most of the Wi-Fi enabled phones and computers owned by the residents of that
neighbourhood.22 Extending this scenario, by setting up a wireless access point in
a nearby park, Bob could then capture the MAC address of nearby people carrying
Wi-Fi enabled phones – which could then be compared against the database Bob
collected earlier to determine the home addresses of those individuals. In this way,
Bob can determine personal information (address and potentially name, via White
Pages) of a person who, prior, would have been a stranger passing by in a public
location – and he can do so without that person’s consent or knowledge.
It is important to understand that the privacy and data rules that apply to
telecommunications companies may not cover the collection of WPS data.
Telecommunications companies have always been able to locate devices to provide
telecommunications coverage under a regulated environment; this tracking is
network-based.23 However, many new location-based services, such as WPS, are
enabled by third parties who fall outside of this regulatory environment, which again
introduces new privacy issues. For example, U.S. law requires a telecommunications
carrier to obtain customer approval before using, disclosing or providing access to
“customer proprietary network information” which includes location information and
phone numbers.24 However, Wi-Fi location technology providers may not necessarily
be considered a telecommunications carrier.25
In the U.S., it has been recommended that several laws be updated in light of WiFi technologies, including the Electronic Communications Privacy Act, and the
Telecommunications Act (‘CPNI Rules’).26 As early as 2004, the International Working
Group on Data Protection in Telecommunications also raised this same issue:
22 Kim Cameron. What harm can possibly come from a MAC address? http://www.identityblog.
com/?p=1111.
23 In Canada, as of February 1, 2010, and pursuant to Telecom Decision 2003-53 and Telecom Regulatory
Policy CRTC 2009-40 the CRTC generally requires that all Canadian wireless service providers implement
a form of wireless enhanced 9-1-1 (E9-1-1) service whereby the telephone number, cell site/sector
information, and longitudinal and latitudinal information regarding the location of wireless E9-1-1 callers
are automatically conveyed to the appropriate E9-1-1 call centre or public safety answering point.
24 Telecommunications Act of 1996 § 222(c); see also §222(d) for exceptions, including for emergency
services. N King. Direct marketing, mobile phones, and consumer privacy: Ensuring adequate
disclosure and consent mechanisms for emerging mobile advertising practices (2008). Federal
Communications Law Journal 60: p. 229.
25 Testimony of M Altschul before the Committee on Energy and Commerce, House of Representatives (24
February 2010), p.3.
26 Testimony of J Morris before the Committee on Energy and Commerce, U.S. House of Representatives
(24 February 2010), p. 6-10; See also Peter Schaar, Federal Commissioner of Data Protection. Smart
phones always under control? http://www.bfdi.bund.de (9 July 2010) for a similar issue in Europe.
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… mobile electronic commerce will lead to the creation of a wealth of new
services based on knowledge about the more precise location of the
user. However, such services will most likely not only be provided by
telecoms operators, but also by third parties which may not be legally
bound by the restrictions of telecommunications secrecy.27

Locating End-User Devices with a WPS Database
Once a sufficient number of Wi-Fi access points have been uploaded to a location
database, this information can be used to locate end-user devices. When an enduser device uses a WPS service to request its location, it first identifies Wi-Fi access
points in its range. After submitting of the MAC addresses of these points to the WPS
database, the known positions of one or more of these points is retrieved, allowing
the device’s location to be triangulated. The accuracy of WPS thus depends on the
number of Wi-Fi access points entered into the reference database. Skyhook’s WPS
localization service for instance, requires a five-step process:28
1) The end-user’s mobile device with Skyhook’s location software broadcasts a
probe and requests frame data on all nearby Wi-Fi access points;
2) Wi-Fi access points reply to the device with a beacon containing that Wi-Fi
access point’s frames, including MAC addresses;
3) The device collects the beacons and associated signal strengths, and sends
the collected MAC addresses via encrypted channel to the WPS database
(this requires that the device be connected to the Internet);
4) The WPS database compares the MAC addresses sent by the device to the
MAC addresses stored in the database. It then returns the location of those
MAC addresses to the device in encrypted form;
5) The device determines its position based on the information received using a
proprietary algorithm.

27 International Working Group on Data Protection in Telecommunications. Common Position on Privacy
and location information in mobile communications services http://www.datenschutz-berlin.de/
attachments/193/local_neu_en.pdf?1177594792 (accessed March 31, 2011).
28 N O Tippenhauer, K B Rasmussen, C Popper, and S Capkun. Attacks on public WLAN-based
positioning systems (2009) MobiSys’09. June 2009, Krak´ow, Poland, p. 30. http://www.it.uu.se/edu/
course/homepage/datakom2/vt10/papers/wlanattacks-mobisys09.pdf (accessed January 25, 2011).
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Figure 4 illustrates the five phases of a location aggregator’s WPS localization process29

These queries can also be used to update and/or refine the WPS location database,
as any access point that is either not in the database, or which was previously
associated with a different geographic location, will be identified during this process
and the point’s new location calculated. In this way, the updating the network of
reference points can be crowdsourced, making the WPS database ‘self-healing.’
As with Wi-Fi access point owners, owners of end-user devices may not be aware
of the data being disclosed by their devices, or may not wish to have their location
queries used to update a commercial database. As such, there are privacy concerns
which may arise in the construction of WPS databases.
In addition, if a location aggregator assigns a unique identifier to each querying
device, the company may be able to create a profile of a user’s movements.30
Detailed location data collected in real time is said to introduce a new dimension to
the collection of location data.31 It is predicted that “constant accessibility, visibility,

29 Ibid. Acronyms LN and LLT refer to ‘localized node’ and ‘location lookup table.’
30 Some aggregators explicitly state that they do not track users in this manner. For example, “Skyhook
CAN NOT, DOES NOT and WILL NOT track your location”, http://www.skyhookwireless.com/howitworks/
privacypolicy.php; “Microsoft doesn’t store or use any unique device identifiers … that would allow
tracking or creating a location history of your device in connection with Microsoft’s location services,”
http://www.microsoft.com/windowsphone/en-us/howto/wp7/web/location-and-my-privacy.aspx; “Apple
is not tracking the location of your iPhone. Apple has never done so and has no plans to ever do so”
http://www.apple.com/pr/library/2011/04/27location_qa.html.
31 See generally, ACLU of Northern California. Location-Based Services: Time for a Privacy Check-in.
(November 2010). www.dotrights.org. Office of the Information and Privacy Commissioner. Privacy in a
Wireless World (2002). http://www.ipc.on.ca/english/Resources/Discussion-Papers/Discussion-PapersSummary/?id=334 (accessed April 15, 2011). The Surveillance Project. Location Technologies: Mobility,
Surveillance and Privacy (2005). http://www.sscqueens.org/research/loctech (accessed January 18,
2011).
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and exposure” will confront traditional notions of “personal space and boundaries,
and the privacy expectations that accompany them.”32 Questions are also being
raised about the impact of location-based technologies on the separation between
the public and private spheres, and the shift in concept of ‘movement’ as a means
of avoiding surveillance to ‘movement’ as being the subject of surveillance.33 For
example, location information stored on service provider servers may be retained and
accessed, whereas in the past such information would not be available.34 Access to
such location data raises concerns, especially if the location visited (e.g. HIV
clinic) can reveal damaging and perhaps embarrassing information, or lead to
discrimination. These concerns can be exacerbated should other information be
collected from the end-user device. For instance, a company called BlueCava
“fingerprints” devices to match individuals with online advertisers based on their
behaviours and has done so for approximately 200 million devices. BlueCava
anticipates that it will identify about one tenth of all devices in the world, and is
considering matching device profiles with off-line information, such as publicly
available property and vehicle registration records.35
When companies have a ‘privacy by disaster’ mindset in which privacy protections
are only built, or practices explained, after a significant incident, the fallout can
be damaging and very public. Consider the significant media and public scrutiny
generated as a result of the recent study showing that Apple’s iPhones, iPads
and Google’s Android phones record location information.36 This resulted in
several companies appearing before a U.S. House of Representatives Committee
Hearing, having to explain their data collection and usage practices.37 During
these hearings, RIM stated in a letter to the House that its geolocation database is
“built using a collection of GPS, cell tower and Wi-Fi access point information that
is regularly collected, transmitted and deleted from BlackBerry SmartPhones,”
but that this database did not personally identify users.38 Reports also indicate
that Microsoft’s Windows Phone 7 transmits information including device unique
ID, Wi-Fi and GPS coordinates.39

32 Anne Uteck. Ubiquitous Computing and Spatial Privacy. In Lessons from the Identity Trail: Anonymity,
Privacy and Identity in a Networked Society, ed. Ian Kerr, Valerie Steeves and Carole Lucock. Oxford:
Oxford University Press, 2009. http://idtrail.org/content/view/799 (accessed January 13, 2011). , p. 83
33 Colin Bennett and Priscilla Regan. Surveillance and Mobilities (2004). Surveillance & Society 1(4): p.
449-455; Sjaak Nouwt. Reasonable Expectations of Geo-Privacy? (2009). SCRIPTed, 5(2): p. 398.
34

Nouwt, p. 402.

35 J Angwin and J Valentino-Devries. Race Is On to ‘Fingerprint’ Phones, PCs. The Wall Street Journal (30
November 2010).
36 Alasdair Allan and Peter Warden. “Got an iPhone or 3G iPad? Apple is recording your moves.” http://
radar.oreilly.com/2011/04/apple-location-tracking.html.
37 “House Presses Apple, Google, Others on Location-Tracking Practices.” The Wall Street Journal (26
April 2011). See also McCullagh, Declan. “Android data tied to users? Some say yes.” CNET News.(22
April 2011).
38 RIM - Letter to Honorable Fred Upton, May 9, 2011. http://republicans.energycommerce.house.gov/
Media/file/Letters/050911rim.pdf.
39 McCullagh, Declan. “Microsoft collects locations of Windows phone users.” CNET News (25 April 2011).
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Although transparency and notice vary widely among the mobile device operating
system developers, there were criticisms that such disclosure to users is not direct or
meaningful (see Figure 5).40 One of the key messages associated with criticisms of
the above practices was not that the location transfer was occurring, but that it was
occurring without sufficient transparency and informed consent from the user.

Figure 5 – Example of a privacy policy allowing for the disclosure of unique device ID detailed at
page 37 and 45 of the policy.41

The ‘Unknowing Informant Model’
Under the crowdsourced database updating model, it is known that users of WPS
services may unwittingly be aiding the proprietor of the service to update and refine
their database, based on the list of Wi-Fi access point MAC addresses submitted with
each query. This model may not concern everyone – after all, it leads to improvement
in the service’s locating capabilities. But consider if even more information was being
provided to the WPS service? For instance, suppose it were the case, when a mobile
40 Tara Whalen, Office of the Privacy Commissioner of Canada. “Position Statement. Making Tracks: Mobile
Devices, Surveillance, and Geoloaction Privacy”, April 2011. http://www.digitallymediatedsurveillance.
ca/wp-content/uploads/2011/04/Whalen-Making-Tracks.pdf.
41 Kim Cameron. Apple giving out your iPhone fingerprints and location. http://www.identityblog.
com/?p=1136 (accessed January 18, 2011). Consumers have privacy concerns regarding the sharing
of their location information, and can be confused about who they should get in touch with regarding
these concerns. Federal Trade Commission. Beyond Voice: Mapping the Mobile Marketplace (2009),
p. 16. http://www.ftc.gov/reports/mobilemarketplace/mobilemktgfinal.pdf (accessed January 25, 2011).
Privacy policies tend to be vague, including regarding the possibility of third parties combining their
data with other data about them. See Gratton.

263

Privacy by Design: From Rhetoric to Reality

user was querying for location, that he or she was also able to unknowingly detect the
MAC addresses of mobile devices in range in addition to Wi-Fi access points.
The initial user’s device may then relay the MAC addresses of friends, family members,
and co-workers, turning him or her into an ‘unknowing informant,’ revealing the
location of others, who are not necessarily participating in location-based services.42
Associating the MAC addresses of other people’s devices with the calculated location
of the informant may potentially reveal the home, workplace, conference attendance,
or business client location of others.43 These individuals may have explicitly opted-out
of location tracking – but if their MAC addresses (static, unique identifiers for each
phone) remain visible to another mobile device, then their locations may be reported
to a WPS service, regardless.
In the above unintended use case scenarios, the MAC address becomes more than
simply a device identifier. Instead, it identifies devices that are closely associated with
people – including their personal computers and mobile phones. These identifiers are
persistent, remaining constant over the lifetime of the device. They are “identifiers that
are extremely reliable in establishing identity by virtue of being in people’s pockets
or briefcases.”44 They become, in turn, that is, personal identifiers – and, due to the
static nature of the MAC address, they are identifiers that tend not to change for the
life of the device.
In a recent opinion, the Article 29 Working Party45 concluded that geolocation
data constitutes private data. Peter Hustinx, Europe’s Data Protection Supervisor
(EDPS), and member of the working group noted, “location data is certainly, in
many instances, private data, and there then follows the obligations to inform users,
and the opportunity to opt in or opt out.” Similarly, in the U.S., there are a number
of bills that, among other things, expand the definition of personal information
to include, for example, “unique identifier information.” This term could mean “a
unique persistent identifier associated with an individual or a networked device,

42 Kim Cameron. Harvesting phone and laptop fingerprints for its database. http://www.identityblog.
com/?p=1133 (accessed January 19, 2011); OPC, at 27: “Google stated that it cannot accurately
distinguish between WiFi networks and wireless devices. It can, however, identify the unique number
of basic service set identifiers (a.k.a. BSSIDs), which generally identify a single WiFi access point.
Although the BSSID does identify an access point, it does not indicate how many devices or networks
connect through the access point.”
43 Ibid.
44 Kim Cameron. The Laws of Identity smack Google. http://www.identityblog.com/?p=1100 See also,
Peter Scharr, Smart phones always under control?: “Additionally, smart phones often transmit current
characteristic data of surrounding WLANs to the service provider so that the corresponding WLAN-data
bases can be appropriately supplemented and updated. In this way, the smart phone user will become
– without his knowledge – the data collector for service providers.”
45 Article 29 Data Protection Working Party. Opinion 13/2011 on Geolocation services on smart mobile
devices (adopted on 16 May 2011). 881/11/EN WP185.
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including a customer number held in a cookie, a user ID, a processor serial number,
or a device serial number.”46
The MAC address is not alone in its status as a static, unique identifier that has
been inadvertently used for unintended purposes. For instance, an analysis of
the data transmitted from applications installed on iPhones and iPads showed
that 68 per cent of applications transmitted the iOS Universal Device Identifier
(UDID), a 40-digit unique serial number, to vendor controlled servers, each time the
application was launched.47

Privacy by Design – Identifying and Avoiding
Unintended Uses
The popularity of Wi-Fi networks, in combination with the clear text transmission of
identifiers for those networks, creates a ubiquitous infrastructure that may now be
used for purposes far different from the original intent.48 The MAC address and SSID
were first developed to ensure the proper functioning of wireless network components;
they can now act as geo-location points, enabling location-based services and mobile
virtual communities thereby transforming the original intention of the architecture.49
When designing a technical architecture, the potential for unintended uses should
form part of a privacy threat/risk analysis. This is fundamental to the future of
computing, where attempts to prevent user tracking are often not seriously pursued.50
In 2004, the International Working Group on Data Protection in Telecommunications
called on the IEEE, the Wi-Fi Alliance and wireless product vendors “to give data
security and privacy matters a high priority in the current and future developments

46 John Kerry Website. “Commercial Privacy Bill of Rights.” http://kerry.senate.gov (accessed May 17,
2011). Kim Cameron notes that “This clear and central statement marks a real step forward. Amongst
other things, it covers the MAC addresses of wireless devices and the serial numbers and random
identifiers of mobile phones and laptops.”
47 Smith, Eric. “iPhone Applications & Privacy Issues: An Analysis of Application Transmission of
iPhone Unique Device Identifiers (UDIDs)” (1 October 2010). http://www.pskl.us/wp/wp-content/
uploads/2010/09/iPhone-Applications-Privacy-Issues.pdf.
48 For instance, De Montfort University in the United Kingdom is considering the use of their on-campus
Wi-Fi networks, in combination with chips in ID cards, to track student attendance. Leicester Mercury,
June 6, 2011. “Students’ concern over ‘Big Brother-style’ surveillance” http://www.thisisleicestershire.
co.uk/Students-concern-Big-Brother-style-surveillance/story-12718136-detail/story.html.
49 International Working Group on Data Protection in Telecommunications (IWGDPT). Common Position
on privacy and location information in mobile communications services. (19 November 2004): “The
enhanced precision of location information and its availability to parties other than the operators of
mobile telecommunications networks create unprecedented threats to the privacy of the users of mobile
devices linked to telecommunications networks.”
50 Eric Rescorla. Can We Have a Usable Internet Without User Trackability? (5 November 2010). http://
www.educatedguesswork.org/iab-privacy.pdf (accessed January 19, 2011).
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of wireless technology.”51 The Working Group also developed a ‘Common Position
on Privacy and Location Information in Mobile Communications Services’ which was
adopted by International Data Protection Commissioners.52 Among the principles
enumerated in the Common Position was the following view: “Precise location
information should not normally be generated as a standard feature of the service,
but only ‘on demand’ where it is needed to provide a certain service that requires
knowledge of the location of the user’s device.”53
Efforts are underway to define acceptable protocols for the collection, use and
disclosure of location data in Internet applications,54 and efforts specifically in the
area of mobile devices are expected to draw on existing protocols defined in this
area.55 There is also great interest by governments to understand current practices
regarding the collection, use and disclosure of location data.56 In addition, there are
industry efforts to apply privacy to the mobile applications environment.57
In taking these steps, it is clear that it is essential to infuse privacy as a value into
protocols for location-based technology in the wireless mobile ecosystem. Numerous
examples exist in other fields demonstrating that privacy can be embedded right into
the architecture of various technologies and systems.58 The incentive to adhere to the
higher standard of Privacy by Design is to avoid having to add privacy requirements
at a later date, when it will be far more expensive and less effective to do so. If
systems are built without respect for user privacy, and adhere to only the most basic
requirements, companies may suffer when their systems are compromised or when a
large base of customers reacts negatively. No company in any industry wants to learn
about privacy problems on the front page of a major newspaper, and no company
wants to jeopardize a customer relationship due to a lack of trust.
Privacy by Design is a concept developed back in the ‘90s, to address the evergrowing and systemic effects of Information and Communication Technologies,
51 (IWGDPT). Working Paper on potential privacy risks associated with wireless networks (15 April 2004).
This paper was adopted at the 35th meeting of International Data Protection Commissioners in Buenos
Aires.
52 (IWGDPT). Common Position on privacy and location information in mobile communications services.
(19 November 2004).
53 IWGDPT, Common Position on privacy and location information in mobile communications services,
Principle 2.
54 E.g. see Geographic Location/Privacy (geopriv). http://datatracker.ietf.org/wg/geopriv/charter/
(accessed January 19, 2011); Geolocation Working Group http://www.w3.org/2008/geolocation/
(accessed January 19, 2011).
55 Nick Doty, Deirdre K. Mulligan, and Erik Wilde. Privacy Issues of the W3C Geolocation API (2010). UC
Berkeley School of Information Report 2010-038. http://escholarship.org/uc/item/0rp834wf (accessed
March 31, 2011)., p. 13.
56 E.g. House of Representatives Committee on Energy and Commerce hearing on The Collection and
Use of Location Information for Commercial Purposes (24 February 2010).
57 Privacy Design Guidelines for Mobile Application Development, GSMA. http://www.gsmworld.com/ourwork/public-policy/mobile_privacy.htm.
58 See the following book: Information and Privacy Commissioner, Ontario. Privacy by Design … Take the
Challenge. http://www.privacybydesign.ca/content/uploads/2010/03/PrivacybyDesignBook.pdf.
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and of large-scale networked data systems.59 It advances the view that the future of
privacy cannot be assured solely by compliance with regulatory frameworks; rather,
privacy assurance must ideally become an organization’s default mode of operation.
The objectives of Privacy by Design — ensuring privacy and gaining personal control
over one’s information and, for organizations, gaining a sustainable competitive
advantage — may be accomplished by practicing the 7 Foundational Principles of
Privacy by Design: 1) Proactive not Reactive; Preventative not Remedial; 2) Privacy as
the Default Setting; 3) Privacy Embedded into Design; 4) Full Functionality – PositiveSum, not Zero-Sum; 5) End-to-End Security – Full Lifecycle Protection; 6) Visibility and
Transparency – Keep it Open; 7) Respect for User Privacy – Keep it User-Centric.
In the case of MAC addresses and Wi-Fi Positioning Systems, creative thinking
must be employed to find ways of embedding privacy directly into the architecture.
Jacques Bus, the former Head of Unit for the European Commission’s Information
and Communication Technologies (ICT) Research Programme, states, “Technology
solutions, like developing Wi-Fi protocols that appropriately randomize MAC
addresses and also protect other personal data, are also needed urgently to enable
development of trustworthy solutions that are competitive and methods should be
sought to standardize such results quickly.”60
There are many players in the mobile space who have a contributing role to ensuring
end-to-end privacy, whether it is the device manufacturer, the operating system and
platform developer, network providers, application developers, data processors and
even users themselves.61 Working with the broader research community, location
aggregators and location-based technology and application developers should
research and implement alternatives that protect the privacy of individuals, and
provide individuals with a choice in whether their devices can be used in the creation
and updating WPS architecture.
The linking of information is a major concern when combining MAC address, IP
address and location information, and combing this information with other details
about individuals. However, a Privacy by Design approach seeks to prevent such

59 Dr. Ann Cavoukian, Privacy by Design.(January 2009) http://www.ipc.on.ca/images/Resources/
privacybydesign.pdf.
60 Trusting Mobile Technology. http://www.identityblog.com/?p=1147 (accessed January 19, 2011); See
also Tang et al, p. 5: “If a WiFi-based application is continuously making queries of the form ‘I can see
access point 00-0C-F1-5C-04-A8, what is my location?’, then it is continuously disclosing the person’s
location. In Place Lab, this is addressed by the local storage of a database mapping WiFi access points
to GPS coordinates. An application can therefore infer its location by checking this local database,
without sending a query to a server.”
61 ASU Privacy by Design Research Lab and Information and Privacy Commissioner, Ontario Canada.
The Roadmap for Privacy by Design in Mobile Communications: A Practical Tool for Developers,
Service Providers, and Users. http://www.ipc.on.ca/images/Resources/pbd-asu-mobile.pdf.
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associations from being possible in the first place.62 Research already performed
to protect, shield and minimize location data should be reviewed (e.g. location
fuzzing or obfuscation, ambient notices, two-way communication for privacy notices
and consent, user-generated identifiers, substitution of MAC addresses, cloaking,
changing identifiers in mix zones, etc).63
By taking a Privacy by Design approach, WPS architects will ensure that they
apply sufficient protections to ensure the future viability of invested resources. In
particular, transparency and visibility are imperative. Location aggregators must be
transparent about what they are collecting and the purposes for collecting, using,
and matching data with other data. The individual must also be provided with
granularity of choice regarding all of the practices regarding the provision of MAC
address and SSID for location-based services. There is some concern that it may
not be presented as an option to users wanting location-based service whether to
participate in WPS crowdsourcing, or that such updating could occur when location
services are not being requested.64 For example, it should be clear whether one’s
device’s ID is being “fingerprinted.”
The use of location-based applications that rely in whole or in part on WPS is still in
nascent stages, making it the perfect time to incorporate Privacy by Design – before
these issues create large-scale consumer concern. Now is the critical time for Privacy
by Design to be applied. Failing to be transparent is unacceptable to users, and
62 For example, research in the area of IPv6 is attempting to ensure privacy of IP address through a proxylike method of assigning addresses. See Privacy Extensions for Stateless Address Autoconfiguration
in IPv6. RFC 4941. http://tools.ietf.org/html/rfc4941. Note, this method could technically be used for
IPv4 as well. See, for example, this international research project focused on mobile communities:
Privacy and Identity Management for Community Services (PICOS). “The objective of the project
is to advance the state of the art in technologies that provide privacy enhanced identity and trust
management features…”. http://www.picos-project.eu (accessed May 31, 2011).
63 Aura et al.; Karen P. Tang, Pedram Keyani, James Fogarty, and Jason I. Hong. Putting People in
their Place: An Anonymous and Privacy-Sensitive Approach to Collecting Sensed Data in LocationBased Applications. Conference on Human Factors in Computing Systems (CHI 2006). Montreal,
Quebec; Marco Gruteser and Dirk Grunwald. Enhancing Location Privacy in Wireless LAN Through
Disposable Interface Identifiers: A Quantitative Analysis (2003). Proceedings of the AMC International
Workshop on Wireless Mobile Applications and Services on WLAN (WMASH 2003), p. 46-55; Marco
Gruteser and Dirk Grunwald. A Methodological Assessment of Location Privacy Risks in Wireless
Hotspot Networks. In, Lecture Notes in Computer Science, 2004, Volume 2802/2004, p. 113-142;
Qi He, Dapeng Wu, Pradeep Khosla. The Quest for Personal Control over Mobile Location Privacy
(2004). IEEE Communications Magazine, p. 135: “An ideal way to remedy this is to replace the MAC
address with the authorized-anonymous-ID. ID collision should not be a serious problem in this case
and can be prevented in many ways, for instance, by adding a time stamp.”; Marco Gruteser and Dirk
Grunwald. Anonymous Use of Location-Based Services through Spatial and Temporal Cloaking (2003).
Proceedings of the ACM Conference on Mobile Systems, Applications, and Services (MobiSys 2003),
p. 31-42.; Tao Jiang, Helen J. Wang, Yih-Chun Hu. Preserving Location Privacy in Wireless LANs (2007).
MobiSys’07, Proceedings of the 5th international conference on Mobile systems, applications and
services. San Juan, Puerto Rico; R Shokri, J Freudiger, J-P Hubaux. A Unified Framework for Location
Privacy (2010). EPFL-Report-148708. http://infoscience.epfl.ch/record/148708 (accessed January 25,
2011); Geopriv Internet Draft Informal. A Process for Obscuring Location (2010). http://tools.ietf.org/pdf/
draft-thomson-geopriv-location-obscuring-01.pdf (accessed January 19, 2011); Alastair R Beresford
and Frank Stajano. Location Privacy in Pervasive Computing (2003). PERVASIVEcomputing (January –
March), p. 46-55.
64 T Krazit. Google mobile apps collect Wi-Fi location data. CNET news http://news.cnet.com/830130684_3-20009223-265.html (29 June 2010).
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requires careful thought in collecting Wi-Fi access point data, whether through war
driving, or from individuals’ mobile devices requesting location-based services.65
In no case should the MAC address of end-user devices be collected or recorded
without the consent of the owner of such devices.66

Conclusion
The area of location privacy, involving an individual’s ability to control who, when,
how, and what granularity of personally identifiable location data is made available
to others, is well established in the literature. However, additional discussion is
required in this area where the individual’s mobile device becomes an unknowing
active contributor to the location architecture. In assessing the design of WPS
architecture and location-based applications, the issues canvassed in this paper
should be seriously considered, such as the concern for re-identification of location
data, the sensitive nature of location information, the physical safety of individuals,
and onward disclosure without the user’s knowledge, or worse – contrary to his
or her privacy preferences. Lengthy “take-it-or-leave-it” privacy policies are not
consistent with the options researched to incorporate the decision-making ability
of individuals using location-based services.67 Efforts to fingerprint devices and
associate them with individuals by combining information from other sources without
the individual’s consent are fundamentally inconsistent with privacy practices.
Privacy is predicated on providing users with personal control along with openness
and transparency associated with one’s practices, which demonstrates respect for
the user, and builds greater trust.
In situations where static, unique identifiers already exist, significant care must be
shown in the use of those identifiers. The primary example of this is biometrics, such
as fingerprints, facial recognition, iris scans, and similar physiological or behavioural
characteristics of individuals. The unchecked use of biometrics for identification or
verification of individuals could lead to numerous privacy concerns – the linkage of
databases, expanded surveillance, and function creep, to name only a few. Again,
to an even greater extent than the MAC address, a person’s biometric is unique
and unchangeable. The IPC has written extensively regarding the use of Biometric
Encryption in those situations in which the use of biometric identifiers is appropriate.68

65 Office of the Privacy Commissioner of Canada (OPC). Preliminary Letter of Findings. http://www.priv.
gc.ca/media/nr-c/2010/let_101019_e.cfm (accessed January 20, 2011), at 18, at 48.
66 Press Release. Dutch Data Protection Authority. “Dutch DPA issues several administrative orders
against Google.” (19 April 2011).
67 E.g. Geographic Location/Privacy (geopriv). RFC 3693. http://datatracker.ietf.org/doc/rfc3693/
(accessed January 19, 2011).
68 By way of introduction, see http://www.ipc.on.ca/images/resources/bio-encryp.pdf.
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Thus, as with all technologies affecting privacy, it is clear that options exist and must
be pursued to ensure that individuals are permitted to maintain their privacy while
using WPS. Regardless of what requirements exist in the form of standards or laws,
incorporating a Privacy by Design approach will ensure that the highest standard of
privacy will be met. Incorporating a doubly-enabling Privacy by Design methodology
into the treatment of mobile device identifiers, such as MAC address and SSID, WPS
location aggregators, application developers, and advertisers can ensure greater
protection of user privacy, while meeting consumer demand for location-based
technologies and services – the ultimate win-win scenario.
A final note of caution based on what we frequently encounter in the field of privacy:
What may at first appear to be the “easy way out” may not in fact be so beneficial
in the long term. However, when you begin by proactively embedding privacy, as
you build a technological architecture or application, the rewards are numerous.
The cost of bolting on privacy protections down the road when the system is
already built, will be far more expensive and far less effective. Privacy by Design
as a methodology was unanimously recognized and supported by the International
Assembly of Data Protection and Privacy Commissioners, and is a recommended
approach in major U.S. and European regulatory efforts.69 Privacy by Design has
now been made the International Standard for privacy, and should be considered
for adoption from the outset, for a doubly-enabling, positive-sum outcome.

69 E.g. see Peter Hustinx, European Data Protection Supervisor. Opinion of the European Data Protection
Supervisor on Promoting Trust in the Information Society by Fostering Data Protection and Privacy.
(18 March 2010): “[T]he Opinion discusses the need to provide for the principle of ‘privacy by design’
into the data protection legal framework in at least two different ways. First, by incorporating it as a
general, binding principle and, second, by incorporating it in particular ICT areas, presenting specific
data protection/privacy risks which may be mitigated through adequate technical architecture and
design,” at 6; Federal Trade Commission. Protecting Consumer Privacy in an Era of Rapid Change: A
Proposed Framework for Business and Policymakers (2010): “Privacy by Design: Companies should
promote consumer privacy throughout their organizations and at every stage of the development of
their products and services,” p. 41.
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Appendix A
Privacy by Design:
The 7 Foundational Principles
1. Proactive not Reactive; Preventative not Remedial
The Privacy by Design (PbD) approach is characterized by proactive rather than
reactive measures. It anticipates and prevents privacy invasive events before they
happen. PbD does not wait for privacy risks to materialize, nor does it offer remedies
for resolving privacy infractions once they have occurred — it aims to prevent them
from occurring. In short, Privacy by Design comes before-the-fact, not after.

2. Privacy as the Default Setting
We can all be certain of one thing — the default rules! Privacy by Design seeks
to deliver the maximum degree of privacy by ensuring that personal data are
automatically protected in any given IT system or business practice. If an individual
does nothing, their privacy still remains intact. No action is required on the part of the
individual to protect their privacy — it is built into the system, by default.

3. Privacy Embedded into Design
Privacy by Design is embedded into the design and architecture of IT systems and
business practices. It is not bolted on as an add-on, after the fact. The result is that
privacy becomes an essential component of the core functionality being delivered.
Privacy is integral to the system, without diminishing functionality.

4. Full Functionality — Positive-Sum, not Zero-Sum
Privacy by Design seeks to accommodate all legitimate interests and objectives
in a positive-sum “win-win” manner, not through a dated, zero-sum approach,
where unnecessary trade-offs are made. Privacy by Design avoids the pretense
of false dichotomies, such as privacy vs. security, demonstrating that it is possible
to have both.

5. End-to-End Security — Full Lifecycle Protection
Privacy by Design, having been embedded into the system prior to the first element
of information being collected, extends securely throughout the entire lifecycle of the
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data involved — strong security measures are essential to privacy, from start to finish.
This ensures that all data are securely retained, and then securely destroyed at the
end of the process, in a timely fashion. Thus, Privacy by Design ensures cradle to
grave, secure lifecycle management of information, end-to-end.

6. Visibility and Transparency — Keep it Open
Privacy by Design seeks to assure all stakeholders that whatever the business
practice or technology involved, it is in fact, operating according to the stated
promises and objectives, subject to independent verification. Its component
parts and operations remain visible and transparent, to users and providers alike.
Remember, trust but verify.

7. Respect for User Privacy — Keep it User-Centric
Above all, Privacy by Design requires architects and operators to keep the interests
of the individual uppermost by offering such measures as strong privacy defaults,
appropriate notice, and empowering user-friendly options. Keep it user-centric.
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Appendix B: Overview of Major Positioning
Systems
There are three broad categories of positioning systems: satellite vehicle-based (SVbased) positioning systems; systems operated by cellular communication network
operators (‘cellular network-based positioning systems’); and systems based on
wireless network technology such as Wi-Fi and Bluetooth.
• SV-based positioning systems (e.g. Global Positioning System, Galileo Satellite
Systems) involve a minimum of three satellites triangulating the location of the
mobile device. SV-positioning is highly precise and relatively low cost since SVpositioning is increasingly embedded in devices as a feature. The drawbacks
to SV-positioning are that it requires a high level of power consumption, and
has a weak signal inside buildings.70 However, there are advancements in
assisted SV-positioning (e.g. assisted GPS) which make use of networks to
speed up identification of location.71
Cellular network-based positioning systems like Global System for Mobile
Communications (GSM) and Universal Mobile Telecommunications System (UMTS)
provide positioning methods such as, for example, cell tower calculation, Cell of Origin
positioning (COO) (also called ‘Cell Identity’ or ‘Cell ID’), time difference of arrival
positioning (TDOA), angle of arrival positioning (AOA), and enhanced observed time
difference positioning (E-OTD).
For cell tower calculations, cellular based network architecture is divided into cells
within a geographic area. These cells can be meters or kilometres large, and are
serviced by Base Transceiver Stations (BTS) antenna where each cell is serviced by
one antenna. The location of these antennas is housed in GSM and UMTS location
databases.72 In order to provide mobile communication service and to bill customers,
the location of the mobile device must be known at all times.73
COO involves the user’s location being determined by locating the base station that
the user’s mobile device is connected to.74 TDOA is possible when three base stations
measure the time it takes to receive a signal from a user’s mobile device, and the
distance between the base stations and the device.75 E-OTD adds a level of accuracy
by estimating how far antennas are located based on time intervals between signal

70 FIDIS, D11.2: Mobility and LBS, p. 22.
71 FIDIS, D11.2: Mobility and LBS, p. 22.
72 C Renso, S Puntoni, E Frentzos, A Mazzoni, B Moelans, N Pelekis, and F Pini. Wireless Network Data
Sources: Tracking and Synthesizing Trajectories. In Mobility, Data Mining and Privacy. Geographic
Knowledge Discovery, ed. T Gianotti and F Pedreschi. Heidelberg: Springer Verlag, 2008. p. 75.
73 Nouwt, p. 377.
74 FIDIS, D11.2: Mobility and LBS, p. 24; Renso et al, p. 76.
75 FIDIS, D11.2: Mobility and LBS, p. 25.
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arrival times to the mobile device.76 AOA calculates the angle of the user’s mobile
device by looking at the direction of radio signals based on information received on
an antenna array.77
Wi-Fi based positioning systems have become useful as a geolocation tool in urban
areas where GPS signals can be weaker, or where the use of GPS puts too much
strain on the device’s battery. The systems measure the distance of the wireless
device to nearby Wi-Fi access points MAC addresses and SSIDs.78 A query is sent
from the device to a database, including a list of detected nearby MAC addresses
and the database replies with the location of the device based on matching Wi-Fi
points geo-tagged in its database.79 Bluetooth may also be tracked and positioned
indoors, however limited range and density make this less practical, whereas Wi-Fi
access points are more commonly present in urban areas.80
Different kinds of location technologies can be used simultaneously to provide
a more accurate location. For example, for handsets in the U.S., and in the
case of emergency calls, GPS data can be sent to cell carriers if the handset is
configured to do so.81

76 Renso et al, p. 77; FIDIS, D11.2: Mobility and LBS, p. 26.
77 FIDIS, D11.2: Mobility and LBS, p. 25.
78 Nouwt, p. 381.
79 Testimony of J Morris before the Committee on Energy and Commerce, U.S. House of Representatives
(24 February 2010), p. 4.
80 Renso et al, p. 82; Nouwt, p. 381.
81 Morris, Testimony, p. 4.
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T

he introduction of electronic information systems in Canada is resulting in major
changes in the management of health information. Being at the centre of these
developments, Canada Health Infoway (Infoway) understands that these systems will
hold the personal health information of individual Canadians and that there is a duty to
protect the information and respect the privacy of the individuals to whom it belongs.
This is why, since Infoway was established in 2001, we have required that privacy
be addressed in all projects in which we invest. And, this is why we view Privacy by
Design (PbD) to be absolutely critical. It is essential that privacy and security be
considered at the start of any project, not after the fact.
In our early days, we often had to push projects in the privacy direction with our
Privacy and Security architecture and Privacy Impact Assessment requirements. But
PbD has brought privacy into the mainstream and highlighted not just the need, but
the value in addressing privacy at the outset. It is now considered a normal part of
doing business and it has helped make our job easier.
PbD has also fostered dialogue across the country. In addition to the work of the
Privacy Forum and the Health Information Privacy Group, two federal-provincialterritorial groups created by Infoway to discuss electronic health information privacy
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issues, PbD has helped move Canada’s digital health mandate closer to the goal of
integrating privacy into systems design, anticipating and preventing privacy risks,
and positioning privacy as a facilitator, not a barrier, to the implementation and
adoption of digital health systems.
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Introduction
Personal health information comprises some of the most sensitive and intimate details
of one’s life, such as those relating to one’s physical or mental health and the health
history of one’s family. As such, it requires strong protections to ensure the privacy of
the individual to whom it relates. Personal health information must also be accurate,
complete, and accessible to healthcare providers in order to deliver necessary
health care to individuals. At the same time, health information has long been used
for invaluable secondary purposes that go beyond the care and treatment of the
individual, for uses that are seen to benefit society as a whole. This includes such
varied uses as population health monitoring, quality improvement, health research,
and the management of Canada’s publicly-funded healthcare system.
The question of how to maximize both personal privacy and the benefits that may be
derived from secondary use becomes more challenging as information technologies
like electronic health records (EHRs) become more prevalent in the health sector.
While the objective of maximizing both values remains the same, technological
advances that permit faster, less costly and more accurate uses of personal health
information also pose novel challenges for privacy, security, and transparency. On
the one hand, the transition from paper-based to electronic records can enable
immediate access to large volumes of personal health information, often over great
distances, which can vastly improve primary care and facilitate secondary uses.
On the other hand, electronic systems pose unique risks to privacy and security,
not least of all because information from diverse sources can be amassed and
accessed in electronic format, by authorized users who may be far removed from
the site of original collection. Information stored indefinitely in large-scale data
repositories may more quickly and easily be linked to information from other data
repositories, and may conceivably be used for an ever-increasing number of asyet-undefined, future purposes.
The transition from paper-based records to EHRs raises a number of questions in
relation to secondary use. How and by whom will decisions about secondary uses
in the EHR environment be made? What safeguards are and should be in place to
promote privacy and security? How do we promote transparency about uses and
disclosures for secondary purposes? How do we maintain public trust and confidence
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in the ability of electronic systems to protect privacy, particularly given the growth of
EHRs and the potential expansion in secondary use? Without public trust in the ability
of these systems to safeguard our most sensitive information, we may be deprived of
the rich stores of information that are essential, not only for vital secondary purposes
but, even more importantly, for the primary care uses that keep our population safe
and in good health.
This paper begins with an overview of some of the elements already in place or
under development, which form the basis of a framework to govern secondary use
in the EHR environment. These existing measures include statutory safeguards,
independent privacy oversight, and principles set out in a statement of Common
Understandings developed by the Pan-Canadian Health Information Privacy Group.
We propose that secondary use should continue in the EHR environment as it did with
paper-based records, and that it may be done in a way that respects both individual
rights to privacy and broader societal interests.
We endorse an approach to secondary uses in the EHR environment that incorporates
Privacy by Design (PbD). PbD not only accommodates the values of individual
privacy and confidentiality, but actually enables stronger privacy protections, thereby
helping to ensure the continued availability of information for secondary purposes
that benefit us all. This approach is premised on the view that the default condition
should be one of de-identification: de-identified information should be used or
disclosed for secondary purposes and, where de-identified information is insufficient
for the purpose, additional safeguards must be introduced prior to the use and
disclosure of personal health information for secondary purposes. In this paper, a
distinction is drawn between personal health information, which refers to identifying
information about the health and the provision of health care to an individual, and
health information, which refers to de-identified information.

The Value of Electronic Health Information for
Research and Health System Uses
Everyone is familiar with certain everyday uses of personal health information for
purposes going beyond the direct care and treatment of an individual, such as
claims processing, quality improvement, and health research. Privacy legislation
recognizes the value of such uses by generally permitting the collection, use,
and disclosure of personal information, including personal health information, for
secondary purposes under appropriate circumstances. In Ontario, for example, the
Personal Health Information Protection Act, 2004 (PHIPA) establishes clear rules
for the collection, use, and disclosure of personal health information for secondary
purposes, including health research.
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The enormous value of secondary uses was also underscored in the October 2002
report of Chair Michael Kirby’s Senate Committee examining the state of the health care
system in Canada [the Kirby Report]1 and the November 2002 report of a Commission
led by Roy J. Romanow on the future of Canada’s publicly-funded healthcare system
[the Romanow Report].2 These reports acknowledged the importance of secondary
use in: improving our understanding of the determinants of health; informing and
improving clinical practice guidelines; identifying and achieving cost efficiencies in
the healthcare system; facilitating health promotion and disease prevention activities;
assessing needs for health services, monitoring and evaluating services, and
effectively allocating resources; and educating the public about proactive steps to
improve one’s overall health. The reports also recognized that information collected
in a publicly-funded health system could and should be used to benefit the health of
Canadians as a whole, and to contribute to the public good.
The Kirby and Romanow Reports also explicitly recognized the role of healthcare
technology, and specifically of EHRs, in making information available for research
and related secondary purposes.3 Both primary and secondary uses benefit
from the widespread adoption of EHR systems, which offer many advantages
over traditional paper-based records held by healthcare providers. In contrast to
paper-based records, health records stored in electronic format require less space
and fewer administrative resources to maintain, and can be shared and readily
accessed by all of an individual’s healthcare providers, regardless of location. They
are also more likely to contain complete and up-to-date personal health information
about an individual.
When EHR systems are built to coding and messaging standards that are consistent
across Canada, these systems may also be used to support pan-Canadian studies.
Nationwide consistency in coding, messaging, and other architectural standards
has been a significant focus of the work of Canada Health Infoway. This federallyfunded, not-for-profit corporation charged with coordinating the development and
deployment of interoperable EHRs in Canada recognizes the need for access to
reliable, accurate, longitudinal health information for research, analysis, and other
purposes. Through its Privacy and Security Conceptual Architecture, it also promotes

1

Canada, Senate. Standing Senate Committee on Social Affairs, Science and Technology, The Health of
Canadians – The Federal Role. Final Report on the State of the Health Care System in Canada. Volume
Six: Recommendations for Reform, Chapter 10: The Federal Role in Health Care Infrastructure (Ottawa:
October 2002) (Chair: Michael Kirby) [Kirby Report].

2

Canada, Privy Council. Commission on the Future of Health Care in Canada, Building on Values:
The Future of Health Care in Canada - Final Report (Ottawa: November 2002) (Commissioner Roy J.
Romanow, Q.C.) [Romanow Report].

3

See Kirby Report, supra, note 1, pp. 171-184; Romanow Report, supra, note 2, Chapter 3: Information,
Evidence and Ideas, pp. 75-90.
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the incorporation of strong privacy and security features, including strong encryption,
anonymization, and de-identification, in all EHR systems.4
As electronic systems become more widely implemented in the health sector, clearly
the clinical benefits of using electronically-gathered personal health information are
emerging. In Ontario, for example, a Canada Health Infoway-supported project in
Sault Ste. Marie links physicians and pharmacists treating chronic disease patients
by making electronic medical records (EMRs) in physicians’ offices available to local
pharmacists. The EMRxtra project enables the sharing of personal health information
between healthcare providers, resulting in improved quality of care for chronic disease
patients, and much higher rates of provider and patient satisfaction. The measurable
clinical benefits include: increased rates of identification of drug-related problems;
improved rates of active engagement with patients, as reported by pharmacists;
better medication coordination with fewer medication list discrepancies; and higher
rates of self-management and empowerment, as reported by patients.5
In addition to the clinical benefits, electronic systems have the potential to facilitate
secondary uses. In the absence of electronic systems, personal health information
is often still held in non-standardized, paper-based formats, by individual healthcare
providers. Even where personal health information has been digitized, it is often
contained within local systems that are not interoperable. In order to leverage
personal health information for secondary purposes, it must be either manually
extracted from paper-based charts, or transferred electronically from local systems
to centralized systems. Once the personal health information is received, it must
then be translated into a standard format before it can be linked together, deidentified, and used for analysis.
Currently, individual healthcare providers are the gatekeepers of personal health
information, and have the discretion to decide who may access information and
for what authorized purposes. The experience of Ontario’s Information and Privacy
Commissioner has been that where a healthcare provider decides to use or disclose
information for secondary purposes, it is often used and disclosed in identifiable form,
even if de-identified information would serve the purpose, simply because the provider
does not have the resources or capacity to de-identify the information before making
it available for a secondary purpose. Even in cases where the healthcare provider has
the resources and capacity to de-identify information, identifiable information is often
required to link information that is scattered throughout the health system, across time
and sources, in order to make it usable for the secondary purpose.
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Canada Health Infoway, An overview of the Electronic Health Record Privacy and Security Conceptual
Architecture (March 2006). Available online at: https://knowledge.infoway-inforoute.ca/
EHRSRA/doc/EHR-Privacy-Security-Overview.pdf.

5

Canada Health Infoway, Spotlight on Results: EMRxtra (May 3, 2010).
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By contrast, EHRs can make secondary uses much safer, less costly and more
accurate – including, for example, by eliminating the need to convert paper-based
records into a digitized format for analysis, facilitating the de-identification of personal
health information and enabling the creation of repositories of de-identified information
for analysis and research purposes. Electronic transfers can also eliminate the privacy
risks associated with transferring paper-based records containing personal health
information, which have been the source of several well-publicized privacy breaches
in recent years.6,7
Electronic systems also offer the potential to increase the speed and efficiency of
research and other secondary uses, by automating the collection, extraction, and
organization of common data elements from various repositories in the EHR. The
EHR can provide a less privacy-invasive means of identifying potential research
participants by automating initial screening processes on one or more diagnostic
fields, thereby reducing the need for manual screenings of patient charts by
individuals who are outside the patient’s circle of care.8 Automated functions like these
can significantly enhance privacy protections, while at the same time streamlining the
research process. Electronic systems can also provide longitudinal data that can be
readily used for research and analysis in quality assurance, epidemiological studies,
and disease monitoring.
As noted, one of the most important features of the approach taken by Canada Health
Infoway in the development of EHRs was the creation of a consistent architecture
and standards for data collected across the country. Increasing standardization
and integration facilitates interoperability and authorized information-sharing,
across systems and across jurisdictions. The EHRs implemented by each
jurisdiction may enable the establishment of data repositories that will house,
manage, and disclose information for secondary use. These jurisdictional data
repositories could become platforms for future research that, once created, would
enable researchers to subsequently draw upon the same sources of data for any
number of future research projects.9

6

Consider, for example, the investigation of the Saskatchewan Information and Privacy Commissioner
into a breach involving over 180,000 records of personal health information found in a recycling bin in
Regina. In a July 2011 investigation report, the Commissioner described the incident as the largest
breach of patient privacy since the enactment of that province’s health information legislation.

7

The Information and Privacy Commissioner of Ontario has also issued a number of orders in privacy
breaches involving the unsecure transfer or disposal of paper records – see Orders HO-011 (involving
unconfirmed courier deliveries of cancer screening reports affecting over 7,000 Ontarians), HO-006
and HO-001 (involving records containing personal health information found scattered on the streets),
and HO-003 (involving records abandoned by a walk-in medical practice when it closed its practice).

8

Willison, D., Use of Data from the Electronic Health Record for Health Research – current governance
challenges and potential approaches (March 2009) [Willison], p. 2. Available online at: http://www.priv.
gc.ca/information/pub/ehr_200903_e.cfm.p 2.

9

Kosseim, P. and Brady, M., “Policy by procrastination: Secondary Use of Electronic Health Records for
Health Research Purposes” (2008) 2 McGill Journal of Law and Health 5 [Kosseim], p. 17.
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At the same time, the advantages of storing vast amounts of electronic information
and the ease with which digitized information may be linked for authorized purposes
present some of the greatest challenges to privacy and security, and to the continued
widespread public acceptance of the EHR. It is also apparent that while the health
sector is abundantly aware of the need for secondary use of the EHR, ordinary
Canadians are not as familiar with the concept. In order to ensure the continued
availability of complete and accurate EHR data for secondary purposes, it is
important to maintain public trust in the EHR. In order to do this, we must address the
potential challenges to privacy and confidentiality that are commonly associated with
increasing secondary uses.

The Challenges Associated with Research and
Health System Uses in the EHR Context
Secondary use poses challenges for adhering to widely-accepted fair information
practices, starting with the general proposition that personal health information
should only be collected, used, and disclosed with the consent of the individual to
whom it relates. Since personal health information is generally collected in the course
of providing health care, often on the basis of implied consent, it may be difficult to
ensure knowledgeable consent for its use and disclosure for secondary purposes that
may occur years after the information has been collected. Safeguards, such as the
de-identification of personal health information and transparency about secondary
uses, are therefore critical. A framework to manage secondary use must address the
challenges associated with safeguarding information in the EHR.

De-Identification Challenges
By its nature, personal health information is extremely sensitive, and its theft, loss,
or unauthorized use and disclosure can have dire consequences for the individuals
involved. Personal health information that falls into the wrong hands may result in
discrimination, stigmatization, and psychological or economic harm to the individual.
It is for this reason that fair information practices call for data minimization. Data
minimization requires that identifying information not be collected, used, or disclosed
if some other information would serve the same purpose, and that no more identifying
information be collected, used, or disclosed than is reasonably necessary.
While identifiable information is clearly necessary in the context of delivering health
care to individuals, personal health information is often not needed for secondary
purposes – that should be the default. Therefore, personal health information should
be routinely de-identified before it is used or disclosed for such purposes. To the
extent that de-identified information may be used for a secondary purpose, privacy
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risks will be significantly minimized. The transition to EHRs presents new opportunities
to build de-identification directly into processes and systems, consistent with PbD.
While the de-identification of personal health information will be facilitated by EHRs,
the increased quality of the information available through electronic systems may
also increase the risks of re-identification. Some researchers have found that it is
sometimes possible to re-identify individuals from seemingly anonymous data.10
However, contrary to detractors’ claims about the ease of re-identification, it has been
shown that the re-identification of properly de-identified information is not an easy
task – quite the contrary.11 Moreover, such re-identification takes a significant level of
specialized knowledge and intent. While de-identification may not guarantee the total
elimination of all privacy risks (as indeed, no tool can), de-identification remains the
vital first step that drastically reduces the risk of personal information being used or
disclosed for unauthorized purposes.
The use of proper de-identification tools and re-identification risk measurement
techniques (such as the de-identification tool discussed shortly) reflects a PbD
approach to the challenge of protecting privacy while at the same time making
available quality information for critical secondary purposes. When done properly,
de-identification remains one of our most important tools for offering what we
call a “Big Privacy” response to “Big Data,” where the ever-increasing power of
computers and the greater availability of information make it easier to capture,
communicate, aggregate, store, and analyze enormous datasets. We return to deidentification and other elements of a Big Privacy response to the challenges of Big
Data elsewhere in this paper.

Unauthorized Access
There is concern that as information becomes more widely available for secondary
purposes through EHRs, it may become more difficult to control the existing problem
of unauthorized use and disclosure of personal health information by persons with
access to this information. While the vast majority of the hundreds of thousands of
EHR transactions that occur daily are for lawful purposes, privacy breaches can result
from authorized healthcare providers with role-based access privileges accessing
electronic records for purposes other than the provision of health care. This type of
improper access by authorized users can be motivated by financial interests (as in
the case of fraud, improper billing, or identity theft), or by curiosity or concern about
the health of family members, neighbours, co-workers, or celebrities. These types
10 See, for example, Paul Ohm (Broken Promises of Privacy: Responding to the Surprising Failure of
Anonymization), and others, cited in Cavoukian, A., and El Emam, K., Dispelling the Myths Surrounding
De-identification: Anonymization Remains a Strong Tool for Protecting Privacy (June 2011) [Dispelling
the Myths Surrounding De-identification]. Available online at: http://www.ipc.on.ca/images/Resources/
anonymization.pdf.
11 El Emam, K. et al., A Systematic Review of Re-Identification Attacks on Health Data (submitted for
publication, 2011), cited in Dispelling the Myths Surrounding De-identification, supra, note 10.
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of breaches can severely damage institutional reputation and, widely reported, can
breed public mistrust in the ability of EHRs to protect patient privacy.
In addition to unauthorized access by healthcare providers, there is also the risk
of improper use and disclosure by authorized secondary users, such as health
researchers. However, it is important to note that, in the case of secondary users, the
transition to electronic systems may actually help to minimize the risk of unauthorized
access since it will be relatively easy to de-identify electronic personal health
information prior to its use for secondary purposes. Moreover, every transaction in the
system is logged and is subject to audit, making it much easier to detect unauthorized
activity. Coupled with a zero tolerance policy, logging and audit practices can
dramatically minimize unauthorized activity.12

Data Governance
Another question that must be addressed with respect to secondary use in the EHR
environment is that of data governance. While currently, healthcare providers have
control over their own paper-based and electronic records, they will have less control
over who may access personal health information, and for what purposes, in the
context of shared EHRs. It may be argued that this control is best left in the hands
of individual healthcare providers, who understand the wishes of their patients and
are committed to acting in their best interests. On the other hand, one may argue
that providing individual healthcare providers with this discretion has resulted in
inconsistent practices and incomplete information being made available for valuable
secondary purposes. We return to the issue of data governance as we discuss
elements of a proposed framework later in this paper.

The Need for Transparency
Despite public education initiatives, such as Canada Health Infoway’s Knowing
is Better campaign to inform Canadians about progress in implementing EHRs in
Canada,13 there is still little public understanding of how personal health information
is used and disclosed in the health sector, particularly in the EHR environment.
While secondary use is a complex topic, jurisdictions must be open and transparent
12 In the U.S., one family physician with a large group practice of 200 physicians in 75 sites across two
states has implemented a policy of zero tolerance for physicians and staff who access personal health
information in an unauthorized manner in the secure EMR used in the group practice. The EMR system
is retained in a data centre that requires individuals to pass through multiple levels of security in order to
access personal health information stored in the EMR; in addition, the system is built with the ability to
monitor for access to servers in real time, and audit logs are maintained of all accesses to the EMR by
physicians and staff. These safeguards and the practice’s zero tolerance policy have helped to detect
and to prevent further unauthorized access. As reported to the Information and Privacy Commissioner of
Ontario, the number of breaches dropped from 11 in the year the zero tolerance policy was introduced
to two breaches the following year. Since then, the group practice has terminated between two and four
employees annually under the zero tolerance policy.
13 See Canada Health Infoway’s public education campaign microsite: www.KnowingisBetter.ca.
288

Embedding Privacy into the Design of EHRs to Enable Multiple Functionalities – Win/Win

about how EHR data will be used for secondary purposes. To be anything less than
transparent risks eroding public trust in the EHR.
Encouragingly, research indicates that Canadians generally believe in the importance
and value of using EHR information for certain secondary uses – they have some
degree of comfort with the idea as long as privacy and security protections are in
place. For example, a 2007 survey jointly sponsored by Canada Health Infoway,
Health Canada, and the Office of the Privacy Commissioner of Canada14 found
that while awareness and support for EHRs was high and increasing,15 those who
were opposed to the development of EHRs based their objections almost entirely
on concerns about the ability of EHRs to protect the security and confidentiality of
personal health information stored in these systems.16 A number of measures, such as
the existence of audit trails, strong penalties for unauthorized access, and notification
of privacy breaches, raise their comfort levels.
Furthermore, roughly three-quarters of Canadians are very comfortable using EHRs
to prevent improper use of the healthcare system, to anticipate or address health
issues, or to plan, monitor, and evaluate the healthcare system.17 More than eight in
10 (84%) support the use of EHRs in health research if the information is de-identified;
there is much less support if identified information is used (54%), and somewhat more
(66%) if they provide consent in advance.18 Their comfort in sharing de-identified
information varies depending on the recipients of the information. Support is higher
for sharing with groups such as governments, researchers, healthcare organizations,
and statistical organizations, than it is for sharing with the private sector.19
It is vital that we continue to build public trust and confidence in the ability of EHR
systems to safeguard privacy. Research has shown that individuals concerned about
the inappropriate use and disclosure of their personal health information may engage
in privacy-protective behaviours – including, for example, withholding or providing
incorrect information to healthcare providers, avoiding needed treatment or diagnostic
testing for certain conditions, or electing to pay for certain drugs and services outof-pocket rather than submitting a claim through an insurer.20 These behaviours can
result in the collection of inaccurate or incomplete personal health information, which

14 EKOS Research Associates, Electronic Health Information and Privacy Survey – What Canadians Think
(August 2007) [EKOS 2007 Survey]. Available online at: https://www2.infoway-inforoute.ca/Documents/
EKOS_Final%20report_EN.pdf.
15 From EKOS 2007 Survey, supra, note 14, p. 4: Nearly one in two Canadians (49%) has heard of EHRs
(up eight % since 2003) and one in three (31%) has interacted with this type of system. Close to nine in
10 Canadians (88%) support the development of EHRs (up five percentage points since 2003).
16 Ibid, p. 47.
17 Ibid, p. 69.
18 Ibid, p. 71.
19 Ibid, p. 27.
20 As reported by California HealthCare Foundation and Forrester Research, Inc. National Consumer Health
Privacy Survey 2005 (November 2005). Available online at: http://www.chcf.org/publications/2005/11/
national-consumer-health-privacy-survey-2005.
289

Privacy by Design: From Rhetoric to Reality

can hinder both healthcare efforts and secondary uses. Although the public appears
to accept the importance of certain secondary uses of EHR information, continued
availability of this information depends on maintaining the public’s trust in the ability
of secondary users to protect it.

Towards a Governance Framework for Research
and Health System Uses in the EHR Context
We turn now to examining potential elements of a governance framework for privacyprotective secondary uses in the EHR context. Privacy by Design (PbD) and the
Common Understandings paper set out principles upon which a framework for
secondary use should be built. Other elements are tools and mechanisms that are
already available but should be more widely adopted as part of this governance
framework. Still other issues require further discussion and debate among
stakeholders. As such, the framework will not be static, but will evolve over time.
Regardless, the framework adopted must protect individual privacy while making
quality health information available for critical secondary uses. This approach is
based on PbD, a doubly-enabling, positive-sum model in which both values – privacy
and data quality – are maximized.

Privacy by Design
In the health sector, the traditional zero-sum paradigm pits the privacy of patients
against the broader public interest in accessing quality health information for research
purposes and other uses, leading to a win-lose scenario in which one interest is
inevitably subordinated to the other. PbD rejects the traditional zero-sum paradigm
and calls for privacy to be built proactively into the design of information technologies,
networked infrastructures, and information practices, by default, to ensure not only
that privacy is an essential component of the core functionality being delivered, but to
enable other equally-important functionalities to co-exist.
As we move into an era of “Big Data,” PbD offers a holistic, proactive approach to
privacy protection that can help to anticipate and address the “big harms” to privacy
that are a foreseeable danger of Big Data. At the same time, PbD recognizes and
aims to facilitate the benefits of harnessing Big Data for socially useful applications.
In the context of designing and implementing EHR systems, PbD seeks to protect
the privacy of individuals whose personal health information is contained in EHRs
while enabling multiple goals – privacy and security, individual and societal
benefits, confidentiality and data quality. In this way, PbD facilitates access to health
information for secondary purposes while at the same time protecting the privacy
and confidentiality of health information held in the EHR. This is accomplished by
embedding privacy and security directly into EHR systems, through the routine de290
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identification of personal health information for secondary purposes, end-to-end
security, and other mechanisms discussed elsewhere in this paper. PbD offers a
means of elevating privacy in the Big Data world to an effective countervailing force
that we are calling “Big Privacy” – a method of ensuring that privacy is embedded
as a first consideration in all Big Data transactions. Consistent with PbD, the PanCanadian Health Information Privacy Group proactively considered the privacy
implications of secondary use in its paper outlining general principles for information
governance in the EHR environment.

Pan-Canadian Common Understandings
In its first Common Understandings paper,21 the Pan-Canadian Health Information
Privacy Group (formed in December 2008 of a subset of members of the PanCanadian Privacy Forum on EHR Information Governance) articulated 33 principles
to support appropriate and privacy-protective, trans-jurisdictional disclosures of EHR
information. These common understandings are statements of general consensus
of the Health Information Privacy Group members toward the goal of promoting
consistency and informing jurisdiction work on health sector privacy legislation,
associated e-health policies, information-sharing agreements, and business and
technical requirements for EHR systems.22
The principles articulated in the Common Understandings paper provide guidance
toward the development of a practical framework for managing secondary use in
the EHR environment. In addition to common understandings on trans-jurisdictional
disclosures for health care and treatment, and on accountability for information
governance of the interoperable EHR, a number of understandings relate specifically
to trans-jurisdictional disclosures for secondary use.23 These common understandings
propose:
• The aggregation or de-identification of personal health information as the
default condition for secondary uses;
• The use of risk assessment processes, data disclosure agreements, security
practices, and other safeguards to minimize privacy risks of disclosing
information for secondary uses;
• The inclusion in patient notices of information about trans-jurisdictional
disclosures for secondary uses, and record-keeping of trans-jurisdictional

21 Canada Health Infoway, Pan-Canadian Health Information Privacy Group, Privacy and EHR Information
Flows in Canada: Common Understandings of the Pan-Canadian Health Information Privacy Group
(June 2010) [Common Understandings]. Available online at: https://www2.infoway-inforoute.ca/Admin/
Upload/Dev/Document/Common_Understandings_Privacy_EN.pdf.
22 Common Understandings, supra, note 21, p. 5.
23 Ibid, pp. 20-25.
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disclosures of identifiable information so that reports can be made to patients
upon request;
• The use of agreements setting out obligations and conditions for the
management of health information being disclosed to other jurisdictions for
secondary purposes;
• That entities and individuals responsible for handling requests for transjurisdictional disclosures of EHR information for secondary uses have up-todate expertise in the use and application of de-identification tools; and
• Pan-Canadian deliberation of secondary use issues and the development of
recommendations for consideration by all jurisdictions in an effort to promote a
degree of consistency in approach across the country.
The principles of PbD, in conjunction with the Common Understandings, must form
the foundation of the framework for research and health system uses of personal
health information in the EHR context. In fact, many of these principles have already
been incorporated into existing safeguards to protect privacy in the context of
secondary use, as described below.

Existing Elements of a Governance Framework for Research
and Health System Uses
Privacy Legislation, Policies, and Procedures
All provinces and territories have in place legislation to protect personal information;
eight have also enacted health-specific privacy legislation.24 These statutes
generally authorize secondary use under appropriate circumstances and treat
information that does not relate to an identifiable individual as falling outside the
scope of the legislation.
There are often special rules for research. Health sector privacy legislation, like Ontario’s
PHIPA, permit the collection, use, and disclosure of personal health information for
research purposes both with consent, and without consent subject to compliance with
stated, detailed requirements. While they may vary in detail and stringency across
jurisdictions, the requirements typically include the preparation of a research plan, the
approval of the research plan by a research ethics board, identification of the privacyrelated issues that must be considered by a research ethics board in approving a
research plan, and an obligation on data custodians or trustees to enter into written

24 These are: Alberta, British Columbia, Manitoba, New Brunswick, Newfoundland, Nova Scotia, Ontario,
and Saskatchewan.
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agreements with third-party researchers.25 Other guidelines governing research
include the Tri-Council Policy Statement: Ethical Conduct for Research Involving
Humans, the ICH Guideline for Good Clinical Practice, and applicable professional
and legal obligations. Legislation in some provinces mandate the creation of special
data stewardship committees to manage the disclosure of information contained in
provincial data banks for health planning and research purposes.26
Additional statutory protections may be necessary as personal health information
in EHRs becomes more widely available for a broader range of secondary uses.
For example, it may be necessary to establish clear legislative authority for making
decisions about the use and disclosure of personal health information in the EHR for
secondary purposes, since no single custodian may have the authority to do so in the
context of a shared record.

Privacy Oversight
Independent privacy oversight is an important element of any framework for the
governance of secondary use in the EHR environment. All jurisdictions have
privacy oversight bodies in place to review compliance with privacy statutes and to
investigate complaints. The powers of these oversight bodies vary by jurisdiction
– some have powers to make recommendations, while others, as in Ontario, have
order-making powers.
In Ontario, the Information and Privacy Commissioner has order-making powers
and has used them in a number of cases of unauthorized access to personal health
information held in electronic records. For example, an order was issued in the case
of a hospital nurse who accessed a patient’s records and shared this information with
the patient’s estranged husband, an employee of the hospital, despite the fact that
the nurse was not providing care to the patient and the patient had specifically raised
her privacy concerns to the hospital at the time of her admission.27 In a subsequent
case involving the same hospital, the Commissioner found that the hospital’s efforts
to prevent unauthorized use and disclosure of personal health information by agents
and employees of the hospital had not been effective.

25 Canadian Institutes of Health Research (Kosseim, Patricia, ed.), Compendium of Canadian Legislation
Respecting the Protection of Personal Information in Health Research (Ottawa: Public Works and
Government Services Canada, 2005), pp. 60-61. Available online at: http://www.cihr-irsc.gc.ca/e/
documents/ethics_privacy_compendium_june2005_e.pdf.
26 Kosseim, supra, note 9, p. 11, citing B.C.’s E-Health (Personal Health Information Access and Protection
of Privacy) Act. See also Alberta’s Health Information Act, which establishes a provincial EHR data
stewardship committee to make recommendations on rules related to access, use, disclosure, and
retention of prescribed health information accessible via the Alberta EHR.
27 Order HO-002 of the Information and Privacy Commissioner of Ontario. Available online at: http://www.
ipc.on.ca/images/Findings/up-HO_002.pdf.
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In light of the proliferation of EHRs, the powers and authorities of privacy oversight
bodies may need to be reviewed and expanded to ensure effective oversight for all
secondary use of personal health information.

Privacy-Protective EHR Architecture
As noted, an appropriately-designed EHR can be more privacy-protective than
traditional paper-based records. Privacy and security safeguards can be embedded
by default directly into EHR systems. The Privacy and Security Conceptual Architecture
developed by Canada Health Infoway was based on a set of more than 100 privacy
and security requirements. The Architecture helps to ensure that interoperable
EHR systems comply with federal, provincial, and territorial privacy and security
requirements, as well as with trans-jurisdictional requirements relating to both health
care and treatment and secondary use. The Architecture features many privacy and
security safeguards, which are applicable not only to the EHR in general but also
specifically to the secondary use of information. For example, the anonymization
services referenced in the Architecture address the need for systems to allow for
the removal of identifiers from a record to enable secondary use of the information;
the encryption services address the need for safeguarding information while it is
stored or transmitted; and the secure auditing services ensure that all transactions
are recorded to enable the tracking and reporting of uses and disclosures for any
purpose, including secondary use.
There are also applications, like commercial breach detection and fraud management
software, available to address the growing risk presented by users with authorized
access. These tools can help prevent and detect unauthorized use and disclosure
by recording patterns of user access and activity in electronic records, monitoring
and analyzing user behaviour for patterns that may indicate misuse, and generating
alerts or reports in order to contain unauthorized activity and to trigger further auditing.
These tools offer the potential of automating manual processes to more effectively
review and audit usage patterns in EHRs that could indicate unauthorized access or
other non-compliance issues.

De-Identification Protocols
As noted, routine de-identification is one of the most valuable tools for protecting
privacy. De-identification can assist in complying with data minimization principles
and in avoiding privacy breaches as a result of theft, loss, or unauthorized access to
personal health information. At the same time, de-identification can enable the use
of health information for important secondary purposes, such as health research.
De-identification becomes an even more powerful tool in the EHR context: deidentification techniques are easier to apply to electronic records than to paper
records, and software tools are available that can automatically remove or suppress
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direct identifiers in a dataset. Some de-identification methods aim to simultaneously
minimize both the risk of re-identification and the degree of distortion to the original
database, such as the excellent privacy-enhancing tool developed by Dr. Khaled El
Emam, which can be applied directly to databases of personal health information.28
When done in a manner that minimizes the risk of re-identification while maintaining the
level of data quality appropriate for the secondary purpose, and through continuous
research and refinement to address new risks as they arise, de-identification embodies
a PbD approach that maximizes the interests of data custodians, secondary users,
and most importantly, the individuals to whom the information relates.

Governance of Information Held in EHR Repositories
Jurisdictions are already addressing data governance issues related to the secondary
use of information held in EHRs. A number of jurisdictions have established Chief
Data Stewards and/or Data Stewardship Committees to review requests for access
to information and to control disclosures of information for analysis. It is expected that
continued efforts will be required to build the policies and best practices necessary
to govern use of information held in the EHR – as data stores grow in size, their value
for research and analysis will increase, as will the pressure to access them for a wide
array of studies.

Data Warehouses
A number of jurisdictions have established data warehouses to collect, use, and
disclose personal health information for secondary purposes. Data warehouses may
offer the advantage of up-to-date expertise in implementing privacy and security
safeguards, including de-identification, in the context of Big Data. The bodies
responsible for such warehouses are also subject to strong rules that require them to
put into place practices and procedures to minimize the privacy and security risks
associated with the information they collect, use, and disclose.
Ontario’s PHIPA, for example, establishes the special designations of “prescribed
person” and “prescribed entity” for bodies that may receive personal health
information for specified purposes without explicit consent, including for analysis
or compiling statistical information with respect to the management of the health

28 Dr. El Emam’s de-identification tool sets out a practical methodology for using de-identification
techniques and re-identification risk measurement tools to achieve a level of data quality necessary both
for the recipient’s purposes and for the level of risk exposure acceptable to the information discloser.
See Cavoukian, A., and El Emam, K., A Positive-Sum Paradigm in Action in the Health Sector (March
2010). Available online at: http://www.ipc.on.ca/images/Resources/positive-sum-khalid.pdf.
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system.29 However, before any disclosures may be made to these bodies in Ontario,
they must be prescribed in the regulations and they must have in place strong
practices and procedures to protect privacy and maintain the confidentiality of the
personal health information they receive. These practices and procedures must be
formally approved and reviewed every three years by the Information and Privacy
Commissioner of Ontario. Bodies authorized as prescribed persons or as prescribed
entities under PHIPA include the Canadian Institute for Health Information, the Institute
for Clinical Evaluative Sciences, and Cancer Care Ontario.
Data warehouses outside Ontario include Population Data BC (a resource holding
individual-level, de-identified longitudinal data on British Columbia’s four million
residents), the Newfoundland and Labrador Centre for Health Information (a
Crown corporation established to integrate and house data from all components
of that province’s health and community services systems), and research institutes
affiliated with universities, such as the Population Health Research Unit at Dalhousie
University in Nova Scotia, the Centre for Health Services and Policy Research at the
University of British Columbia, and the Manitoba Centre for Health Policy, affiliated
with the University of Manitoba’s Faculty of Medicine. Data warehouses with special
status under provincial legislation are authorized to handle and prepare raw data
for secondary use, subject to strict protocols and ethics review mechanisms to limit
access to identifiable data to authorized individuals, and to ensure that proper data
management practices are in place.30

Privacy and Security Training
Comprehensive privacy and security training is another important component of a
framework for privacy-protective secondary uses in the EHR environment. Ongoing
privacy and security training and awareness can help to reduce the frequency of
human error and carelessness that is often the cause of many privacy breaches.
Training can help to ensure that employees and agents are aware of their obligations
under privacy statutes and organizational privacy and security policies and
procedures applicable to the authorized collection, use, and disclosure of personal
health information and the safeguards that must be implemented to protect the
personal health information with which they have been entrusted.
Privacy and security training in the context of secondary use raises additional issues.
Secondary users will require specialized, and role-based, training that reflects the

29 Namely, to compile or maintain a registry of personal health information for purposes of facilitating or
improving the provision of health care or that relates to the storage or donation of body parts or bodily
substances, in the case of a prescribed person (per PHIPA, s. 39(1)(c)); or, in the case of a prescribed
entity, for the purpose of analysis or compiling statistical information with respect to the management,
evaluation, or monitoring of, the allocation of resources to or planning for all or part of the health system,
including the delivery of services, provided certain other requirements are met (per PHIPA, s. 45(1)).
30 Willison, supra, note 8, p. 22.
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nature of the secondary use and the relationship of secondary users with the data
custodians from whom they receive personal health information for secondary
purposes. There is also the question of responsibility for training secondary users.
These matters and others may be addressed in the data disclosure agreements that
set out the conditions for specified secondary uses.

Data Breach Policies and Procedures
Many jurisdictions in Canada and individual organizations dealing with personal
health information have already established data breach policies and procedures to
address the identification, reporting, containment, notification, and investigation of
data breaches. Such policies and procedures can help to prevent breaches, ensure
an expeditious and coordinated response to any breaches that may occur, clarify the
roles and responsibilities of employees and agents in dealing with data breaches,
and minimize the damage from any breaches that do occur.
Data breach policies and procedures should also specifically address the roles and
responsibilities of secondary users, who may or may not be employees and agents
of the data custodian, in dealing with breaches that arise. For example, data breach
policies that call for the notification of individuals whose personal health information
has been breached may not be appropriate in the case of a breach by a secondary
user with no direct relationship to those individuals. In that case, the data breach
policy could call for secondary users to notify the data custodian, who can then take
steps to notify the affected individuals. Data disclosure agreements governing the
relationship between the secondary user and the data custodian should also provide
clarity on the application of a custodian’s data breach policies and procedures to
secondary users.

Additional Issues for Discussion
We have discussed a number of elements of a governance framework for privacyprotective secondary uses in the EHR environment. These elements are either
already in place, or are available but need to be more comprehensively adopted.
There remain, however, other issues to be resolved and a number of elements to
be considered for future implementation. There are also questions concerning how
to effectively manage differences in legislation and in policies and procedures
governing secondary use between provinces and territories, within a single province
or territory, and even among healthcare providers themselves.
While some guidance is provided in the Common Understandings paper, critical
decisions have yet to be made on what an overall governance structure for secondary
use in the EHR environment will look like. For example, more clarity is needed in
the area of accountability. Whether it is a shared record or an EHR repository, it is
important to know who is accountable for the record, who the custodian is, what the
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custodian’s responsibilities are in relation to the record and for notifying individuals
of potential uses of the record, what authorizations the custodian has to disclose
information from the record, and what conditions must be met for the disclosure of
information for a secondary purpose.
More efforts are also required to achieve transparency about existing and future
secondary uses in the context of the EHR. The approval and registration of data
repositories, for example, may serve as a means of not only systematically
documenting their existence but of applying common criteria as to who may develop
and manage these data repositories and under what conditions.31 In addition, a
reporting structure could be developed by which the public and potential secondary
users can be notified of the existence of data repositories, including through online
posting of a list of these repositories, and by which they may be notified of any uses
and disclosures made. For example, a registry may be created to publicize, on an
ongoing basis, the existence and nature of research studies using information in the
EHR and the results of this research.32
Another challenging issue is that of consent approaches to secondary use in the EHR
environment. Some commentators have proposed alternative approaches to consent,
recognizing that conventional consent models calling for either full project-specific
consent or exemptions from consent fit poorly with the broader range of potential future
uses made possible by the EHR. Policy alternatives have been proposed ranging from
removing consent requirements altogether, to broadening exemptions for consent, to
retroactively deeming consent, and to broad generalized consent for all future and asyet-unspecified uses and disclosures.33 Another proposal is for a tiered consent model
that would apply different default consent options for different types of secondary uses
depending on the nature of the use, the societal benefit of the use, the risks to the
individual, the potential for commercialization, and other factors.34
Although a practical, workable model has yet to emerge, the debate surrounding this
issue is critical as it will inform the future of secondary use. Further, even if the policy
approach ultimately adopted for secondary use is consent-based, at a practical
level, the issue remains of how the EHR will record individual consent preferences for
secondary use, including for future purposes that may not yet be defined. A Canada
Health Infoway project on consent management anticipates that the EHR may be
used to record consent for research in the future, and consequently has identified it
as a business and architectural requirement of any consent management solution.35
Another option could be the use of patient portals or other electronic means to enable
31 Ibid, p. 23.
32 Kosseim, supra, note 9, p. 24.
33 Ibid, pp. 20-43.
34 Caulfield et al. and Singleton et al., cited in Willison, supra, note 8, pp. 9, 18-21; Kosseim, supra, note 9,
p. 45.
35 Canada Health Infoway, Business and Architecture Considerations for Interoperable Consent Solutions,
a discussion document (forthcoming).
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individuals to document and register their preferences regarding secondary use and
to be notified of any such uses. Moreover, digital rights management technologies
may be implemented to control the duration of consent for secondary purposes and
to circumscribe the conditions under which the individual consents to the use and
disclosure of his or her information for secondary purposes. One future model for
achieving ultimate control of personal information is the “SmartData” model created
by Dr. George Tomko at the University of Toronto.36
There are also calls for a fundamental reconsideration of certain concepts in the
new EHR environment. Some have called for the re-conceptualization of current
distinctions made between primary use and secondary use, and between certain
types of secondary use, such as research and quality improvement. Some writers
propose that health research, typically considered a secondary use, be reconceptualized as a primary use because of the relationship between the health
of individuals and of populations, and between publicly-funded health care and
publicly-funded health research. They note that progress in information technology,
genomics, and other fields have contributed to rapid advances in health care, making
it increasingly likely that individuals may see direct benefits to themselves or to their
families within their lifetimes as a result of participation in research.37 Similarly, the
distinction between research and other secondary uses such as systems planning
and quality improvement, which do not require consent and attract a lower level of
ethics scrutiny, is being challenged.38 Some commentators have noted that current
models for authorizing research remain largely geared towards discrete research
studies with defined research goals that can be tied to specific data collections,
which may not readily apply to data holdings in the EHR that can serve as research
platforms for a wide range of possible uses.39 It has also been argued that variations
in research rules40 and in decisions of research ethics boards across the country41
create inconsistency and uncertainty, which may hamper progress towards using
interoperable EHR systems for inter-jurisdictional research.
As single-purpose research projects give way to the development of data repositories
that will serve as platforms for a variety of future secondary uses in the EHR, some
have called for the dissolution of boundaries between different kinds of secondary
purposes. Along with this suggestion are calls for the implementation of a common,
36 SmartData involves the use of embodied, virtual agents in IT systems that will act as an individual’s
proxy online, securely storing one’s personal information and intelligently disclosing it based on one’s
personal criteria for disclosure. SmartData would permit the disclosure of information based on the
context of data requests, in accordance with instructions authorized by the data subject. See Tomko,
George J. et al., SmartData: Make the data “think” for itself (2010) 3:2 Identity in the Information Society
343. Available online at: http://www.springerlink.com/content/1883257206825632/fulltext.pdf.
37 Kosseim, supra, note 9, pp. 31-35; Willison, supra, note 8, pp. 15-17.
38 Willison, supra, note 8, pp. 7-8.
39 Willison, D., Data Protection and the Promotion of Health Research: If the Laws Are Not the Problem,
Then What Is? (2007) 2:3 Healthcare Policy 39, pp. 40-41.
40 Kosseim, supra, note 9, p. 36.
41 Willison, supra, note 8, pp. 9, 24.
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proportionate approach to ethical review of all secondary uses, depending on the
level of risk posed to those whose information is the subject of such uses.42
Addressing these issues and many more requires the ongoing input of all stakeholders,
including legislators, policymakers, healthcare providers, secondary users, system
designers, and most importantly, the public, as part of a national conversation about how
the framework for secondary use in the EHR context should evolve. It will also require the
adoption of PbD, which is sufficiently flexible to respond to new issues as they arise, in
order to protect individual privacy while enabling appropriate secondary use.

Conclusions
We have seen how the very features that make EHRs valuable tools for modernizing
information systems in the health sector also present challenges to maintaining the
privacy and confidentiality of personal health information contained in these systems.
In spite of these challenges, we recognize the value of harnessing the power of
EHR systems to enable faster, safer, and more powerful uses of information for both
primary and secondary uses.
The long-term project of deploying a common, interoperable EHR is well underway.
Canadian provinces and territories are at various stages of implementing the
components that will make up their EHR systems. With the increasing adoption of
information technologies, and greater awareness of the benefits of using electronic
information for health care and other purposes, we can anticipate growing numbers
of data repositories, more data integration, and increased requests for access to
electronic information for broader purposes.
Continued support for secondary use in the interoperable EHR environment will depend
on the ongoing development of a governance framework that supports appropriate,
coordinated, and privacy-protective secondary uses of electronic health information,
both within and across jurisdictions. While we have argued that many elements of
this framework are already in place, the national discussion on a clear and coherent
framework to enable continued secondary use must continue. This discussion should
be premised on an essential feature – the default condition should be one in which
only de-identified information is used or disclosed for secondary purposes, and, where
de-identified information is insufficient, additional safeguards must be put in place
prior to the use and disclosure of personal health information for secondary purposes.
This discussion must take place sooner rather than later, to ensure that everything that
can reasonably be done, will be done, to ensure continued secondary use in the most
privacy-protective manner possible – positive-sum, win/win.

42 Ibid, p. 16.
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t the Future of Privacy Forum, we focus on the data opportunities and privacy
challenges created by new technologies. Every new advance, whether a new
service for consumers or a new business efficiency that enables additional analytics,
seems to bring a new series of challenges. Developing policies and responsible
practices for technologies that are still developing poses quite a challenge, as one
can never be sure of the novel or unexpected turn that innovation can take.
It is in this realm of new technologies that Privacy by Design (PbD) can often be
the most useful guidepost. By following the seven key principles, policy-makers,
privacy professionals and developers can have a road map for a path that enables
new uses of data, while addressing privacy issues through a combination of
technology and policy.
Throughout my career, PbD has been the methodology that has worked every time a
new challenge came up. From de-identification to smart grid, to apps and behavioral
ads, the touch points of PbD have provided a path forward. And, in particular, Dr. Ann
Cavoukian’s passionate arguments that smart technologies can be used to address
privacy concerns in a way that enables desired functionality has provided a direction
for those who might have believed that privacy and innovation are at odds.
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As we continue to see an evolution of new mobile technologies, wearable computers,
smart homes, smart cars and new types of sensors, smart technologist and savvy
policy-makers will increasingly be looking to PbD for answers. I have no doubt that
Dr. Cavoukian, her team, and the many who have embraced the PbD philosophy will
be in the vanguard of providing those answers.
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Foreword
It’s hard to believe it has already been a full year since I worked with Dr. Cavoukian
and her team on our paper, Applying Privacy by Design Best Practices to SDG&E’s
Smart Pricing Program. Since then, our respective Offices have continued to work
hard on privacy in the Smart Grid world, engaging with many stakeholders around
the world. At SDG&E, we have worked collaboratively with our 3.4 million customers,
placing their privacy first and ensuring that we continue to be good custodians of their
data within our privacy program. SDG&E was proud to be named the most intelligent
utility in the U.S. by Intelligent Utility, for three years in a row!
When we published that first paper, our intention was to raise awareness and
highlight privacy as an issue in the development of Smart Grid infrastructure and
projects, and to highlight how elements of Privacy by Design were being considered
in SDG&E’s Smart Pricing Program. Throughout, it has been important to clarify
that customer energy privacy, that is, privacy around the collection and use of a
customer’s usage data, has become as an important part of the privacy discussion as
a customer’s personal information, and thankfully, this is now widely acknowledged
and understood in North America and beyond. However, this area is moving very
fast and there is increasing discussion about the use of consumption information.
The data that is collected over the Smart Grid, stored on it, or transmitted by it is an
incredibly important asset with the potential to benefit not only the customer and their
utility, but also third parties, including research institutions, government organizations
and other entities that seek to participate in some way on the Smart Grid. I applaud
Dr. Cavoukian and Jules Polonetsky for taking a leadership role and addressing this
issue by examining third party access to usage information (referred to in this paper
as CEUD, or customer energy usage data), its potential benefits, and how Privacy by
Design can ensure that privacy is protected in those scenarios. For the purposes of
this new paper, I am pleased to offer an overview of SDG&E’s experience in this area,
specifically with regard to our implementation of the Green Button initiative.
There are sound reasons why energy consumers should remain in control of the
energy consumption information they produce, even if the law does not require it.
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This is because the underlying benefits of Smart Grid, including energy conservation
and customer choice, are negated without strong consumer confidence and trust in
the Smart Grid and how customer energy privacy is respected. Gaining and retaining
the trust of our customers is vital if we are to achieve the vision of a robust Smart Grid.

Caroline Winn
Vice President Customer Service & Chief Privacy Officer
San Diego Gas & Electric

306

Privacy by Design and Third Party Access to Customer Energy Usage Data

Introduction
The increased availability of customer energy usage data (CEUD) is one of the numerous
benefits of Smart Grid improvements.1 CEUD allows for more efficient power use by
utilities and customers to better deal with spikes in demand. Utilities can avoid having
to use expensive “peaker plants” which kick in when energy demands exceed normal
levels of supply. And with greater access to information about their own CEUD, customers
can make more informed choices about when and how much electricity to use.2
In an electrical grid designed primarily to deliver electricity from point ‘A’ to point ‘B’,
there would be little use for, or concern regarding, third party access to CEUD. However,
efforts to create a Smart Grid involve making infrastructure improvements enabling
a bi-directional flow of information. As a result, smart meters and communication
systems that help utilities meet Smart Grid objectives will end up collecting detailed
information on individual energy consumption usage and patterns within homes. With
this information, utilities have the ability to manage complex demands. Conversely,
changes to the electrical grid inevitably make the privacy of CEUD a front-burner
issue, and in particular, as it relates to third party access to CEUD. While this paper
deals with third party access to CEUD, our focus is less on third parties that have
traditionally assisted utilities with services such as billing, etc. We focus here on a new
class of third parties wishing to gain access to granular and customer-specific CEUD
(e.g. app developers, software vendors, device manufacturers, consumer service
providers, and home security companies, etc.).
Privacy concerns and risks which arise from the detailed collection of personal
information by utilities participating in a Smart Grid have been extensively covered
by the Information and Privacy Commissioner of Ontario (IPC) in several papers
(see the Appendix). In those papers, we apply the concept of Privacy by Design
(PbD) to demonstrate that the benefits of the Smart Grid may be achieved while
at the same time also protecting privacy. We acknowledge there are a number of
jurisdictions with existing and developing regulatory requirements concerning this
issue. This paper is not meant to apply to a particular jurisdiction, nor is it meant
to be prescriptive. In this paper the IPC and the Future of Privacy Forum (FPF)
explore at a high level the issue of third party access to CEUD, the benefits of such
access, as well as the potential privacy risks. PbD will be described and examples
of proactive approaches to privacy already underway, in the context of third party
access to CEUD, will be detailed.
1

Smart Grid objectives include energy efficiency, incorporating alternative energy sources, increased
consumer choice, and robust cyber security.

2

For example, a smart thermostat that is able to get rate data is able to be smarter and save more money.
The smart thermostat is able convert access to energy data into a consumer benefit and it does this
in a way that is transparent to the consumer but is still simple to use. Devices such as refrigerators,
thermostats, and washers/dryers can be improved to save money on energy consumption. The results
of this communication are even more striking when smart appliances are able to respond to variable
pricing to avoid usage during peak rates when demand for electricity is high.
307

Privacy by Design: From Rhetoric to Reality

Opportunities for innovation in allowing access to
CEUD
Advocates for innovation argue that allowing third parties access to CEUD will lead
to new products and services that will support conservation and unleash more
innovations. The Obama administration’s “Energy Data Initiative,” for example,
encourages entrepreneurs to use energy data to develop tools for energy
consumers.3 Led by the U.S. Department of Energy, the initiative provides grantfunding opportunities, and has held an “Apps for Energy” (or “Datapalooza”) contest4
in which the people’s choice award for best energy app went to an Ontario-based
company called Zerofootprint for their app VELObill.5 If proper privacy practices are
employed, new innovations such as VELObill can provide a great opportunity for
consumers and for third party companies that seek to serve them.
Privacy as an issue in the context of innovation opportunities in third party
access to CEUD is specifically being examined by the MaRS Discovery
District, 6 an innovation center based in Toronto, Canada, that has worked
closely with companies such as Zerofootprint. MaRS launched a Data
Catalyst project which aims to get CEUD into the hands of innovators in a
secure, privacy-protective and usable way, to drive energy conservation and
spur economic growth. 7 In a recently issued report, 8 MaRS stated that by
placing the choice to access and use data securely in consumers’ control,
or by including no personal information, “smart disclosure” 9 can successfully
incorporate privacy within third party access to CEUD.
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3

http://www.data.gov/communities/node/48/events/energydatainitiative

4

http://appsforenergy.challenge.gov/

5

http://appsforenergy.challenge.gov/submissions/7930-velobill-the-utility-bill-of-the-future

6

http://www.marsdd.com/

7

http://datacatalyst.marsdd.com/energy/

8

http://www.marsdd.com/news-insights/the-market-impact-of-accessible-energy-data/

9

The term “smart disclosure” refers to the timely release of data in standardized, machine-readable formats.
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Figure 1 – Economic benefits of smarter use of CEUD

Leveraging the millions of dollars already invested in smart meter deployments and
other Smart Grid improvements can lead to downstream market opportunities. At
the end of 2011, there were more than 33 million U.S. energy customers with smart
meters.10 In Ontario, nearly every residential and small business customer has
smart meters.11 Between 2005 and 2011, Ontario’s conservation efforts decreased
electricity consumption by 1900 megawatts, which is comparable to taking 600,000
homes off the Ontario grid.12 MaRS has identified the main business segments that
can benefit from the unique electricity data assets and expertise arising in the area of
access to CEUD, including:
• Customer and small business applications: electronic information displays
to visualize energy consumption, home area networks that connect home
appliances and other devices to a central connection point, smart appliances,
and other solutions for remote engagement by the customer;
• Building management and retrofit: once a customer has identified an energy
savings goal, there may be opportunities for building management and retrofit
businesses to offer the appropriate products and services;

10 http://www.eia.gov/todayinenergy/detail.cfm?id=8590
11 As of August 31, 2012 there were 4,777,720 installed smart meters, 4,461,702 meters enrolled
with the MDM/R (6,450 added in August) and 4,391,679 customers on TOU billing (56,267
added in August). http://www.ontarioenergyboard.ca/OEB/_Documents/SMdeployment/Monthly
Monitoring_Report_August2012.pdf.
12 http://www.metering.com/node/21846
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• Commercial software for utilities: software can better manage and analyze
meter data for improved system performance, and to maximize business value
of smart meter data. For example, utilities could analyze customer behaviour
and create customer segments to offer better price plans and lower peak
usage (win-win for consumer and utility).

Recognizing the privacy risks of providing
access to CEUD
Although the definition of informational privacy will differ among jurisdictions, the
essence of privacy relates to one’s ability to exercise control and have freedom of
choice relating to the collection, use and disclosure of information about oneself—one’s
personal data flows.13 The initial privacy risk already explored in previous literature
(see the Appendix) relates to how improvements to the electrical grid introduce new
technologies that increase the granularity of information collected on household
energy usage. The literature has explored and made recommendations about:
increasingly sophisticated metering technologies; increased collection of energy
consumption data; and the potential to glean intimate details about one’s household
activities. Beyond the concerns already identified, however, the consequence of third
party access to CEUD is that it may allow entities other than utilities to use CEUD, and
in entirely new ways.
While this area is still evolving, for the purposes of this paper, we identify the following
basic data flow scenarios for third party access to CEUD:
U tility - to customer

In this scenario, CEUD goes directly from the utility to the customer
(e.g. Green Button “Download My Data”), and the customer could
subsequently choose to forward his or her data to a third party.
The third party must establish relationship with the customer
independent of the utility, and there is no contractual relationship
between the utility and the third party.

13 It is important to distinguish personally identifiable from non-identifiable data on the Smart Grid. Smart
meters, while a very important element of the Smart Grid, actually represent a small fraction of the
overall grid. The vast majority of the Smart Grid has to do with the operation of the power network rather
than pertaining to individual energy customers. Since the monitoring and control of the grid does not
require the use of any personally identifiable information under normal operations, privacy concerns
remain practically non-existent.
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U tility - to - third
party

Customer authorization: In this scenario, CEUD is transferred from
the utility to a third party with the customer’s authorization (e.g.
Green Button “Connect My Data”). The third party must establish
a relationship with the utility and the consumer, and there is no
contractual relationship between the utility and the third party.
Primary purpose: In this scenario, CEUD is transferred from the
utility to a third party without the customer’s consent for a “primary
purpose.” In this case, the third party must a establish relationship
with the utility. There is a contractual relationship between the utility
and the third party.

D evice - to customer

In this scenario, a device, such as a HAN-enabled device, installed
at the customer’s house obtains the CEUD from the smart meter
and the consumer could subsequently choose to forward his or her
data to a third party. The third party must establish relationship with
the customer independent of the utility, and there is no contractual
relationship between the utility and the third party.

While a privacy impact assessment and threat risk assessment should be conducted
regarding any new IT initiatives involving new collections, uses, and disclosures of
personal information, including CEUD, the following are three high level areas in
which privacy issues may arise within the context of third party access to CEUD:

I nformation
technology

A ccountable
business
practices

P hysical
design and
networked
infrastructure

‘Information technology’ encompasses the development and use
of computers, devices, networks and associated applications
which can be used to protect and control access to personal
information. This includes access controls, audit controls, data
integrity, authentication, and the security of transmission and
storage of personal information.

‘Accountable business practices’ refer to a business’ actions,
policies and procedures directed towards the collection,
use and disclosure of personal information. These will be
an organization’s overall privacy management processes,
responsibilities and evaluation, including workforce privacy
awareness and training, access policies and management, as
well as contracts and agreements.

‘Physical design and networked infrastructure’ refers to the
physical measures, policies and procedures that are aimed at
protecting IT equipment and infrastructure, and securing the
area they are located from unauthorized access. This includes
controlling who has access to the facilities where equipment is
located, as well as policies on the use of workstations, devices
and other media.
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Privacy issues may arise in any of these three areas, especially, for example, when
a third party seeks to securely access CEUD from a utility’s backhaul. In addition,
the development of accountable business practices can impact privacy in varying
degrees, such as the design of authorization methods, the definition of primary versus
secondary uses of CEUD, and any clauses contained in contractual arrangements
that ensure the third party follows accepted privacy practices. These risks should be
approach proactively from a positive-sum and privacy-enabling perspective to reach
the intertwining goals of encouraging innovation and privacy protection regarding
third party access to CEUD.

Minimizing privacy risks with Privacy by Design
Taking a proactive approach lies at the heart of Privacy by Design (PbD)14 which
involves embedding privacy directly into the design of technologies, business
practices, and networked infrastructures. It makes privacy a foundational requirement,
anticipating and preventing privacy-invasive events before they happen. PbD was
developed back in the 1990s by Commissioner Ann Cavoukian, Ph.D., when the
notion of embedding privacy into the design of technology was far less popular. At
that time, taking a strong regulatory approach was the preferred course of action.
With advanced digitization of data, networked infrastructure, social networking, etc.,
it is now clear that the future of privacy cannot be assured solely by compliance
with regulatory frameworks.15 Rather, privacy assurance must ideally become
an organization’s default mode of operation over three areas of application: (1)
information technology; (2) accountable business practices; and (3) physical design
and networked infrastructures.

14 Cavoukian, Ann. “Privacy by Design.” Office of the Information & Privacy Commissioner of Ontario, 2009.
15 This perspective is acknowledged internationally. Privacy leaders from around the world have
endorsed the importance of PbD. At the 32nd International Conference of Data Protection and Privacy
Commissioners in 2010, PbD was unanimously passed and adopted as an International framework
for protecting privacy. International Conference of Data Protection and Privacy Commissioners (2010).
Privacy by Design Resolution, adopted at Jerusalem, Israel, October 27-29, 2010. At http://www.
privacybydesign.ca/content/uploads/2010/11/pbd-resolution.pdf.
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Based on a set of 7 Foundational Principles, PbD offers a flexible and technologyneutral vehicle for engaging with privacy issues, and for resolving them in ways that
support multiple outcomes in a positive-sum, win/win scenario as opposed to a zerosum, either/or scenario. The Principles are as follows:16

1.

Proactive not Reactive; Preventative not Remedial

2.

Privacy as the Default Setting

3.

Privacy Embedded into Design

4.

Full Functionality – Positive-Sum, not Zero-Sum

5.

End-to-End Security – Full Lifecycle Protection

6.

Visibility and Transparency – Keep it Open

7.

Respect for User Privacy – Keep it User-Centric

The aim of this proactive approach is to reduce the risk of privacy harm from arising
in the first place, ideally preventing it entirely, while preserving a commitment to
functionality. Privacy is often viewed as an individual right that must be sacrificed
in order to attain other socially desirable, but perhaps competing goals. Privacy is
often “traded off” to achieve other goals such as security, for example. However, it is
the Commissioner’s view that such zero-sum thinking must be changed to a doublyenabling positive-sum paradigm, where both the need for privacy and the need for
security may both be satisfied.
In 2011, a landmark resolution by the Information and Privacy Commissioner, Dr.
Ann Cavoukian, was approved by International Data Protection Regulators and
Privacy Commissioners in Jerusalem at their annual conference. The resolution
recognizes the concept of Privacy by Design as an “essential component of
fundamental privacy protection.” It encourages the adoption of the principles of
Privacy by Design as part of an organization’s default mode of operation. The
resolution also invites Data Protection Authorities and Privacy Commissioners to
promote Privacy by Design, foster the incorporation of its 7 Foundational Principles
into privacy policies and legislation in their respective jurisdictions, and encourage
research into Privacy by Design.
The IPC has written extensively on the need to build privacy into Smart Grid
projects, including guidelines and case studies which show the operationalization
of Privacy by Design in the Smart Grid. For a complete list of all six papers, please
see the Appendix.

16 Information and Privacy Commissioner of Ontario. Privacy by Design: The 7 Foundational
Principles. (2009).
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Planning for privacy prior to accessing CEUD
Recent efforts to better understand and plan for the impacts on privacy of third party
access to CEUD have begun to set parameters for third party access, while striving
to promote customers’ empowerment through control of their own energy usage
data. Some examples of early thinking about privacy within the context of third party
access to CEUD can be found in regulatory and industry-led approaches such as
those put forward by the California Public Utilities Commission,17 the North American
Energy Standards Board,18 and the National Institute of Standards and Technology.19
Below, we detail additional examples of industry-led approaches to privacy issues
in third party access to CEUD involving aggregated smart meter readings, a data
de-identification tool, efforts at consumer education, a privacy seal initiative, and a
customer access to CEUD initiative dubbed “Green Button.”

Aggregated Smart Meter Readings
While there have been multiple technologies developed to embed privacy into the
functioning of smart meters themselves, we will profile a protocol for the aggregation
of smart meter readings developed by Klaus Kursawe, George Danezis, and Markulf
Kohlweiss. These researchers deal with a critical privacy issue surrounding smart
metering – the transmission of detailed electrical usage data to the utility or to third
parties. Specifically, they note that rather than trying to separate personally identifiable
data from the remaining data, it is best to determine what data is required to perform a
task, and ensure that only that data is collected. Extending this line of reasoning, the
researchers felt that (except for billing purposes and consumer awareness), a utility
or third party may not need to access any individual consumption data – it may be
sufficient to have aggregate consumption data for a particular area. To these ends,
the researchers developed two smart meter data aggregation protocols:
• “Diffie-Hellman”-based Private Aggregation (DiPA) protocol: A homomorphic
commitment scheme can allow a user (in this case, a smart meter) to “commit”
to a secret, and later reveal the secret and prove that this was the value to
which it committed. For smart meters, DiPA makes it possible to submit a
commitment to an aggregate reading from multiple smart meters (the sum total
of their energy usage), such that the end recipient gets the required verifiable
demand management data, without knowing any information about individual
household consumption.

17 Decision 11-07-056, http://docs.cpuc.ca.gov/WORD_PDF/FINAL_DECISION/140369.pdf.
18 NAESB REQ.22 http://www.naesb.org/retail_request.asp.
19 http://csrc.nist.gov/publications/nistir/ir7628/nistir-7628_vol2.pdf.
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• Low Overhead Private Aggregation (LOPA) protocol: Each pair of meters in an
aggregation group shares a different secret value (that is, for an aggregation
group of 10 meters, each meter holds nine shared secrets). When transmitting
readings, one meter in the pair adds the secret value to its actual value, and
the other subtracts it (thus, in a group of 10 meters, each submitted reading
has had nine secret values added to or subtracted from it).
The researchers implemented the DiPA and LOPA protocols on production meters
from Elster SG. The computation overhead of the masking process was found to be
far below one second, which does not create any latency issues even for frequent
(every 15 minutes) readings of smart meters. For more information, see “Smart Meters
in Europe: Privacy by Design at its Best” (available online, www.ipc.on.ca).

Data De-Identification Tool
In the vast majority of cases, de-identification will strongly protect the privacy of
an individual’s CEUD when additional safeguards are in place. The claim that deidentification has no value in protecting privacy due to the ease of re-identification
is merely a myth. If proper de-identification techniques and re-identification risk
management procedures are used, re-identification becomes an extremely
difficult task.20 Dr. Khaled El Emam21 developed a strong de-identification tool that
simultaneously maximizes privacy and data quality while minimizing distortion to the
original database. Initially developed to de-identify health-related data, it minimizes
the risk of re-identification for any data set based on:
• The low probability of re-identification;
• Whether mitigation controls are in place;
• Motives and capacity of the recipient;
• The extent a breach invades privacy.
Dr. El Emam was approached to create a longitudinal public use dataset using his deidentification tool for the purposes of a global data mining competition – the Heritage
Health Prize. Participants in the Heritage Health Prize competition were asked to
predict, using de-identified claims data, the number of days that patients would be
hospitalized in a subsequent year. Before releasing the dataset created using Dr.
El Emam’s tool, the de-identified dataset was subjected to a strong re-identification

20 Cavoukian, A., & Emam, K. E. (2011). Dispelling the Myths Surrounding De-identification: Anonymization
Remains a Strong Tool for Protecting Privacy: Office of the Information & Privacy Commissioner of
Ontario; and, El Emam, K., Jonker, E., Arbuckle, L., & Malin, B. (2011). “A systematic review of reidentification attacks on health data.” PLoS One, 6(12), e28071.
21 Leading investigator at the Children’s Hospital of Eastern Ontario Research Institute and Canada
Research Chair in Electronic Health Information.
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attack by a highly skilled expert. The expert was not successful and concluded that
the dataset could not be re-identified.

Transparency and Consumer Education
Xcel Energy, which provides power to consumers in eight western and midwestern
states, is a good example of a utility implementing a privacy program for third party
access to CEUD that incorporates transparency and consumer education. At its web
site, Xcel provides consumers with detailed but easy to understand information about
smart meters, including how they work, how data is collected and the choices that are
available. Consumers are provided with the ability to view their own data in a variety
of charts and tables that help them understand their energy usage.22 Consumers are
also provided with the necessary forms to enable transfer of their data to third parties
and are provided with an extensive description of the data types that will be included
when such data is transferred.
Visibility and Transparency are foundational Privacy by Design principles. Many
utilities are focused on privacy as they deploy smart meters, but not all have
provided easy to find and detailed privacy information publicly describing their
CEUD related privacy practices at their Web sites. Xcel provides an example on
how utilities can post privacy policies that include details about web site privacy
information and the necessary information needed by consumers, regulators, and
partners to understand how smart grid data is collected and used.23

Privacy Seal
“Privacy seals” are self-regulatory programs aimed at ensuring consumer privacy by
way of independent third party enforcement of responsible data practices. The Future
of Privacy Forum (FPF), working with key stakeholders, has created a self-regulatory
seal program powered by independent third party enforcer, TRUSTe, to ensure that
companies wishing to gain access to CEUD commit to responsible privacy practices.
The seal provides privacy guidelines and support for utilities, regulators, and others
who wish to ensure the development of policies that respect privacy, as well as for
companies that access consumer energy or smart home data. The seal is available

22 Xcel Energy: Energy Consumption Data Access https://www.xcelenergy.com/My_Account/Understand_
Bill/Bill_Details/Energy_Consumption_Data_Access (The report contains the following information:
Customer name, Account number, Date report was created.
Utility type: electricity or natural gas, Service number, Meter number, Address: street number, street,
apartment number, city, state, ZIP code, Premises number, Premises description, Tariff description,
Date meter was read, Number of days in billing period, Total usage, Average use per day (kWh or
therms), Dollar amount billed, Other charges, Electricity Commodity Adjustment/Fuel Cost Adjustment,
Taxes, Invoice total, and Invoice date.
23 Xcel Energy Privacy Policy https://www.xcelenergy.com/staticfiles/xe/Admin/Xcel%20Online%20
Privacy%20Policy.pdf.
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to companies offering home energy management, remote home control or security
systems that seek to access CEUD.
To create the program, FPF and TRUSTe received input from utilities and utility
regulators and companies including AT&T, Comcast, Ecofactor, IBM, Intel, Motorola,
Neustar, OPower, Tendril, and Verizon. An advisory committee including Edison
Electric Institute (EEI), the GridWise Alliance, and consumer advocates will also be
supporting the program. Some of these groups have already begun planning for
privacy-protective approaches to handling CEUD. For example, OPower specializes
in energy data software and has incorporated PbD into its company’s privacy
principles,24 including specific commitments by OPower to design and build security
and privacy protections at every stage in their architecture and IT systems.25 Tendril,
which offers a platform so that energy software developers can build consumer
energy applications,26 intends to manage CEUD according to privacy best practices
and lead their developer community into following the same.

Green Button
“Green Button” is the common-sense idea that electricity customers should be able
to download their own energy usage data in an easy-to-use format.27 It comes in
response to a White House call-to-action, with the implementation being led by industry
representatives. The aim of the initiative is for consumers to be better educated about
their energy decisions and encourage consumers to make investments to reduce
their energy costs. There are two facets to Green Button:
• “Download My Data” – CEUD goes directly from the utility to the customer. Most
utilities in the U.S. are currently implementing this version of Green Button.
• “Connect My Data” – CEUD is transferred from the utility to a third party with the
customer’s consent and authorization.
Green Button incorporates privacy and security best practices, whereby electricity
consumers can get access to their information only after authenticating themselves on a
utility portal with a login and password.28 In the case of the Download My Data function,
that information is shared only with the consumer; if electricity consumers wish, in the
future to share their CEUD with third parties they trust, they can do so with the Connect
My Data function.

24 Opower Implements Privacy by Design, Opower Press Release http://opower.com/company/newspress/press_releases/55
25 Opower’s Data Principles http://opower.com/company/data-principles
26 Tentril http://www.tendrilinc.com/about/
27 Green Button http://www.greenbuttondata.org/
28 Energy Services Provider Interface http://www.naesb.org/ESPI_Standards.asp (Green Button is based
upon the North American Energy Standards Board (NAESB) Energy Services Provider Interface (ESPI)
software developer’s kit.).
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An Ontario Green Button initiative is currently being led by the MaRS Discovery District
and the government of Ontario.29 Several Ontario startups are emerging to service not
only Ontario energy consumers, but energy consumers internationally. Ontario-based
startups include Quinzee, Ecotagious, Project Neutral, Green Energy Watchdog,
MMB Research, and Prolucid.30 The Ontario Power Authority is also leading a request
for proposal regarding social benchmarking pilot programs.31

SDG&E’s Implementation of Green Button
In September 2011, the White House challenged the U.S. utilities to develop a
tool to provide energy consumers easy access to their energy usage data. The
“Green Button” is the resulting national initiative, introduced by the White House
and developed by the energy industry. The idea is to ensure customers have timely
access to their own energy data with the “click of a button.”
San Diego Gas & Electric (SDG&E) has been an early and strong supporter of the
Green Button’s goal to provide consumers with ease of access and control over
their CEUD, and to inspire innovative consumer applications and devices from
entrepreneurs, businesses and students.

Green Button Download My Data
SDG&E was among the first utilities in the U.S. to launch Green Button “Download
My Data,” providing customers with easy access to their energy usage data. SDG&E
saw the Download My Data option as giving customers the ultimate choice since it is
completely up to the user on where to send their data. Also, customers can have the
convenience of sharing their CEUD with a third party without the utility being in the
middle of the transaction.
SDG&E launched Green Button Download My Data in December 2011. When looking
at options for implementation, SDG&E’s philosophy was to leverage their existing
customer online portal as much as possible in order to utilize existing authorization
and authentication tools. To allow this, SDG&E added the Download My Data function
within the portal in the Energy Charts section of My Account. As such, when a customer
logs in to the portal, they meet the necessary authentication procedure. Customers
must sign up for My Account, using their account number from their energy bill, their
zip code, and are then prompted to choose a username and password. By clicking
on the Green Button Download My Data icon, customers can download 13 months of

29 http://www.metering.com/node/21846
30 http://quinzee.ca/, www.ecotagious.com, http://projectneutral.org, www.greenenergywatchdog.com,
http://mmbresearch.com, www.prolucid.ca
31 http://www.powerauthority.on.ca/rfp-social-benchmarking-pilot-program
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past energy consumption data in a standardized file format (Energy Services Provider
Interface XML) for easy export to other applications, to developers, or to third parties.
One important lesson learned is the importance of both computer-friendly and
consumer-friendly formats of Green Button data. Over the past year, SDG&E has
received feedback that Green Button data should be both human-readable and
machine-readable. This is rather easily accomplished with a style sheet, so that
most browsers (including mobile/tablet ones) can present the data as humanreadable. Experience has shown that there are a number of possible scenarios
when people are going to want to take a look at the raw data as part of the
process of sharing it. In short, it is important to place emphasis on ‘usability’ from
the customer’s perspective to develop customer-friendly options. Along those
same lines, SDG&E has been working on simplifying the entire user experience
around sharing this data, which has led to early support for Green Button Connect
My Data.

Green Button Connect My Data
Green Button “Connect My Data” is an automated, more advanced level of the
initial Green Button data download tool, and the next step in the industry-led Green
Button initiative. To date, more than 10,000 customers have downloaded their energy
consumption data with the SDG&E Green Button Download My Data tool. Through
Green Button Connect My Data, customers can now authorize third parties to securely
access their energy usage data, on an automated and daily basis. It is important to
note that CEUD is only provided to third parties following affirmative action by the
customer to send their CEUD to a particular destination. SDG&E takes the additional
step of obfuscating the customer’s ID before sending it to the third party.
Similar to the Download My Data function, Connect My Data is also available in the
Energy Charts section of the SDG&E My Account customer web portal. Customers
can view at any time within the My Account portal a list of third parties they have
chosen to share their CEUD with, and are given the option to un-enroll from any
automatic transfers to third parties at any time. Once a year, SDG&E will remind
customers with which third parties they are currently enrolled.
On October 1, 2012, SDG&E and Candi Controls (subcontractor of Capgemini)
announced the rollout of the Green Button Connect My Data platform with the
launch of their first app, PowerTools. The new PowerTools app was demonstrated in
Washington, D.C. at the 2012 Energy Datapalooza event.
PowerTools will help SDG&E customers to securely identify ways to make smarter
choices in their energy use habits and decisions, improve efficiency and lower costs.
Initially available for web browsers and mobile tablets, the app will soon also be
available for additional platforms, including mobile phones and third party platforms
such as Facebook. Highlights of the app’s features include: historical usage analysis,
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overview of actual use and savings relative to history, environmental impact, ability
to choose and track energy saving goals, utility bill payment, as well as other useful
functionalities.
PowerTools is only the first app available via the Green Button Connect My Data
platform. SDG&E anticipates expanding the platform to a variety of third parties
(and apps) in 2013. In addition, SDG&E is continuing to look at potential future
enhancements to the platform, including standardized application programming
interface (API) implementation, support for a “privacy seal program,” as well as
additional information such as cost information at the interval level.

Conclusion
More than 23 million households around the world will participate in demand
response programs by the year 2018.32 Such trends towards the adoption of energy
efficiency programs lead directly to the increased collection, use and disclosure
of CEUD, resulting in a more efficient and reliable energy system. However, the
manner in which CEUD is used by utilities and third parties is the subject of much
discussion regarding its privacy implications.
In this paper, the Information and Privacy Commissioner of Ontario, Canada and the
Future of Privacy Forum have sought to highlight the opportunities for innovation
and the risks to privacy for greater access to CEUD by third parties. Companies
offering innovative products and services can only do so if customers are able
to have greater control over their CEUD. This includes allowing customers to
download their CEUD in machine-readable format and disclose it to a third party of
their choice, or to direct their utility to disclose their CEUD to a third party. Initiatives
seeking to facilitate this include the Green Button and Future of Privacy Forum seal
initiatives described in this paper.
Conversely, privacy considerations must be addressed in the areas of information
technology, accountable business practices, and networked infrastructure when
planning for third party access to CEUD. By adopting a Privacy by Design approach,
third parties can ensure that privacy is proactively embedded within third party CEUD
data flows, right from the outset.

32 http://www.businesswire.com/news/home/20121030005343/en/23-Million-Households-WorldwideParticipate-Demand-Response
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Authors
Ann Cavoukian, Ph.D.
Information & Privacy
Commissioner,
Ontario, Canada
Jules Polonetsky
Co-Chair, Future of Privacy Forum
Christopher Wolf
Co-Chair, Future of Privacy Forum

June 2010

Privacy by Design: Achieving the
Gold Standard in Data Protection
for the Smart Grid

Office of the Information & Privacy
Commissioner of Ontario
Hydro One
Toronto Hydro Corporation
Office of the Information & Privacy
Commissioner of Ontario

February
2011

Operationalizing
Privacy
by
Design: The Ontario Smart Grid
Case Study

Hydro One
GE
IBM
TELVENT

March
2012

April 2012

May 2012

Applying Privacy by Design Best
Practices to SDG&E’s Smart
Pricing Program

Smart meters in Europe: Privacy
by Design at its Best

Building Privacy into Ontario’s
Smart meter Data Management
System: A Control Framework

Ann Cavoukian, Ph.D.
Information & Privacy
Commissioner,
Ontario, Canada
Caroline Winn
Chief Customer Privacy Officer,
San Diego Gas & Electric
Ann Cavoukian, Ph.D.
Information & Privacy
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Berlin, Germany
Independent Electricity System
Operator (IESO)
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Privacy Commissioner
Ontario, Canada
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P

rivacy, like a good reputation, is a fragile thing. Once lost, it can be rebuilt over
time, but can never be recovered. At San Diego Gas & Electric, our reputation for
protecting customer energy privacy is of paramount importance. When we embarked
on our Privacy by Design (PbD) journey, we wanted to set the foundation for building
a stronger relationship with our customers in a rapidly-changing energy industry.
Consumer energy usage has finally entered the mainstream of the Information Age.
With the advent of smart meters that collect more data than ever about how our
customers use energy, which in turn may reflect behaviors in their homes, it was
important for our company to find privacy principles that mattered and that could be
effectively and efficiently implemented.
Our own journey continues as our understanding of the PbD model grows and
we find new ways to adapt its principles into our organization and its business
processes. Protecting privacy is the right thing to do and doing it well builds trust.
In this way, PbD has helped us to preserve a strong reputation advocating for and
enabling customer privacy.
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Applying Privacy by Design
Best Practices to SDG&E’s
Smart Pricing Program

Foreword
We are very pleased to present the results of our cross-border partnership to
bring Privacy by Design (PbD) to the Smart Pricing Program at San Diego Gas &
Electric® (SDG&E®).
It was not that long ago when federal, state and local government, regulators and
utilities began the effort to modernize the electrical grid. Recall that at such an early
stage, there wasn’t even a common definition for what was meant by Smart Grid.
Nonetheless, the aging electrical grid needed to be updated and made smarter in
order to address growing energy requirements, in an environmentally sustainable
manner. Our interest, however, relates to the infrastructure that was envisioned to
support the modernization of the electrical grid, knowing that it would be capable of
collecting detailed information on energy consumption.
At a granular level, an energy use profile in the context of the Smart Grid will become
a source of detailed, behavioral information. With a smart metering communication
infrastructure, information about specific electric devices in a customer’s home will
reveal not only the amount of electricity used, but rather, when and how long the
device is used, for example. Privacy concerns arise when there is a possibility of
revealing personally identifiable information such as the personal lifestyle habits
and behaviors of customers, especially if this information is mishandled or used for
secondary purposes other than providing electricity.
In Ontario, Canada, there are now over 4.7 million smart meters installed on
households; approximately 3.6 million meters already bill using hourly readings under
the time-of-use program. Ontario identified early on that privacy in the Smart Grid
was a ‘sleeper issue’ and needed to be addressed as one of the critical success
factors to implementing the Smart Grid. We are proud of our track record in raising the
issue of privacy in the Smart Grid, having written a number of papers and guidance
documents. It is no wonder then, that when SDG&E was embarking on its Smart
Pricing Program, it agreed on a partnership with Ontario’s Information and Privacy
Commissioner (IPC) to take a Privacy by Design approach. This is not surprising
because at SDG&E, customer privacy is a critical aspect of building and operating
a secure, reliable and trustworthy Smart Grid. SDG&E also believes that privacy is
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a fundamental right of every customer and that the utility is a steward of customer
information, with an obligation to protect it. We clearly stated the importance of
customer privacy in our Smart Grid Deployment Plan (SGDP) filed with the California
Public Utilities Commission (CPUC) on June 6, 2011 and are taking this opportunity
to work with the IPC to make sure that privacy requirements are integrated into our
plans, right from the beginning. SDG&E is demonstrating its commitment to finding
innovative ways to protect the privacy of its customers.
This joint white paper centers on one specific initiative being implemented by SDG&E,
its Smart Pricing Program, which will offer new pricing options for residential and
business customers, along with the tools needed to help customers better manage
their energy use.
SDG&E is not asking why we need to think about privacy considerations but rather
how we will make sure that consumer energy use data is managed in a responsible
manner so as to maintain the confidence of consumers throughout this modernization
of the electrical grid.
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Introduction
Utilities and regulators have developed a keen awareness of the importance of
proactively building privacy directly into the Smart Grid over the past two years. For
example, the U.S. National Institute of Standards and Technology’s (NIST) Smart Grid
Privacy Working Group endorsed Privacy by Design (PbD) in their report entitled,
“NISTIR 7628, Guidelines for Smart Grid Cyber Security: Vol. 2, Privacy and the
Smart Grid.” In addition, the California Public Utilities Commission (CPUC) adopted a
comprehensive set of privacy rules related to energy use data in July, 2011 applicable
to electric investor-owned utilities (IOUs) in California1,2 (See Appendix A).
San Diego Gas & Electric (SDG&E) is taking a leadership position to advance the
Smart Grid and acknowledges the importance of proactively building privacy into
its design, as it plans for the various phases of implementation. As such, SDG&E
is collaborating with the Office of the Information and Privacy Commissioner (IPC)
of Ontario, Canada, to put into action the policies, approach, and standards to
protect the privacy of customer data by working together on SDG&E’s Smart Pricing
Program. This effort will result in a privacy model and associated deliverables that
can be leveraged and further improved as SDG&E implements other projects.
This collaborative initiative is an effort to share how one utility - SDG&E - is
incorporating the PbD Smart Grid Best Practices into its organization.3 The paper
begins with an overview of key privacy influences, including privacy changes in
California, SDG&E’s Smart Grid Deployment Plan (SGDP) and the PbD approach.
The paper then describes SDG&E’s efforts towards protecting customers’ privacy
and the results arising from embedding the PbD principles into the early planning
stage of the Smart Pricing Program.

1

See SDG&E Application (A.) 11-06-006: http://sdge.com/node/462.

2

See California Public Utilities Commission Decision (D.) 11-07-056, attachment D: http://docs.cpuc.
ca.gov/PUBLISHED/GRAPHICS/140370.PDF.

3

The full PbD Smart Grid Best Practices are contained in Privacy by Design: Achieving the Gold Standard
in Data Protection for the Smart Grid available online at www.ipc.on.ca. See also, SmartPrivacy for
the Smart Grid: Embedding Privacy into the Design of Electricity Conservation, and Operationalizing
Privacy by Design: The Ontario Smart Grid Case Study, also available at www.ipc.on.ca. See also
the International Working Group on Data Protection in Telecommunications Working Paper Privacy by
Design and Smart Metering: Minimize Personal Information to Maintain Privacy (13 September 2011).
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California’s Privacy Vision
There is a term to describe California’s consumer and environmental policy influence
– the “California effect.”4
“Top clean tech investment deals in the world read like a who’s who of California
businesses.”5 As a result, California is a leader in mitigating and reducing its
greenhouse gas emissions.6 In addition, California has clearly shown Smart Grid
leadership, “[t]he Golden State is at the top of everyone’s list.”7 California was the first
state to pass a statewide Smart Grid bill, Senate Bill (SB) 17 which made Smart Grid
the policy of the state8 (See Appendix B).
Within the United States (U.S.), California is also a leader in privacy protection. For
example, after California passed its data breach notification law in 2002, nearly every
other state in the U.S. followed suit.9 California was also the first state to introduce laws
requiring California businesses to post privacy policies on their websites regarding
the personal information given to third parties and how to opt out of such disclosures.10
On October 11, 2009, SB 17 was signed into California law and lays out state policy
for the modernization of its electrical transmission and distribution system. It tasked
the CPUC with determining the requirements for their Smart Grid Deployment Plan
(SGDP), consistent with the policies set forth in the bill and federal law. The bill also
required investor-owned utilities, such as SDG&E, to develop SGDPs and file them no
later than July 1, 2011. These plans were filed, as required and on time, by SDG&E,
Pacific Gas & Electric, as well as Southern California Edison.
Following the passage of SB 17, the CPUC issued a decision which included detailed
requirements for the SGDPs and ordered SDG&E and others to file the plan as
required by law.11 The decision outlined the required elements of the plan, including:
1. Smart Grid Vision Statement; 2. Deployment Baseline; 3. Smart Grid Strategy; 4.
Grid Security and Cyber Security Strategy; 5. Smart Grid Roadmap; 6. Cost Estimates;
7. Benefits Estimates; and 8. Metrics.

4

Vogel, David. “Trading up and governing across: transnational governance and environmental
protection.” Journal of European Public Policy 4(4), 1997.

5

Floyd, Nancy and Frank, Susan. “Opinion: AB 32 is an investment in stabilizing California’s future.”
Capitol Weekly (18 October 2011).

6

EXECUTIVE ORDER S-13-08, Office of the Governor, www.climatechange.ca.gov.

7

Berst, Jesse. “Smart Grid Leadership.” www.SmartGridNews.com (24 March 2009).

8

Ricketts, Camille. “California quietly passes first statewide Smart Grid law.” Venturebeat.com (27
October 2009).

9

http://www.ncsl.org/Default.aspx?TabId=13489

10 Olsen, Stefanie. “California privacy law kicks in.” CNET News (6 July 2004).
11 Decision10-06-047, dated June 24, 2010, in Rulemaking 08-12-009
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The CPUC’s decision states that utilities should include information on how to
“[e]mpower consumers to actively participate in operations of the grid,”12 and the
promotion of the “smart customer.” The smart customer is informed, empowered and
able to use electricity efficiently and in ways that promote the achievement of state
environmental goals, consistent with SB 17 policies and initiatives.13 Additionally, the
CPUC posed a number of probing questions related to customer privacy practices,
both in terms of current practices and going forward, which were addressed in the
utilities’ SGDPs.
The scope of what is considered personal information will vary among jurisdictions
and specific laws. In California, the scope of personal information protected by
CPUC rules extends to any “electrical or gas consumption data,” which means data
about a customer’s electrical or natural gas usage that is made available as part of
an advanced metering infrastructure, and includes the name, account number, or
residence of the customer.14

SDG&E’s Smart Grid Deployment Plan (SGDP)
San Diego Gas & Electric’s (SDG&E) vision for its Smart Grid transformation is to
work in collaboration with key stakeholders to create the foundation for an innovative,
connected and sustainable energy future. Its deployment baseline is supported by
a nearly complete smart meter rollout and Supervisory Control and Data Acquisition
(SCADA)15 coverage of roughly 80 per cent of its distribution system, among
other existing systems and capabilities. SDG&E’s Smart Grid deployment strategy
prioritizes projects according to customer value, policy drivers and the need to pilot.
SDG&E’s SGDP is not static but will evolve as the company’s engagement with
stakeholders continues in order to align its Smart Grid strategy to stakeholder
priorities. The utility also plans to update its roadmap as customers, stakeholders,
available technologies, and services evolve; adopt new security strategies as new
threats or other risk conditions emerge; and adjust its cost/benefit estimates as its
pilot and deployment experiences and new information bring greater certainty to
anticipated inputs, timelines and outcomes.

12 Ibid. (pg. 31).
13 Ibid. (pg. 125).
14 Public Utilities Code Section 8380(a); see also, Decision 11-07-056, dated July 28, 2011, in Rulemaking
08-12-009. In this decision, the CPUC excludes from its definition of personal information any information
from which identifying information has been removed such that an individual, family, household, etc.,
cannot reasonably be identified or re-identified.
15 Supervisory Control and Data Acquisition. This system allows for short latency data acquisition and
switching in the electrical grid of the utility.
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An integral part of SDG&E’s SGDP is its approach to privacy and security. SDG&E
includes reference to several guiding principles related to customer privacy
including the Fair Information Practice Principles (FIPPs) as detailed by the Federal
Trade Commission, the National Institute of Standards and Technology’s (NIST) four
dimensions of privacy, as well as the seven Privacy by Design foundational principles
as guidance for its privacy program. With this approach, privacy and security will be
embedded at the earliest stages of system decision-making and will thus become
incorporated into all aspects of design.

Privacy by Design
Privacy by Design (PbD) principles may be integrated right from the start as utilities
begin their Smart Grid implementations, thus helping to make sure that customer
information is protected. Embracing a positive-sum model whereby privacy, security
and energy conservation may be achieved in unison is key to ensuring consumer
confidence in electricity providers as Smart Grid projects are initiated. In addition,
customer satisfaction with and trust of Smart Grid initiatives is an integral factor in the
success of energy conservation and other goals of Smart Grid efforts.
The 7 Foundational Principles of Privacy by Design16 incorporates the universal
principles of the Fair Information Practice Principles (FIPPs). It represents an evolution
from traditional approaches to protecting privacy, which focus on setting standards
for information management practices, and providing remedies for privacy breaches,
many of which come into play after the fact. By contrast, PbD is a proactive approach
to privacy protection. It seeks to avoid data breaches and their consequential harm,
thereby being preventative in nature.
These information management principles − and the philosophy and methodology
they express − can apply to specific technologies, business operations, physical
architectures and networked infrastructure − entire information ecosystems. FIPPs
are affirmed by PbD principles, but PbD seeks to raise the bar in the area of privacy
protection. Compliance with the CPUC rules which adopt the FIPPs fits well with,
and is complementary to, PbD principles, which encourage a holistic view of privacy
protection rather than a narrow focus on compliance with rules and legislation.
PbD is a concept developed by Commissioner Ann Cavoukian in the 1990s to
address the ever-growing and systemic effects of information and communication
technologies, and of large-scale networked data systems. PbD extends to a “trilogy”
of encompassing applications: 1) IT systems; 2) accountable business practices;
and 3) physical design and networked infrastructure.

16 See The 7 Foundational Principles: Implementation and Mapping of Fair Information Practices, available
online at www.ipc.on.ca.
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The objectives of Privacy by Design may be accomplished by practicing the 7
Foundational Principles of Privacy by Design:

		 1.

Proactive not Reactive; Preventative not Remedial

		

Privacy as the Default Setting

2.

		 3.

Privacy Embedded into Design

		

4.

Full Functionality — Positive-Sum, not Zero-Sum

		

5.

End-to-End Security — Full Lifecycle Protection

		 6.

Visibility and Transparency — Keep it Open

		 7.

Respect for User Privacy — Keep it User-Centric

This approach, with its emphasis on positive-sum, win-win outcomes, continues to
attract attention and gain support from around the world.17 Privacy by Design was
unanimously passed as an International Resolution by the global assembly of Privacy
Commissioners and Data Protection Regulators in Jerusalem, in 2010.

17 See for example: European Commission, Proposal for a General Data Protection Regulation, COM(2012)
11 final, Article 30(3); European Commission Task Force Smart Grids, Expert Group 2 Report Regulatory
Recommendations for Data Safety, Data Handling and Data Protection Report (16 February 2011), p.
16; and, Resolution, 32nd International Conference of Data Protection and Privacy Commissioners,
Privacy by Design Resolution, 27-29 October 2010, Jerusalem, Israel.
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SDG&E’s Privacy Governance Framework
SDG&E’s Customer Privacy Program
In the last 30 years the Internet has impacted privacy in ways that very few could
have predicted. The Smart Grid looks to be another set of paradigm-changing
technologies that will also change the way we look at consumer energy use data. As
San Diego Gas & Electric (SDG&E) embarks on its efforts to implement its Smart Grid
Deployment Plan (SGDP), it will be collecting more information than before about its
customers. We must ask ourselves this question: How will Smart Grid deployments
impact the privacy of utility customers and how will we manage this challenge?
SDG&E believes privacy is a fundamental right of every customer. It is committed
to doing its part to advocate for privacy on behalf of its customers and its
community. It works collaboratively with external partners to find ways to advance
its privacy program.
SDG&E acts as a conscientious steward of customer information and their customers
clearly expect that SDG&E is doing everything in its power to reasonably protect their
privacy. SDG&E recognizes that customer information is required in order to provide
safe, reliable service to the communities it serves and that this service requires
SDG&E to responsibly collect, store, share and properly dispose of customer data
when it is no longer needed. Without customer confidence in its ability to attend to
these responsibilities, SDG&E cannot fully realize its business goals.
Therefore, one of the fundamental goals of SDG&E’s privacy program is to continually
earn the confidence of its customers by:
• building a strong culture of privacy within SDG&E;
• safeguarding the information customers have entrusted to them;
• adhering to fundamental privacy principles such as PbD, that put customer
privacy first;
• complying with all applicable privacy laws and regulations and;
• last but not least, by listening to our customers’ ideas and concerns about
privacy and addressing them proactively.
Through the integration of PbD into its business operations, SDG&E intends to develop
a fresh perspective on ways to improve its ability to protect the privacy of its customers.
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Enterprise Information Risk Management
The framework SDG&E is implementing for the governance and oversight of its
privacy programs within the company is founded on the belief that privacy is a
fundamental right of every customer. Privacy by Design is being incorporated into the
framework, which will comprise robust business rules as well as effective controls to
protect the privacy of customer data. SDG&E is taking steps to integrate customer
privacy within the business culture at SDG&E by raising awareness of privacy issues,
and educating employees and contractors about the need to respect and protect
customer privacy. Privacy is also being embedded into company artefacts pertaining
to projects and processes involving customer data, such as: company policies,
guidelines, processes, procedures, security requirements, architectural principles
and design standards, as well as system configurations. Business practices will
be reviewed to ensure that the collection of customer information is minimized or
eliminated, and that customer information is only shared with those who have a need
to know the information. As much as possible, SDG&E will seek to automate data
loss prevention initiatives to minimize the risk that sensitive information could be
intentionally or accidentally mishandled.
In keeping with Privacy by Design, the protection of customer information is a core
value and feature of SDG&E’s Enterprise Information Risk Management (EIRM)
framework. The EIRM is an ongoing process to proactively manage risk related
to information. The objectives of the framework are to provide the company with
a standard framework for managing information risk; provide the ability for the
business to make informed information risk decisions; make the company aware
of the potential risk impact to its information; and, continually assess, measure and
improve processes. The EIRM proceeds by following four steps: Profile, Assess,
Take Action, and Monitor.
Profile: Identifies company information.
Assess: Provides threat classification and
security vulnerability information, along
with potential business impact, to suggest
possible responses to different categories of
information risk.
Take Action: Empower business managers
to make informed decisions to prioritize
risks and implement appropriate controls.
Monitor: Ensures that current and future
risks can be minimized through ongoing
maintenance and monitoring activities.
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Chief Customer Privacy Officer
SDG&E has a Chief Customer Privacy Officer as well as a working group that
oversees privacy compliance. SDG&E’s Chief Customer Privacy Officer is also the
Vice-President of Customer Services and serves as a member of the Executive
Management Team. Reporting to the Chief Customer Privacy Officer is a crossfunctional, cross-departmental privacy team chartered to manage privacy matters for
SDG&E. The Privacy Team has several areas represented including but not limited to:
Billing, Commercial/Industrial Services, Credit, Customer Communications, Customer
Contact Center, Customer Programs, Information Security, Legal, Load Management
and Smart Grid.
The Chief Customer Privacy Officer’s role is to ensure the completion of privacy impact
assessments and other ongoing efforts, including influencing plans for the Grid and
Cyber Security Strategy portion of the SGDP, and ensuring a robust approach to
enterprise architecture, information modeling and standards with privacy. This
includes plans for incorporating interoperability standards based on guidance from
the National Institute of Standards and Technology, and the 7 Foundational Principles
of Privacy by Design.
Organizationally, SDG&E’s information security program is managed from its
Information Technology division. As an emerging set of new capabilities, customer
privacy is owned by the Chief Customer Privacy Officer and Vice President of
Customer Services. This model allows SDG&E to place emphasis on privacy
as a business-driven initiative which is essential to meeting privacy objectives,
customer expectations and regulatory requirements in a timely fashion. Privacy
and security share a strong relationship — robust privacy cannot be achieved
without good information security. However, we must be careful not to treat them
as one and the same.
For example, when considering a customer record from an information security
perspective, SDG&E considers the level of protection the information requires and
ensures controls are in place to protect its confidentiality, integrity and availability. In
addition to those concerns, the privacy perspective must also consider whether the
information needs to be collected at all, and if so, how its continued collection and
use will provide value to the business and its customers. Privacy takes on a more
customer-centric perspective, enabling features such as company transparency
regarding the use of customer data, the ability to opt in to third party sharing, as well
as other capabilities that conscientious customers consider important to managing
their privacy but go beyond the scope of purely safeguarding their data.
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Engineering of Products
During the Project Preparation phase, project teams identify the types of information
that a product will handle, the custodians of that information, the sensitivity of the
information, and the environments in which the information will be handled and
accessed. At the Requirements phase review, the Preliminary Risk Assessment is
reviewed along with the Requirements documentation to verify that the recommended
controls are required as part of the project. At the Design phase review, the Design
document is examined to identify if the design appears to effectively implement the
required controls, and to identify any risk conditions or deficient controls that may
not have been previously apparent. During the Build phase, the assigned Engineer
provides direct support for implementation of controls by the project teams. In addition,
the assigned Engineer performs some preliminary testing on baseline configurations
of products, usually before customization and integration. At the Test phase, the
product is tested for compliance with technical and administrative controls.

Roles and Responsibilities
Restricting the ability to access customer data on a strict need-to-know basis is
another example of incorporating Privacy by Design at SDG&E. This will be done
by way of technological features and controls to protect information from misuse,
unauthorized access, unauthorized acquisition, destruction or disclosure. Limiting
access will be based on business considerations and an individual employee’s
particular role at SDG&E.
To assist in implementing its need-to-know policy, SDG&E categorizes employees
into five basic role types:
• User: An individual who accesses or attempts to access company information
and/or Information Systems.
• Risk Owner: Company officer or executive that is ultimately accountable for
risk and has the ability to assume financial impact of an accepted risk or the
residual risk related to the outcome of a risk treatment.
• Risk Manager: Company executive or director who has been delegated a limited
level of responsibility for making risk decisions on behalf of the Risk Owner.
• Control Owner: Directors or managers ultimately accountable for security
controls. Control Owners report to Risk Managers any deficiency of controls
related to the protection of company information and information systems.
Control Owners don’t necessarily need to organizationally report directly to a
Risk Manager.
• Control Manager: Individuals responsible for implementing and maintaining
operational controls. A secondary responsibility exists to ensure controls are
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operating effectively and performing as expected. Control Managers are
assigned by and report deficiencies to Control Owners.

Vendor and Service Provider Contracts
Key privacy and security features are embedded into contracts with vendors and
service providers. The general contract areas listed below are augmented with specific
requirements based on the specific product or service addressed by the agreement.
The contract language requires verifiable accomplishment of privacy and security
goals and adherence to security standards and best practices; such verification may
be performed by the company or a trusted third party. Contract language is intended
to instil in third parties a necessary sense of urgency in protecting customer privacy.
It describes third party obligations to protect information in alignment with industry
accepted oversight and audit procedures. It further describes third party liability if
they are the cause of a privacy breach.
Vendor and service provider contracts have specific language regarding:
•

Role Based Security Controls;

•

Shared Application Architecture;

•

Account Management;

•

Application Interface Controls;

•

Encryption;

•

Password and Logon Standards;

•

Data Security;

•

Logging and Errors Details;

•

Operational Support and Administration;

•

Source Code Review;

•

Vulnerabilities and Defects;

•

Security Assessments and Testing;

•

Right to Report.

SDG&E’s Smart Pricing Program
San Diego Gas & Electric (SDG&E) is nearing completion of its smart meter installations
and the next step is to leverage the capabilities of these meters to a greater degree. As
part of SDG&E’s Smart Pricing Program, SDG&E will offer new pricing plans (i.e. time338
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variant rates) for residential and business customers beginning in 2013.18 Providing
customers choices in their energy decisions is a key driver of SDG&E’s Smart Pricing
Program, as well as helping customers to make more informed decisions based on
their energy use consumption. The pricing options will allow customers to select a
plan that best meets their needs and will provide them with an opportunity to save
money. Over the long term, adoption of the new pricing plans is expected to help
reduce greenhouse gas emissions by shifting energy use to time periods when more
efficient and cleaner power plants are being used – all of which will benefit customers,
communities and the environment.
Customers will use an energy management tool as part of the Smart Pricing Program
to engage frequently with energy information so as to better understand when and
how they use energy. The energy management tool will have the following features:
Additional tools in support of the Smart Pricing Program include enhancements to
existing systems to automate a number of features, including the determination of a
customer’s eligibility for the new pricing options, as well as customer notifications to
reduce energy usage. The energy management tool will also support the management
of outreach and education efforts.

•

Energy Use Analysis:
Information provides insights into how the home or business uses energy;

•

High-Bill Analyzer:
A self-serve approach to understanding the changes in one’s energy bill;

•

Self-Audit:
An assessment of a home’s energy use with a customized energy saving plan;

•

Goals & Alerts:
Create personalized energy savings goals and sign up for goal-progress,
high-bill, and event day reminders;

•

Comparison & Selection:
A quick and easy way to compare pricing options and select the plan that
best meets one’s needs.

To increase awareness and understanding about the new tools and pricing plans that
will be offered as part of its Smart Pricing Program, SDG&E is undertaking significant
outreach and education initiatives. SDG&E is committed to continuing its customercentric approach as part of the Smart Pricing Program and has adopted five guiding
principles to make sure that outreach and education efforts are developed and

18 Please refer to SDG&E Application (A.10-07-009): http://sdge.com/node/476 and General Rate Case
(GRC) Phase II Application (A. 11-10-002) http://sdge.com/node/1527.
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executed with this objective in mind. Foundational elements, including Privacy by
Design, have informed SDG&E’s education and outreach efforts (as depicted below).
In communicating with customers about smart pricing, SDG&E will focus on making
the customer central in the delivery of services, while making it easy for customers to
understand and exercise their own choices.
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Privacy by Design and the Smart Pricing Program
In setting privacy-related priorities for SDG&E, the Chief Customer Privacy Officer
identified the Smart Pricing Program as a key area of Privacy by Design integration.
The results of the integration will then be a model that can be replicated by other
projects within SDG&E.
To kick off its efforts to implement Privacy by Design in the Smart Pricing Program,
SDG&E met with the IPC in 2011 to better understand the concepts around Privacy
by Design and the Smart Grid. SDG&E learned how the IPC worked with partners
in the Ontario energy sector, including major utilities, to develop best practices for
Smart Grid Privacy by Design19 based on The 7 Foundational Principles of PbD:
1. Smart Grid systems should feature privacy principles in their overall project
governance framework and proactively embed privacy requirements into their
designs, in order to prevent privacy-invasive events from occurring.
2. Smart Grid systems must ensure that privacy is the default — the “no action
required” mode of protecting one’s privacy — its presence being assured.
3. Smart Grid systems must make privacy a core functionality in the design
and architecture of Smart Grid systems and practices — an essential design
feature.
4. Smart Grid systems must avoid any unnecessary trade-offs between privacy
and legitimate objectives of Smart Grid projects.
5. Smart Grid systems must embed privacy end-to-end, throughout the entire life
cycle of any personal information collected.
6. Smart Grid systems must be visible and transparent to consumers — engaging
in accountable business practices — to ensure that new Smart Grid systems
operate according to stated objectives.
7. Smart Grid systems must be designed with respect for consumer privacy, as a
core foundational requirement.
To successfully achieve the objectives surrounding the Smart Pricing Program, SDG&E
established a Project Management Office (PMO) dedicated to the implementation of the
Smart Pricing Program as part of its Customer Services Division, under the leadership
of the Chief Customer Privacy Officer. At the project level, a privacy team and privacy
champions were established as essential organizational components to integrate
privacy best practices. The following roles and responsibilities were established:

19 The full PbD Smart Grid Best Practices are contained in Privacy by Design: Achieving the Gold Standard
in Data Protection for the Smart Grid available online at www.ipc.on.ca.
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Interpret company privacy governance and apply same to project;

Privacy Team

Handle project-specific privacy challenges and escalate to company
privacy leadership as needed;
Be accountable for making sure project privacy deliverables are met
and any risks are communicated to privacy leadership (CPO).

Privacy
Champions

Support project team members by acting as privacy subject matter
experts;
Promote customer privacy, participate in \training and awareness
activities, and communicate relevant information;
May be responsible for specific project privacy deliverables.
Be fully aware of privacy principles;

Project Team



Be capable of implementing privacy principles, and raising any
issues/concerns with the Privacy Team and Champions.

Following their meeting with the IPC, the PMO asked its core privacy team to document
these and further areas for PbD integration and key project deliverables. Based on the
PbD principles for Smart Grid Privacy by Design, the team identified several options
to integrate Privacy by Design into core project artefacts and business processes
under each of the Best Practice headings.
1. Smart Grid systems should feature privacy principles in their overall project
governance framework and proactively embed privacy requirements into their
designs, in order to prevent privacy-invasive events from occurring:

Areas for
Integration

Options

Project Vision



Develop Corporate Privacy Policy;

Program Governance Plan



Establish SDG&E Privacy Team;

Product Life Cycle



Identify DPP Privacy Team and Champions;



Broadly communicate across SDG&E, DPP privacy
objectives;



Develop Privacy Impact Assessment Template.

Under this best practice, SDG&E’s goal is to ensure that project team members make
privacy a priority for the Smart Pricing Program by including privacy guidelines into
the Project Governance Plan. A privacy team was established and privacy champions
identified. A project-wide communication plan on privacy objectives was drafted and
implemented. A privacy impact assessment template will soon be developed.
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The project team began its initial Phase I development of IT requirements and
construction, which was the ideal time to incorporate Privacy by Design into the
beginning stages and foundation of the Smart Pricing Program. As a first step,
the team identified the need to incorporate privacy controls and checkpoints into
the IT Product Life Cycle, at each of the concept, business case, requirements,
and design phases. The team will also set aside standard privacy controls and
requirements into a central repository so that any project team member can pull
the privacy requirements and use them for system testing. This will ensure that
privacy requirements and system design pass system testing, and any defects are
identified and resolved. A comprehensive business requirements privacy checklist
was completed to determine the potential scope of personal information collection
required by the Smart Pricing Program.
More importantly, there is also the commitment to document and review the means by
which to measure success. The project team has committed to measuring its success
and has identified for itself critical success factors such as: a) enhanced employee
awareness of privacy; b) improving customer understanding and satisfaction with
the Smart Pricing Program’s approach to privacy and most importantly: c) limited
exposure to privacy incidences.
2. Smart Grid systems must ensure that privacy is the default — the “no action
required” mode of protecting one’s privacy — its presence is assured:

Areas for
Integration

Options

Policy Framework



Establish “opt-in” as default privacy setting requirement;

Requirements



Develop Q&A checklist for privacy default considerations
for each phase of the project (development of business
requirements, design, construct).

Data Collection Processes
Data Sharing Processes

Applications within the Smart Pricing Program are being examined to ensure that they
collect only the minimum information required to provide safe and reliable service.
Any additional information should require users to act and positively consent (i.e.,
opt-in) to share more information. Users should be able to select the amount of
information they wish to share, and it should not be all or nothing. As such, the opt-in
default setting was established as a privacy goal within the Smart Pricing Program.
Checklists are being developed so that measures to protect privacy are integrated
into the full range of requirements, design and testing.
3. Smart Grid systems must make privacy a core functionality in the design and
architecture of Smart Grid systems and practices — an essential design feature:
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Areas for
Integration

Options

Business Use Cases



Privacy viewpoint;

Business Requirements



Privacy principles;

System and Process
Design



Privacy Q&A checklist;



Include Privacy Controls in Security Requirements;



Include Privacy in Request for Proposal.

The project team considered how to ensure user privacy right from the beginning
of the project by clearly spelling out privacy requirements and giving them a high
priority. The mechanisms identified to make privacy an essential design feature
were an Enterprise Architecture Privacy Viewpoint, Enterprise Architecture Privacy
Principles, Privacy Quality Assurance Checklist, and Draft of Privacy Controls in
Security Requirements. Privacy is a required feature in all requests for proposal to
develop technologies associated with the Project.
An important consideration is to have all third party contracts include customer privacy
provisions. As such, developing a contract for the energy management tool involved
considering several options to ensure that privacy would be a required component
of the tool. Clauses regarding data minimization, etc., will serve to ensure that the
final product is designed with privacy embedded as the default. A requirement
was included in the energy management tool vendor contract to collect, use and
disclose only the minimum amount of customer information necessary to ensure that
system quality and the range of services would not be diminished for the energy
management tool.
4. Smart Grid systems must avoid any unnecessary trade-offs between privacy and
legitimate objectives of Smart Grid projects:

Areas for
Integration

Options

Culture



Communications plan includes awareness for DPP
team members;



Reconsider options when a perceived trade-off may
occur.

Awareness & Training
Decision Making
Project Planning

The project team developed a process and communication plan to raise awareness
within the team to reconsider options when a perceived privacy trade-off may occur.
Within this process, decision-makers refer to privacy requirements when potential
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trade-offs arise, and the project team determines how to enable services while
meeting all privacy requirements.
5. Smart Grid systems must build in privacy end-to-end, throughout the entire life
cycle of any personal information collected:

Areas for
Integration

Options

Security Requirements



Privacy Q&A Checklist is reviewed by Privacy Team at
agreed upon points in the life cycle;



Privacy is included in test strategy/plan;



Security requirements are reviewed & updated to align
with privacy requirements;



Documenting/escalating privacy concerns and creating
change orders to resolve any issues.

Design
Testing
Information Management
Life Cycle
Third Party Contracts
Auditing
Records Retention &
Destruction

Privacy controls will be included in the master test plan. The Privacy Quality
Assurance Checklist shall be included and reviewed by the privacy team at agreed
upon points in the information life cycle to ensure that the project team meets all
privacy and security requirements. In doing so, the project team will capture and
secure information flow from the time of collection until it is securely destroyed,
according to records retention requirements.
6. Smart Grid systems must be visible and transparent to consumers — engaging in
accountable business practices — to ensure that new Smart Grid systems operate
according to stated objectives:

Areas for
Integration

Options

User Presentation at time
of Data Collection



Privacy language, references and FAQ are available in
customer-facing interfaces;

User Presentation Self-help



Call Center is provided appropriate materials to answer
privacy questions;



Marketing Strategy and Plan include privacy objectives;



Independent audit of privacy controls.

Marketing Plan
Auditing of the process
during its life cycle

The project team’s goal is to have users understand how the company protects
customers’ privacy by addressing privacy objectives in its Customer Outreach and
Education plan. Users should know exactly why an application collects data about
them and what their options are, and know what to do if they believe SDG&E is failing
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to meet their privacy expectations. In return, the company responds quickly and
respectfully to user privacy concerns. Privacy language, references and FAQs should
be available in customer-facing interfaces, and Call Centers will receive appropriate
materials for answering privacy questions regarding the Smart Pricing Program. In
accordance with attachment D to CPUC Decision 11-07-056, a notice titled “Notice
of Accessing, Collecting, Storing, Using and Disclosing Energy Usage Information,”
has been developed and will be provided to new customers upon account activation
and a link to this notice provided to all customers on an annual basis.
7. Smart Grid systems must be designed with respect for user privacy, as a core
foundational requirement:

Areas for
Integration

Options

Culture



Marketing Strategy contains privacy goals;

Awareness & Training



Test Strategy includes privacy;

Functional Requirements



Deliver brief privacy training to project team;

Contractors



Incorporate user perspective into service agreements
and specifications.

Staff Performance Reviews

Every employee that touches or produces Smart Pricing Program artefacts must
understand the need to protect customer privacy and treat it with urgency. To realize
this, Call Center staff will receive appropriate materials to respond to customer privacy
questions about SDG&E’s home energy management tool. The project team actively
seeks to make privacy a priority for the project, and privacy training is delivered to all
project team members. In addition, the project team will incorporate user perspectives
into service agreements and specifications.

Conclusion
Applying new technologies to the existing electrical infrastructure in an effort to create
a Smart Grid is a paradigm-changing process that will culminate in a revolution in the
energy industry. However, with great change, there can also be numerous unforeseen
consequences. For the Smart Grid, the challenge will be to recall the societal values
we hold to be imperative, such as the fundamental right of privacy, and ensure their
continuation in future architecture and business practices surrounding the provision,
delivery and use of electricity.
These new technologies, from smart meters to in-home devices, are imperative to
bring about Smart Grid enhancements, such as SDG&E’s Smart Pricing Program.
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Nevertheless, these same technologies will make accessible some of the most
sensitive data available about individuals – their patterns of behavior within the home.
SDG&E recognizes and is planning for the protection of its customers’ privacy, not
only because customers expect it, but because SDG&E shares the view that privacy
is a fundamental human right in a free and democratic society.
As this paper has shown, when adopting the approach of Privacy by Design, the value
of privacy permeates all aspects of project planning from the project governance
framework, to each stage of building and testing of the systems involved. Privacy
incorporated in this way naturally leads to customer satisfaction, employee awareness,
and system functionality. By taking a leadership position in using PbD, SDG&E places
itself at the center of California’s impressive track record in the protection of privacy
and in advancing the Smart Grid.
From here, as SDG&E moves forward with its SGDP, which includes PbD, the
Information and Privacy Commissioner of Ontario, Canada and SDG&E hope that
our documentation of these approaches will help many more utilities and third
party service providers in striving to preserve and place at the center their energy,
consumers’ privacy. Realizing that the vision of the Smart Grid will depend greatly on
the participation of consumers who wish to be informed and empowered about their
privacy, SDG&E is acting upon that vision.
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Overview of Organizations
Information and Privacy Commissioner of Ontario, Canada
The role of the Information and Privacy Commissioner of Ontario, Canada is set out in
three statutes: the Freedom of Information and Protection of Privacy Act, the Municipal
Freedom of Information and Protection of Privacy Act and the Personal Health Information
Protection Act. The IPC acts independently of government to uphold and promote open
government and the protection of personal privacy. Under the three Acts, the Information
and Privacy Commissioner: resolves access to information appeals and complaints when
government or health-care practitioners and organizations refuse to grant requests for
access or correction; investigates complaints with respect to personal information held by
government or health-care practitioners and organizations; conducts research into access
and privacy issues; comments on proposed government legislation and programs; and
educates the public about Ontario’s access and privacy laws.

San Diego Gas & Electric (SDG&E)
SDG&E is a regulated public utility that provides safe and reliable energy service to 3.4
million consumers through 1.4 million electric meters and 855,000 natural gas meters
in San Diego and southern Orange counties. The utility’s area spans 4,100 square
miles. SDG&E is a subsidiary of Sempra Energy (NYSE: SRE). Sempra Energy, based
in San Diego, is a Fortune 500 energy services holding company with 2010 revenues
of US$9 billion. The Sempra Energy companies’ 17,500 employees serve more than 31
million consumers worldwide. In collaboration with other agencies, organizations and
community leaders, SDG&E is creating a foundation for an innovative, connected and
sustainable energy future. Our vision for a Smart Grid future is driven by both public
policies and our customers who are adopting technologies like rooftop solar and electric
vehicles at rates higher than anywhere else in the nation. Our ten-year Smart Grid
Deployment Plan includes our vision for the future as well as the strategy and road map
for achieving that vision.
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Appendix A – California Public Utility
Commission Decision 11-07-056
DECISION ADOPTING RULES TO PROTECT THE PRIVACY AND SECURITY OF
THE ELECTRICITY USAGE DATA OF THE CUSTOMERS OF PACIFIC GAS AND
ELECTRIC COMPANY, SOUTHERN CALIFORNIA EDISON COMPANY, AND SAN
DIEGO GAS & ELECTRIC COMPANY
This decision adopts rules to protect the privacy and security of customer data
generated by Smart Meters concerning the usage of electricity that are deployed
by Pacific Gas and Electric Company (PG&E), Southern California Edison Company
(SCE), and San Diego Gas & Electric Company (SDG&E). The rules adopted
implement the protections ordered by Senate Bill (SB) 1476 (Chapter 497, Statutes
of 2010). The adopted rules are also consistent with other sections of the Public
Utilities Code and past Commission privacy policies. Attachment D, Rules Regarding
Privacy and Security Protections for Energy Usage Data, lists the adopted privacy
and security rules…
In addition to the adopted rules protecting the privacy and security of usage data,
the decision adopts policies to govern access to customer usage data by customers
and by authorized third parties. PG&E and SCE must continue to provide and SDG&E
must provide access to customer usage data…
The adopted privacy and security rules and policies providing access to billing and
usage data are reasonable. They will protect the privacy and security of customer
usage data while ensuring customer access to usage information and enabling
utilities and authorized third parties to use the information to provide useful energy
management and conservation services. In addition, the rules and policies are
consistent with privacy and security principles adopted by the Department of
Homeland Security and with the policies adopted in SB 1476. Thus, these rules will
bring California practices into conformity with the best national privacy and security
practices…
[T]he “Privacy by Design” methodology offers a promising approach to ensuring that
data practices promote privacy, not just in the FIP of data minimization, but in all
aspects of privacy planning…
* excerpts *
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Appendix B - SB17
Chapter 4. Smart Grid Systems
8360. It is the policy of the state to modernize the state’s electrical transmission and
distribution system to maintain safe, reliable, efficient, and secure electrical service,
with infrastructure that can meet future growth in demand and achieve all of the
following, which together characterize a smart grid:
(a) Increased use of cost-effective digital information and control technology to
improve reliability, security, and efficiency of the electric grid.
(b) Dynamic optimization of grid operations and resources, including appropriate
consideration for asset management and utilization of related grid operations and
resources, with cost-effective full cyber security.
(c) Deployment and integration of cost-effective distributed resources and generation,
including renewable resources.
(d) Development and incorporation of cost-effective demand response, demand-side
resources, and energy-efficient resources.
(e) Deployment of cost-effective smart technologies, including real time, automated,
interactive technologies that optimize the physical operation of appliances and
consumer devices for metering, communications concerning grid operations and
status, and distribution automation.
(f) Integration of cost-effective smart appliances and consumer devices.
(g) Deployment and integration of cost-effective advanced electricity storage and
peak-shaving technologies, including plug-in electric and hybrid electric vehicles,
and thermal-storage air-conditioning.
(h) Provide consumers with timely information and control options.
(i) Develop standards for communication and interoperability of appliances and
equipment connected to the electric grid, including the infrastructure serving the grid.
(j) Identification and lowering of unreasonable or unnecessary barriers to adoption of
smart grid technologies, practices, and services.
* excerpt *
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